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My last stay in Berkeley, at the Lawrence Berkeley National Laboratory,
would not have been possible or so positive without Damir Sudar, whom I
thank for all the kind help I received and all the trust I was given. I also
thank my lunch companions, especially Serena and Kristy, for their good
company.

I cannot thank my family enough. The support I have received and the
patience they have endured during my long absences have been invaluable.
I would not have reached this point without their encouragement, knowing
that whatever happens they are there. This thesis is dedicated to them.
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Summary

Lung cancer is among the deadliest cancer types, ranking first in mortality
rates, with a 15% survival rate over the first five years after diagnosis. The
main hurdle in lowering these high mortality rates is that the cancer is
often detected too late, when it is already at an advanced stage and only
few effective cures exist. There is therefore a great interest in the research
community to bring the moment of detection back to the early stages of
the cancer. Broncho-alveolar lavage (BAL) is a novel diagnostic technique
in which a high pressure liquid is injected in the lungs of the patient using
an optical fibre and then successively extracted and analyzed. To analyze
BAL samples, we use FICTION, a technique which combines an immuno-
marker with fluorescence in-situ hybridization (FISH). The analysis of these
samples is time consuming and error-prone, as many hours in difficult con-
ditions have to be spent by the pathologist at the fluorescent microscope.
The main goal of the project associated with the present dissertation is
to automate this process. For this purpose, an automated platform for
light microscopy has been developed by integrating a fully automated epi-
fluorescent microscope with in-house developed software controlling every
stage of the acquisition and the analysis. The platform has been combined
with a 2D/3D analysis protocol to isolate candidate cells and, after recon-
structing their three-dimensional structure, suggest a diagnosis on a per
cell basis. All results at each step of the analysis can be verified for consis-
tency and correctness. The platform and the analysis have been validated
on various BAL samples sprinkled with cells from two established cancer
cell lines. The platform is believed to have the potential to be applied to
other biomedical applications.

v
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1
Lung Cancer

This chapter introduces some of the main concepts related to lung cancer
and gives the motivation behind this thesis. After some background, a
review of recent related works is presented, followed by the contributions
of the thesis and an outline of the work.

1.1 BACKGROUND

The term cancer indicates a wide range of diseases characterized by
the abnormal, malignant and uncontrolled proliferation of cells of different
tissues within an organism. The different cancer subtypes are named after
the organ first affected (primary tumor), although it may at a certain point
in its development migration can occur to other parts of the organism in a
process called metastasis.

All cancers are caused by the accumulation of genetic mutations in the
cells. As life expectancy increases, and the ability of the body to withstand
these mutations is reduced with age, the probability of a human being of
developing cancer during a lifetime is relatively high (43.89% for male and
37.35% for female [2]) in developed countries.

1



2 Chapter 1. Lung Cancer

1.1.1 LUNG CANCER EPIDEMIOLOGY

The CA journal by the American Cancer Society publishes a yearly
account of the estimated new cases (incidence) and deaths (mortality) per
cancer type in the US [2]. Although the most common cancer type for new
cases (incidence) is prostate cancer for men and breast cancer for women,
the first ranked cancer for mortality in the last decade has been lung cancer
in both men and women, with an alarming 86220 estimated deaths in 2011
for men and 71080 for women (see Table 1.1) This alone accounts for more
than the second, third and fourth ranked cancer types together (prostate,
colon and pancreas vs. breast, colon and pancreas for men and women
respectively). The 5-year lung cancer survival rate is around 10% in Europe
and 15% in the US [3].

The main reason behind the high mortality rates in lung cancer is that
by the time it is first diagnosed, it is often already at an advanced stage, at
which point few effective cures exist. There is therefore a strong interest in
the healthcare community to advance the moment of detection to its early
stages.

1.1.2 THE BIRTH OF A CANCER CELL

All cancers are genetic, in the sense that the malignant behaviour of
a cancer cell is encoded in its DNA. During the normal development of a
cell, it may be exposed to a variety of external factors which may cause a
mutation. The cell is designed to be able to endure these mutations and
correct them but if the number of mutations is too high, it is programmed
to die (apoptosis).

The mechanism of replication in a cell is nearly perfect, but due to the
enormous amount of cell divisions going on in the human body, the rare
event of a replication error does occur. For this reason, the cell is also
programmed to stop proliferating after it has undergone a certain number
of replications (senescence). This control is implemented by using the final
portions of the DNA strands, called telomeres: at each replication the
telomere is shortened so that after several replications, when the telomere
reaches a certain threshold length, a signal is generated which puts the
cell in senescence mode and blocks further cellular divisions. Cancer cells
must be able to avoid this control by lengthening the telomeres, through
activation of an enzyme called telomerase.
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4 Chapter 1. Lung Cancer

In order for a cell to start replicating, it has to be activated using growth
signals (GS) received through the membrane by specialized receptors. If no
signal is received, the cell maintains its quiescent state and does not prolif-
erate. Cancer cells, on the other hand, can generate their own GS through
different mechanisms, so that they are able to activate their replication
autonomously.

Growth signals in normal cells can be blocked externally: the cell re-
ceives a signal that forbids the cell to replicate. In order to continue repli-
cating and proliferate, cancer cells must be able to circumvent this external
control mechanism and become insensitive to anti-growth signals.

Each cell in the body needs primary chemical compounds such as oxygen
to survive and these are transported through the blood circulatory system.
As a consequence, the cells need to be within around 100 µm of an active
capillary. In order for a cancer cell to proliferate effectively, it needs to be
able to induce the creation of new capillaries and veins (angiogenesis).

In most primary solid tumors, there comes a moment when in order to
expand further, the tumor needs to invade other organs via a process called
metastasis. During metastasis, some cancer cells in the primary tumor
travel across the body using the lymphatic system and form new colonies in
distant parts of the body, where they form new secondary tumors. Cancer
cells must acquire this new ability in order to continue growing. When the
tumor is no longer localized and has already undergone metastasis, it is at
its most life-threatening stage.

For most cancer types, these six factors (avoiding apoptosis, achieving
immortality, producing growth factors, ignoring anti-growth signals, induc-
ing angiogenesis and acquiring invasive capabilities), as depicted in Figure
1.1, have been identified [1] as the necessary behavior an aberrant cell needs
to undertake in order to become malignant and invasive. However, the way
and the sequence in which these capabilities are acquired may vary consid-
erably from one cancer type to another.

1.1.3 FLUORESCENT BIOMARKERS

At a molecular level, cancer cells can be recognized by several tech-
niques. Here, two routinely used techniques are going to be described:
immunofluorescence and Fluorescent In-Situ Hybridization (FISH).
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Figure 1.1: The six hallmarks of Cancer. These six factors have

been identified [1] as the common aberrations for the

majority of cancer types.

Immunomarking uses antibodies to target specific antigens known to be
related to a certain disease. These antibodies are Y-shaped proteins (im-
munoglobulin) whose ends (epitopes) are able to recognize and lock onto
a particular particle, usually a protein. The antibodies are designed to
flag foreign particles to the immune system for destruction. In immuno-
histochemistry, the antibodies are targeted by an enzyme (e.g. peroxidase)
which provokes a change in color, highlighting the areas where the reaction
has taken place. In immunofluorescence, they are either bound to a fluores-
cent protein (direct labeling) or they are targeted by a secondary antibody
(indirect labeling) which is itself bound to a fluorescent protein. The ad-
vantage of indirect labeling is that multiple layers of secondary antibodies
can be used for a single primary antibody, thus delivering a higher number
of fluorophores per binding site and a stronger signal.
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Cancer cells either lack or express a cancer biomarker and therefore can
be detected by immunofluorescence. Although informative, it is not enough
to determine the tumoral origin of the cell, which depends on its genomic
integrity.

A regular cell contains two copies of each chromosome, each of which
contains a copy of a particular gene, encoded as a DNA sequence. Can-
cer cells have a mutated replication system and may contain more copies
(amplification) or less (deletion) of a particular gene. In a few cases, en-
tire sections of the chromosome may have been removed. FISH [4] is a
widely used technology for in-situ cytogenetics. By selectively staining var-
ious DNA sequences, it allows detection and quantification of numerical
and structural genetic aberration. A FISH probe is a sequence of single
stranded DNA which encodes the gene of interest and either carries a flu-
orescent protein (direct labeling) or contains a hapten to be recognized by
an fluorescent labelled antibody (indirect labeling). FISH is performed by
splitting DNA into the two composing strands (denaturation) and then hy-
bridizing it with the (denatured) probe DNA. As in the case of immunoflu-
orescence, secondary labeling allows to amplify the signal.

1.1.4 FICTION

Immunofluorescence alone may not have the sensitivity or specificity to
distinguish a cancer cell from a normal one. FISH, on the other hand, to be
performed successfully without missing signals due to defocusing or signal
overlap requires a high magnification objective and 3D sectioning capabil-
ities (see next chapter) to isolate each probe reliably. The combination
of the two techniques, however, offers the possiblity of performing a pre-
liminary two-dimensional scan of the sample for cells which show a strong
immuno-response; a confirmation of the neoplasic nature of the analyzed
cell can then be performed by FISH analysis. This combination was first
demonstrated in [5] and has been applied to a variety of different diagnostic
problems [6, 7].

Based on previous work in our group [8] regarding the molecular pro-
filing of resected lung cancer tumors, the samples are stained with a com-
bination of an immunofluorescent nuclear marker for hnRNP A1 [9] and a
commercial kit for lung cancer diagnostics, LAVysion by Abbot Molecu-
lar (IL, USA). As suggested in the previous paragraph, the analysis of the
sample involves a first screen of cells which show a strong presence of the
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A1 protein and a second revisit with a higher resolution objective to detect
the presence of a genetic aberration by FISH. The LAVysion kit contains
a centromere probe and three probes specifically designed for lung cancer
carcinoma detection.

1.2 PREVIOUS WORK

1.2.1 LUNG CANCER DIAGNOSTICS

Lung cancer diagnosis is still a very active area of research and different
complementary technologies are currently available or being studied. The
state-of-the-art method is computerized tomography: the patient is submit-
ted to a series of x-ray absorption measurements at different orientations
along the chest; these measurements are then used to estimate the x-ray
absorption rate for each volume unit within the chest’s interior. As each tis-
sue type has a specific absorption rate, the result is a visual reconstruction
of the internal structure of the patient’s chest. The lung parenchyma, for
example, has an absorption rate similar to that of air, while the surround-
ing tissue has a higher absorption rate and can be readily distinguished. If
there is an abnormal growth within the lung of down to a few millimeters in
diameter, this can be detected as a bright spot against a dark background.

This procedure is not without difficulties. The pathologist needs to
be trained in distinguishing a tumor from the normal tissue, an especially
difficult task in the case of small sparse tumors. Computer Aided Diagnosis
systems are being developed to improve the sensitivity and reliability of
visual CT scan inspection, although at the moment they are used as a
second reader.

The minimum detectable size of a tumor nodule is also a limiting factor:
too small tumors are difficult to detect and greatly depend on the resolu-
tion and quality of the CT. The latest CT scanners are able to achieve an
isotropic resolution of under 0.4 mm, according to claims by Siemens AG
(Erlangen, Germany) regarding their SOMATOM Sensation CT scanner.
As a higher resolution usually implies a higher dose of x-ray exposure, a
compromise has to be found between the ability to detect smaller struc-
tures (which implies a higher dose) and inflicting the minimum amount of
irradiation damage to the patient (which requires keeping the dose to a
minimum).
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Once a nodule has been detected, an important secondary test towards
a final diagnosis is the analysis of the suspicious tissue by histology. A
biopsy of the tissue is extracted from the nodule and submitted to analysis
(histology).

Another alternative is to use a radiological technique called Positron
Emission Tomography. The PET device indirectly detects radioactive de-
cay within the body. The radioactive element, the tracer, is injected into
the patient’s circulatory system, where it is expected to reach the target
after a certain time. A common tracer is Fludeoxyglucose (FDG), which
is expected to accumulate in tissues with high glucose intake and a high
metabolic rate, such as cancer tissue. PET and CT may be combined in
a single machine, which can correlate the structural information of the CT
with the metabolic information of the PET.

Sputum analysis, being non-invasive and relatively straightforward, has
also been considered as a test for early lung cancer detection, as a com-
plementary tool in screening protocols for high risk individuals. However,
it has been shown [10] that as is the case of simple chest radiography, no
evidence exists that it has the required sensitivity.

Recently, a novel technique has emerged called broncho-alveolar lavage
[11]. It involves injecting a high-pressure saline solution in the airways of
the patient, and then separating the cells from the liquid after extraction
(see Figure 1.2). The extracted solution contains secretions, cells, soluble
proteins, lipids and other chemical constituents from the epithelial surface
of the lower respiratory tract. In patients with lung cancer, the solution
may also contain a few cells exfoliated from the surface of the tumor, to-
gether with a large proportion of non-tumoral and non-epithelial cells [12].
The cells are then analyzed by either conventional cytology or fluorescence
microscopy. Due to the heterogenous nature of these samples, the auto-
mated analysis of BAL samples is more complex than the analysis of other
sample types (such as circulating cancer cell analysis for example).

1.2.2 BAL ANALYSIS

The conventional way to detect malignant cells in BAL samples is by
using Giemsa or Papanicolau staining. This method produces high rates of
false positive and false negative results, especially in preneoplasic or non
fully malignant lung tumors [12].
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Cells

Saline solution

Bronchoscope
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Figure 1.2: BAL. A liquid is injected at high pressure inside the pa-

tients lung and successively extracted. The saline solu-

tion after extraction contains a mixture of cells, soluble

proteins and and other material. The material is sepa-

rated from the liquid using a centrifuge and successively

analyzed.

FICTION, on the other hand, promises a higher sensitivity than con-
ventional FISH. Manually searching for rare (less than 5%) tumor cells
in macrophage and debris plagued FICTION samples is time consuming
and prone to intra- and inter-observer variability, as the pathologist has
to spend many hours at the microscope in low ergonomic conditions. An
automated screening system would help the pathologist to quickly identify
aberrant cells while reliably discarding uninteresting objects. While the fi-
nal diagnostic remains in his or her hands, such an automated method can
greatly reduce the time needed for the analysis and increase the operations
throughput. Such a task is the object of the current thesis.

1.2.3 EXISTING AUTOMATED MICROSCOPY SYSTEMS

Since the ’70s, there has been a great interest in applying the computa-
tional power of a PC to the images acquired by a microscope [13–16]. Re-
search has continued to improve such systems until recent years [?, 17–20].

The interest for automated microscopy systems has also been consid-
erable in the industry. The initial limited systems such as Magiscan by
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Joyce-Loeb (USA) have been applied clinically already in the late ’70s [17]
for chromosome analysis of metaphase cells. The progress in image anal-
ysis algorithms and faster controllers for the microscope have improved
these early systems, giving rise to sophisticated instruments such as Isis by
Metasystems (Althusheim, Germany) for the analysis of samples stained
with FISH or Ariol by Genetix (San Jose, CA, USA), a generic 2D au-
tomated microscopy platform. High-throuput platforms for cell screening
have also been developed for general purpose cellular screens, such as the
ArrayScan by Cellomics (Pittsburgh, PA, USA) or InCell Analyzer by GE
Hellthcare (Little Chalfont, Buckinghamshire, United Kingdom). Molecu-
lar Devices Metamorph (Sunnyvale, CA, USA) is a software solution that
can be coupled to a variety of automated microscope components and is
able to perform relatively complex tasks through the use of journals (a
visual scripting language), but it lacks the ability of integrating custom im-
age analysis algorithms. The necessity of using custom algorithms likewise
excluded the majority of the other commercial solutions.

In academia, a number of automated prototypes have been developed.
Netten et al. [21] developed an automated microscopy system for counting
FISH centromere probes in blood samples. Their results show good per-
formance, that for 89% of the nuclei the automatic FISH count is correct.
The remaining 11% is attributed to overlapping dots, clustered dots, missed
dots, false dots, out-of-focus dots and debris.

Ortiz-de-Solórzano et al. also developed a system for the automatic
quantification of immunofluorescence images [22], which was then also ap-
plied to the analysis of FISH images [23]. Using a systematic error correc-
tion technique, the authors were able to detect 5% monosomic populations
with a significance of α = 0.1.

Kozubek et al. first developed a high-resolution image cytometer (HRCM)
using Nipkow disks and custom acquisition software, designed for fixed cells
acquisition and analysis. In a later work, the authors included the time di-
mension, allowing live cell confocal imaging with sophisticated acquisition
and analysis protocols [20].

Automated systems have been used successfully in clinical applications
other than lung cancer detection. In particular, Minimal Residual Desease
(MRD) detection in leukemia has received special attention both on the
commercial and on the custom-built side of automated systems [24].
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An often cited platform is the Rare Event Imaging System (REIS) de-
veloped by Kraeft et a. [25]. During the first study using the REIS, 355
samples of bone marrow and peripherial blood were double-stained against
cytokeratin and the epithelial cell adhesion molecule. The platform was
able to find the rare positive cancer cells (1 to 1020 in 106 mononuclear
cells) in a completely automated fashion. The second generation of REIS
was used to detect tumor cells in spiked samples [26]. 20 of 30 blood samples
from healthy donors were spiked with mixtures of breast and lung cancer
cell lines. The samples were manually counted by three independent ob-
servers and by the automated system. Their results show that in 18 of the
20 cases the automated cell count agreed with the highest manual count.
In the two remaining cases the authors hypothesize a human error (double
counting or missed cell).

The automation of combined phenotypic and genotypic analysis such as
FICTION has been approached in the literature using consecutive staining.
The process involves two phases: in the first phase the samples are stained
with the immunomarker and analyzed while recording the stage coordinates
of the positive cells; in the second phase the coverslip is removed by immer-
sion in a saline solution and FISH staining is performed before relocating
the positive cells using the coordinates stored previously. Alpár et al. [27]
used this technique for MRD detection by combining immunostaining of
CD10 with two translocation probes for ETV6/RUNX1 achieving a sensi-
tivity of 98.57% and a specificity of 99.97%. The study was performed using
MetaFer by Metasystems (Althusheim, Germany) with the MetaCyte mod-
ule. Bielorai et al. applied a similar technique in MRD using a BioView
Duet (Rehovot, Israel) for the follow-up of a Philadephia-positive acute
lymphoblastic leukemia (pALL) patient. First, a morphological analysis
(brightfield) isolated possible candidates, then the samples were washed
and restained with FISH to verify the presence of a (m)-BCR/ABL fusion.
Their findings indicated that the automated analysis was in accordance
with the observed development of the patient: the entire population of
cells with the minor fusion were mature lymphocytes, which supported the
observation that the patient was in remission with a low risk of relapse [28].

An interesting alternative, requiring specialized hardware, was devel-
oped by Curry et al. [29]: by using a fiber-optic bundle coupled to laser
excitation and a scanning mirror galvanometer their system performs a very
fast low resolution pre-scanning of the entire sample (upto 25cm2) while
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recording the position of high intensity peaks. The positions of these peaks
are then revisited with a higher resolution automated microscope.

Each system was designed to answer a specific question and apart from
the notable exception of the HRCM, are generally closed to extensions. No
system developed in the past decades covers all requirements (see Chapter
3), so the decision was taken to develop an automated platform, taylored
to the automated analysis of BAL samples stained with FICTION.

1.3 CONTRIBUTIONS

The goals of the project associated with this thesis (ref. TEC2005-04732
of the Spanish Ministry of Innovation) is twofold. To develop an automated
microscopy platform for the analysis of cytological samples and to apply
this platform to the automated analysis of samples from broncho-alveolar
lavages stained with FICTION.

The main contributions of this thesis have been the following:

An automated platform has been developed, combining acquisition,
analysis and storage of microscopy images. The platform is able to perform
complex imaging protocols, which may include an analysis based feedback
loop to guide the acquisition.

Autofocusing is a critical part of any automated acquisition system. A
novel autofocusing algorithm has been introduced, which by using a low
discrepancy point set is able to significantly improve the optimal focus
estimation.

A classifier has been developed for the classification of stained cells
in the presence of strong autofluorescent material. The algorithm allows
distinguishing positively stained nuclei from autofluorescent ones.

A classifier has been developed for the classification of nuclei, clusters
and garbage from 2D fluorescent images. It is able to separate the different
classes with a high accuracy.

A model has been proposed for the absolute location of an object after
a change of objective. Due to imperfect alignment between the camera and
the objectives, the center of magnification does not coincide with the center
of the CCD.
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A 3D multispectral analysis protocol has been developed for the analysis
of FISH signals in broncho-alveolar lavages (BAL) stained with FICTION.

A novel multispectral signal separation algorithm has been developed
for the compensation of channel cross-talk of fluorescence images. This is
a critical component for the correct assignment of each FISH signal to the
corresponding probe.

A 2D/3D automated protocol has beed developed for the detection of
cancer cells in BAL samples stained with FICTION.

1.4 THESIS OUTLINE

After the introductory part in Chapter 2, where the fundamentals of flu-
orescence and fluorescence microscopy will be outlined, the remaining parts
of the thesis have been structured according to the different components of
the associated project.

Chapter 3 introduces the automated platform, with a description of the
requirements and the software development process.

Chapter 4 describes a novel autofocus system, a critical part of any
automated microscope controller.

Chapter 5 describes the image analysis protocol used to screen candidate
cancer cells, while Chapter 6 describes the 3D image analysis protocol for
the analysis of candidate cells stained with FICTION.

Chapter 7 describes the system validation, while the last chapter draws
the conclusions.

An appendix is also included to describe some additional work related
to Fluorescence Mediated Tomography, a technology that allows to detect
fluorescence emission foci in three dimensions within the body of a small
rodent.
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2
Introduction to digital fluorescence

microscopy

This chapter introduces some basic concepts in digital fluorescence mi-
croscopy. It is divided into three sections: the first introduces the optical
microscope and its components; the second describes the phenomenon of
fluorescence and fluorescence microscopy; the third describes the technol-
ogy for image acquisition.

2.1 IMAGE FORMATION AND THE WIDEFIELD MICROSCOPE

Light is an electromagnetic radiation with a wavelength in the visible
part of the spectrum, roughly in the range of 400 to 700 nanometers. It
can both be modelled as a wave and as a set of particles (photons), like all
electromagnetic radiation. The process of forming an image on a screen (of
any kind) is better explained initially by reasoning in terms of light rays,
i.e., the path of photons. The most basic imaging setup is a pinhole and
a screen. A pinhole is a small hole (of the order of the light wavelength)
in a non transparent surface placed between the scene and the screen onto
which the scene is to be imaged. This basic setup projects each point on

15
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the scene to a point on the screen, forming an inverted image of the scene
on the screen.

In this setup only one ray of light per point on the scene passes through
the pinhole. If we expand the size of the pinhole, many points in the scene
are mapped onto the screen and the resulting image is brighter but fuzzier.
To form a bright but sharp image many rays from a single point on the
scene need to be concentrated to a single point on the image. This is done
by means of a lens, which uses refraction to converge or diverge the light
passing through it. A refracted light wave is a light wave which, passing
from a medium to another one, changes its velocity component normal to
the surface. This causes the ray to appear deflected. Each transparent
medium refracts light at a different angle according to its refractive index,
which is proportional to the velocity of light passing through it. At the
interface between two media, the relationship between the angle with re-
spect to the normal to the interface for the incoming (incident) light and
the outgoing light can be modeled by Snell’s Law.

If we substitute the pinhole with a convex lens, the lens collects all the
light within the cone formed by any point and the lens onto a single point
on the screen. The net result is that the image on the screen is brighter
and sharp.

Due to the finite size of the lens, a point in the scene does not appear
as a single point on the screen, but rather like a small disk. If we mea-
sure the intensity distribution of the image of a single point source, that
distribution is called the point spread function (PSF). The width of the
PSF is measured between the points where the intensity drops to half the
maximum (FWHM) and it is important because it influences the ability to
visually distinguish two nearby points in the scene (resolution). The axial
size of the PSF, on the other hand, influences the depth of the plane on
the scene which can simultaneously appear in focus (depth of field). An
example of a PSF is shown in Figure 2.1.

The resolution is directly related to the perceived sharpness of the im-
age, so that a high resolving power lens delivers sharp images. Lord Raleigh
formulated this criterion mathematically and gave a formula for quantifying
the angular resolution of a (diffraction-dominated) lens

sin θ = 1.221
λ

D
,



Image formation and the widefield microscope 17

(a) (b)

Figure 2.1: Point Spread Function (PSF) example. The picture

shows the typical shape of the PSF of a widefield mi-

croscope. The image intensity is shown in logarithmic

scale to better highlight the otherwise dark rings around

the peak at the center. The PSF was calculated us-

ing the SVI Huygens Scripting deconvolution software

(Amsterdam, The Netherlands).

where θ is the angular resolution, λ is the wavelength of the incident light
and D is the diameter of the lens or the aperture of the lens if a diaphragm
is used to block the outer rim of the lens. The number 1.221 was calculated
empirically by examining the interference pattern of light passing through
a lens. The angular resolution can be converted to a spatial resolution if we
also take into account the distance of the lens h to the object ∆x = h sin θ.
As modeled by the formula, resolution improves with shorter wavelengths
and wider apertures.

An optical microscope is used to observe objects of a few microns in
size. Its main components from the object to the observer are the source
of light, the objective and the sensor.
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2.1.1 THE MICROSCOPE OBJECTIVE

The objective is the most important component of the microscope. The
objective resolves the microscopic details present in the sample. It is the
evolution of the simple lens and it is designed to overcome both intrinsic
limitations of the optics (e.g., chromatic aberrations) and minimize the
fabrication artifacts (e.g., coma).

A typical objective is characterized by a series of numbers and codes
which define its optical characteristics, as shown in Figure 2.2. The magni-
fication indicates how much objects are enlarged after passing through the
objective. The numerical aperture indicates the arc of light rays which can
be captured by the objective for an object at its focal point. The latter is
defined as NA= n sin θ, where n is the refractive index of the medium, θ
is the half-aperture angle (see Figure 2.2).

2.1.1.1 Geometrical aberrations

Aberrations can be either geometrical, when the aberration is a per-
ceived distortion of the image, or chromatic, when the distortions depend
on the wavelength.

2.1.1.1.1 Field curvature

The image of a plane as seen through a simple lens is not a plane: it is
distorted to a curved surface which follows the curvature of the lens. If the
center of the plane appears at higher magnification, the distortion is called
barrel distortion, while its opposite is called a pincushion distortion.

This aberration can be compensated (flatfield correction) by using a
combination of lenses, carefully chosen to correct the curvature. Objectives
which compensate for this effect are called planar objectives.

2.1.1.1.2 Spherical aberration

Due to the inevitable presence of un-evenness on the surface of the
lenses, the rays coming from a single point in the scene do not concentrate
onto a single spot, resulting in a slightly blurred image.
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This effect can be compensated by improving the quality of the surface
of the lenses and by using adaptive optics components. The latter can also
compensate for mismatches in the refractive indexes in the sample. An
example of this kind of components are electronically-controlled deformable
mirrors [30].

2.1.1.1.3 Comatic aberration

If the lenses are not perfectly aligned, the outer regions of the lens
gradually focus away from the optical axis, imaging a point into a conical
shape not unlike a comet, hence the name.

This aberration can be avoided by ensuring the lenses are correctly
aligned.

2.1.1.2 Chromatic aberrations

Light waves refract at different angles according to their wavelength,
so rays originating from the same point but with different wavelengths are
imaged through a lens at different points along the optical axis.

To compensate for this effect, a specific sequence of convex and concave
lenses can be used [31]. These lens complexes are designed to achieve exact
focusing for two or three wavelengths and small defocusing for wavelengths
in-between. Objectives corrected for two or three wavelengths are called
Achromat and Apochromat objectives, respectively.

2.2 FLUORESCENCE

Fluorescence is a phenomenon found in nature from deep-sea fish to
minerals. Fluorescent molecules have the property of absorbing light of a
certain wavelength range and emitting it slightly shifted towards the red
end of the spectrum. The absorption profile is called excitation spectrum,
while the spectrum of the emitted light is called emission spectrum. The
difference between the peak of the excitation spectrum and the peak at the
emission spectrum is called the Stokes shift.
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2.2.1 THE STOKES SHIFT

When a photon within the excitation spectrum hits the fluorophore,
the energy is absorbed and one of its electrons goes into an excited state.
In less than a picosecond, the fluorophore undergoes internal energy con-
version and the electron configuration relaxes to a slightly lower energy
state. During this first relaxation no photon is emitted (nonradiative con-
version). After a period of time ranging between a few picoseconds and
a few nanoseconds, it returns to the ground state. When returning to the
ground state, the energy jump is lower than the original excitation energy,
so the photon emitted as a result has a lower energy than the exciting pho-
ton. Having a lower energy, the emitted photon has a longer wavelength,
according to Planck’s equation (see Figure 2.3).

There is a third energy state, called the triplet state or forbidden state:
from this state the probability to go back to the ground state is low and
during this phase no fluorescence can be emitted. If an electron in the
triplet state returns to the ground state, the emission wavelength will be
even longer and the phenomenon is called phosphorescence.

2.2.2 THE FLUORESCENCE MICROSCOPE

The Stokes shift can be exploited by using a special optical component
called dichroic mirror (see Figure 2.4). The dichroic mirror behaves differ-
ently depending on the wavelength of the incident light. Typically, it will
reflect light upto a certain wavelength and transmit all longer wavelengths,
but a more complex behavior is also possible. An epi-fluorescence micro-
scope adopts the following light path: light from a lamp with a broad wave-
length range passes through an excitation filter in order to excite the fluo-
rophores; the light gets reflected down towards the sample by the dichroic
mirror; the sample undergoes fluorescence and emits light at a longer wave-
length, which then passes back through the objective, hitting the dichroic.
At this point, as the emitted fluorescent light has a longer wavelength, it
can be separated from the excitation light by choosing a suitable dichroic
mirror, i.e., with a transmission wavelength between the excitation and the
emission spectral peaks. The light transmitted from the dichroic is then
cleaned by an emission filter, which selects the emission light corresponding
to the fluorochrome under study. In a widefield fluorescence microscope,
the combination of excitation filter, dichroic mirror and emission filter is
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often arranged in a filter cube. Each filter cube is tailored to a particular
fluorochrome. In some cases, it may have multiple bands, to excite and
record multiple fluorochromes at once.

A typical fully automated microscope is shown in Figure 2.5. All the
different components are built around the metal enclosure, which hides the
main optical path.

Light sources

Depending on the application and the microscopy technique, different
kinds of light sources can be employed. The most basic setup can use
natural light reflected through the sample by a mirror.

Artificial light can come in the form of incandescent light (tungsten,
halogen), light from an arc lamp, or from a laser.

Each light source has its own characteristics in term of emitted power,
spectrum and coherence. The spectrum is particularly important in fluo-
rescence microscopy, as it determines what fluorophores can be excited effi-
ciently. Choosing an inappropriate light source can result in a sub-optimal
excitation of the fluorophore and result in dark images.

Mercury arc lamps are a common choice because of their broad spec-
trum, which covers most of the visible light and near ultraviolet. As shown
in Figure 2.6, the emitted power is not uniform across the spectrum, so
choosing a fluorophore which is excited at a frequency between these peaks
would result in dark images. Tools such as the Optic project at the Centre
for Biomedical Image Analysis1 can help researchers choose or check the
correct illumination for a particular setup.

2.2.3 FLUOROCHROMES AND STAINING TECHNIQUES

The ability to stain particular cellular and sub-cellular structures can
greatly profit from the use of fluorescence, for two reasons. On one side,
fluorescence microscopy offers a higher contrast with respect to brightfield,
by selectively highlighting the objects of interest upon a dark background.
On the other hand, the dimension of color adds a whole new layer of pos-
sibilities in combining multiple stains in a single sample.

1http://cbia.fi.muni.cz/optic/
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The first use of fluorescence in biology was with fixed cells, using ar-
tificial fluorescent dyes which would stain specific structures such as DNA
(DAPI). The revolution began with the existence of fluorescent proteins
naturally expressed in live animals.

2.2.3.1 Bioluminescence

Bioluminescence is the process by which an living organism sponta-
neously emits light. It is related to the discovery of fluorescence proteins.
The first fluorescent protein was isolated by Osamu Shimomura in 1954
from a hydromedusa: it was the green fluorescent protein (GFP.) The sub-
stance responsible for the bioluminescence in hydromedusae was named
Aequorin. The blue light emitting from Aequorin was found to be exciting
the GFP [32].

The same phenomenon has been observed and studied since then in
many other species and fungi. A recent article reviews bioluminescence in
the marine world, along with detailed chemical and molecular information
[33].

2.2.3.2 Fluorescent proteins

GFP was first characterized in 1979 by Shimomura [32] and it was later
cloned and expressed by Prasher [34], leading to the discovery of a vast new
range of biological fluorescent proteins.

New colors were found, starting by an observation in 1994 [35] which
brought to the creation of a blue emitting fluorescent protein. Yellow and
red were added at a later time, pioneering the broad selection of organic
fluorescent dyes which can be found nowadays. A recent issue (Issue 10,
2009) of the Chemical Society Reviews (Royal Society of Chemistry, Lon-
don, UK) was dedicated to the winning of the 2008 Nobel prize by O. Shi-
momura, M. Chalfie and R. Y. Tsien for their discoveries related to the
green fluorescent protein. The review by R. Day in that issue covers all the
spectrum of the different organic fluorochromes and outlines the history of
the discovery [36].
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2.3 IMAGE ACQUISITION

Modern microscopes have at least one or two ports where a camera can
be fitted. The first microscopes used cameras with photochemical films, but
nowadays the vast majority of cameras fitted to a microscope are digital.

In addition to the camera, the microscope can be equipped with other
electronics devices to allow the microscope to be controlled by a computer
and thus automate its operation.

This section will overview some basic concepts behind image acquisition,
such as image digitalization and will serve as an introduction to a few
components useful for the automation of the microscope.

2.3.1 IMAGE DIGITALIZATION

The process of recording the intensity of an image and assigning a dis-
crete value at a set of discrete points is called digitalization. We can split
the process into two steps: sampling and quantization. The first step de-
cides which points in space are representative for the image to be faithfully
reconstructed; quantization, on the other hand, indicates what number to
assign to the intensity recorded at a particular point.

Points are usually sampled on a uniform grid, but not necessarily [37].
According to Nyquist’s sampling theorem [38], the density of the points on
the sampling grid (i.e., the spatial sampling frequency) needs to be at least
double the highest spatial frequency we are interested in measuring in the
(imaged) sample.

The intensity levels are discretized or quantized according to both the
amount of variability expected in the signal and the precision of the sensor.

Sensors can be either 0-dimensional, 1-dimensional or 2-dimensional.
Higher dimensional sensors exist (e.g., color cameras), but for the purpose
of this description do not differ substantially from 2D sensors. The most
common 0-dimensional detector is the photo-multiplier tube. This device
amplifies the signal from a photon-electron conversion by using a cascade
of electron multipliers. These sensors are characterized by a high speed but
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a relatively low quantum efficiency (QE)2, with a peak around 30% [39].
On the other hand, their sensitivity allows a dynamic range in the order of
a thousand steps.

1-dimensional or line scanners are not very commonly used but are
composed of a series of sensors to be used in parallel. A setup where
an image is built using 1-dimensional detectors is time-delay integration
(TDI). In TDI the stage and the sensor are synchronized: the image is
built progressively by moving the stage at constant speed and building the
image one line at a time.

2-dimensional detectors are the most common for both live and fixed
cells. They consist of an array of photo-sensitive semiconducting sensors.
Two technologies are most commonly used: charge-coupled devices (CCD)
and complementary metal-oxide semiconductors (CMOS). CMOS are more
recent and as the technology progresses, they promise lower costs, higher
sensitivity and integrated processing capabilities. At the moment, however,
high-end CCDs (e.g., Electron-Multiplying CCDs) are still the technology
of choice for the highest quantum efficiency. Back-illuminated CCDs, in
which light reaches the sensor on the backside, reach a QE of over 90%.

The wavelength of the detected photons carries useful additional infor-
mation about the original emission. It can be recorded using color cameras
or spectral detectors. Color cameras can either have a single sensor array
where each sensor is sensitive to a specific color band (red, green or blue)
and arranged in a particular pattern, or it can have two beam splitters
and three sensor arrays, one for each color band. A recent color sensor uses
three overlapping CCDs to record the three RGB bands, exploiting the fact
that longer wavelength waves reach deeper into the sensor [40]. Spectral
detectors on the other hand try to identify the light’s wavelength by either
using one or more monochromatic filters coupled to a sensor or by using
Fourier spectroscopy (FTS). To the first kind, belong the META systems by
Zeiss (Wetzlar, Germany), which couple a diffractive element and an array
of photo-multipliers, and the Nuance camera by CRi (Woburn, MA, USA),
which has a tunable liquid crystal filter (TLCF) in front of a cooled-CCD
camera. To perform FTS, the emission beam is split and made to interfere
with a variably-retarded version of itself: the interference is measured for a
range of delays and Fourier-transformed to recover the emission spectrum.

2The quantum efficiency measures the probability of the sensor generating an electron
when hit by a photon.
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FTS is most often applied to infrared (FT-IR) or near-infrared (FT-NIR)
light, to measure vibrational modes in molecules [41].

2.3.2 AUTOMATION

Image acquisition often requires to record images at different positions
along the three Cartesian axes, at different time-points and at different
wavelengths. All these different acquisitions need to be automated to be
reliable and a variety of electronically controlled devices have been devel-
oped during the past decades for this purpose.

2.3.2.1 Hardware

The latest microscopes can be prepared for control through serial ports
or analogous interfaces and may also be fitted with automated external
stages and controllers. Live-cell imaging systems even control the micro-
environment of the cell during the imaging process.

The overall level of automation can be as low as simply controlling the
camera exposure time and image acquisition, upto full control over shutters,
light sources, objectives, filters, motorized stages and slide loaders.

If all devices are properly automated, complex multi-spectral time-lapse
analysis can be carried out in a completely autonomous way. Microscopes
are often coupled to a workstation which is in charge of the synchroniza-
tion and coordination of the microscope devices during the acquisition.
It controls the optical path, the imaging conditions and even the sample
micro-environment as needed by the experiment.

2.3.2.2 Software

Each microscope vendor ships its instruments with its own software
which is tightly integrated for the specific hardware components, allowing
acquisitions of a variable degree of complexity. The majority of software
vendors employ proprietary file formats to correctly record every aspect
of the acquisition, but which are generally incompatible or only partially
compatible with other image analysis software.

A joint effort from academia and the industry has brought to the intro-
duction of a file format specification which allows all the desired information
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to be written in a single file or in a linked collection of files. This file for-
mat, OME-XML and OME-TIFF, hopes to be what DICOM has been for
the medical imaging community, a unified file format for imaging experi-
ments [42]. Gradually, industry partners are adopting the file format but
the day where all the file formats will be unified is still far.

Apart from the acquisition, a quantitative imaging experiment requires
processing and analysis of the images, which often is not possible or is
limited if using the software which comes with the microscope. Intermediate
solutions such as Metamorph (Molecular Devices, Sunnyvale, CA) allow a
certain degree of automation, but still do not allow custom algorithms to
be written and integrated. Software like Fiji/ImageJ (National Institute of
Health, Bethesda, MD, USA) and µManager (University of California in
San Francisco, CA, USA) [43] together with the work in this thesis are a
step forward in the process of integrating all the different steps.

2.4 SUMMARY

In this chapter some basic concepts have been introduced, related to
fluorescence and the fluorescent microscope. For a more detailed explana-
tion of these concepts in fluorescence microscopy we refer the reader to [31],
while for more information on the digital image acquisition and image pro-
cessing, some information will be provided in the coming chapters, but for
more details the reader can refer to [44].
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Figure 2.2: The microscope objective. Each number indicates a dif-

ferent characteristic. The magnification is followed by

an x, the numerical aperture is usually found imme-

diately to the right. Most objectives have some kind

of flatfield correction, which is indicated by the word

Plan. If present, the chromatic correction can be ei-

ther Achromat or Apochromat, depending on the type

of correction applied. Other names may indicate a dif-

ferent application for that objective, such as phase con-

trast or water immersion. All the optics in the objective

are calibrated for a specific coverslip thickness, which

is also indicated on the objective. The infinite symbol

indicates an infinity corrected objective. Rays exiting

infinity corrected objectives are parallel, thus allowing

placing additional optical components before the final

image formation.
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Figure 2.3: Jablonski diagram. Shows the three main energy states

of a fluorescent molecule: the ground state (G), the ex-

cited state (E) and the triplet state (T). Upon excita-

tion with, for example, green light, the molecule enters

the excited state. In the excited state, it undergoes re-

laxation and looses some energy in reconfiguration. Af-

ter a certain time, the molecule returns to the ground

state simultaneously releasing its energy in the form

of a photon. The photon now has a lower energy and

therefore has a longer wavelength. With a lower proba-

bility, the molecule can also perform interstate crossing

to the triplet state, from where the transitions to the

ground state occur with much lower probability.
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Figure 2.4: The light coming from the light source is filtered

through an excitation filter, to select the band of wave-

lengths to be used to excite the fluorophore. The light is

reflected onto the sample and excites the fluorophores,

causing a fluorescent emission. This emission reflects

up through the objective and hits the dichroic. As it

has a lower energy, it passes through the mirror and is

further filtered by an emission filter, before hitting the

detector.
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Figure 2.5: Fully automated microscope. The instrument is a fully

automated microscope by Zeiss, fitted with an auto-

mated stage and a slide loader. The user can view the

specimen through the eyepieces (two for stereoscopic

vision) or through the cameras coupled to the worksta-

tion (not shown). Most of the operations performed by

the microscopist can be automated. For example, the

movement of the motorized stage is controlled via the

joystick for manual operation, or through a serial port

on the stage controller connected to the workstation.
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Figure 2.6: Mercury arc lamp emission spectrum. The emission

power data comes from the Zeiss mercury lamp speci-

fications for the HBO 100 lamp.
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3
Automated platform

In a quantitative biology experiment, the integration of automated image
acquisition and analysis promises a higher level of sophistication and a
whole new range of possible experiments [45].

Automated light microscopy is not a new technique. Since the ’70,
personal computers have been used to control microscope components to
different degrees [46]. Cameras with high resolution and signal-to-noise
ratio, along with microscope stages with high accuracy, high throughput
filters and better integration, enable us to develop highly integrated and
sensitive instruments. At the same time, better paradigms and improved
algorithms for image processing an analysis are able to extract more reliable
quantitative data.

Despite these advances, there has still been a lag in their general adop-
tion by scientists. This handicap can be attributed, among other reasons,
to the lack of integration between the hardware devices and the software
components [47,48].

33
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Our motivation to develop a custom automated platform for microscopy
is that, to our knowledge, there was no extensible and open automated
platform at the time the project started which fulfilled our requirements.

This chapter will first describe the requirements for the automated plat-
form and then its design and implementation.

3.1 REQUIREMENTS

To clarify the purpose of the software and to provide a reference for
the following phases of development, we defined the requirements (see also
Figure 3.1.

• Cell segmentation
• Cluster segmentation
• FISH signal segmentation
• Object quantification

• Hierarchycal information 
structure

• Relational storage server
• Fault tolerance

• Shading corr. 
• Chromatic shift corr.
• Deconvolution

• 2D, multichannel
• 3D, multichannel
• Autofocus
• Slide-scan

Acquisition Pre-
processing

AnalysisStorage

Figure 3.1: The requirements for the automated platform. The re-

quirements can roughly be divided into the four parts

acquisition, pre-processing, analysis and storage. A few

examples are given for each category.

ACQUISITION

3D multi-spectral ac-
quisitions

Acquisition of images in multiple
planes (3D) and multiple channels.
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Full-slide scan Acquisition of an entire slide. Mo-
saic building.

ROI scan Scan of only a sub-region of the
slide.

Load/unload slides us-
ing slide-loader

The slide loader automates the anal-
ysis of multiple slides.

Autofocus while scan-
ning

The focus plane may vary according
to the position of the stage during
acquisition.

Autoexposure To be able to use the entire dynamic
range of the sensor, a correct expo-
sure time must be calculated.

Color acquisition Brightfield imaging usually involves
taking color images.

Flatfield correction The illumination across the field of
view is often not uniform, so the
same object may appear with dif-
ferent intensities in different parts of
the field.

White balance Exposure times for the Red, Green
and Blue components of a color im-
age must be adjusted in order to
keep the white areas of the sample
as white.

STORAGE

Remote access The images must be accessible co-
operatively from different machines.

ANALYSIS

Online analysis It must be possible to analyze the
images while the system is still scan-
ning.

Legacy support The image processing algorithms
developed previously had to be com-
patible with the new platform.
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OTHER FUNCTIONAL REQUIREMENTS

Multi-step analysis It should be possible to create an
imaging experiment where the re-
sults of the analysis on acquired im-
ages guide the acquisition of the fol-
lowing.

Deconvolution 3D computational sectioning re-
quires the integration of deconvolu-
tion routines

NON-FUNCTIONAL REQUIREMENTS

Speed Includes keeping exposure times to
a minimum and the optimal use of
resources.

Concurrency Enable pipeline-like operation.
Reusability The platform has to be kept flexible

enough without needing major re-
engineering.

Given the requirements, we reviewed the available systems, both com-
mercial and in the literature. An interesting review of existing techniques
for automated analysis of FISH and Immunohistochemistry can be found
in the review by Z. Theodosiu et al. [49] and in Section 1.2.3.

3.1.1 SOFTWARE DEVELOPMENT PROCESS

Software engineering is a discipline where the design of the process is
as important as the final product. In contrast, in a typical manufacturing
process, the final product can be tested against the specification in a labo-
ratory. In software engineering, instead, this is often not the case and the
testing and maintenance is as important as the piece of code itself.

Software is abstract by nature. It cannot be easily visualized because
it represents actions rather than objects and therefore needs a mean upon
which to act in order to be measurable. Its abstract representation in
machine language can be seen, stored, shared and this is what we refer to
as the code.
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A piece of software functioning correctly needs to be designed in ac-
cordance to the initial requirements. As the requirements are not always
clear from the beginning and modifications often need to be made at a later
stage in the development, the architecture must be flexible enough to allow
changes to be made and robust enough to resist to exceptional circum-
stances. Developing robust software requires testing and validation. Test-
ing ensures that each part works according to specification, while validation
is ensuring that the final system works according to the requirements.

From the beginning of software production, many different collabora-
tive models have been put into practice, each with its own strengths and
weaknesses [50].

There is no single optimal solution to a given problem. An interest-
ing discussion on the reasons behind this can be found in the famous
article on the challenges of software engineering methodology written by
F. Brooks [51].

Waterfall models enforce a strict forward progression from requirements
to deployment [50]. Each step is undertaken only if the previous one has
terminated. Born in the Seventies, it followed current practices in other
industries. The steps it identifies are a useful classification, but it comes
short of providing a realistic model: often, in the intermediate stages of
the development, design faults are discovered and the design needs to take
one or more step back. A better model is the iterative waterfall model:
development is allowed to move both forward and backward along the chain.
Waterfall models, however, work only when the problem has been mostly
solved before, requirements are clear and the level of uncertainty in the
domain model is low.

Agile methods and extreme programming (XP) [52] address the need
of avoiding too much burden in documentation at too early stages of the
development. This approach tries to produce the maximum amount of
code in the minimum amount of time. In order to avoid errors in this fast-
developing process, measures are taken right from the beginning, like pair
programming and continuous testing. Pair programming stems from the
observation that code written in couples is much less prone to errors than
code written by a single programmer, so the overall efficiency is improved.
Continuous testing involves the use of automated testing infrastructure,
which tests the code against pre-written tests each time any change is
made to the code base. Other principles introduced by agile methods are:
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searching for the simplest effective solution, having continuous feedback
from customers and frequent refactoring. The global view on the project at
hand is maintained using a shared abstraction (metaphor) of the domain,
a model.

The Unified Process [53] proposed by the Object Management Group
(OMG), the group behind the development of the Unified Modeling Lan-
guage (UML), revisits the software development process as it was imple-
mented in the industry at the time and finds new names for some of its
phases: Inception covers the birth of the idea up-to the development of some
use cases; Elaboration specifies the software architecture from the use cases;
Construction implements the software architecture and actual software pro-
duction begins; finally, Transition covers the final testing, validation and
deployment of the software. This process model basically reorganizes the
different phases of the traditional waterfall model grouping them in five
sections.

All these software models tackle different aspects of the problem of
software engineering but no ideal method exists.

Due to the small number of programmers involved in this project, it
has been developed using a variation on agile methods. The difference with
respect to extreme programming (the most popular agile method) is the
absence of ubiquitous pair programming, and an initial effort in specifying
the software architecture. Pair programming was adopted only in a few
cases, especially during debugging.

After the initial design of the architecture, the definition of the modules
followed along with their implementation. Important decisions at the early
stages involved the interface and interaction of the different modules.

The documentation for the Application Programming Interface (API)1

was embedded in the code and written during the development.

Wherever possible, existing open source or freely available tools and
libraries have been used. This ensured minimum development time and
better reliability: open source projects are maintained by large communities
which can quickly react to bugs or defects in the software.

1The API is an interface between different software components, which exposes the
services of a piece of software, such as a library, to another, such as an application.
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Filter set name Ex. band Dichroic Em. Band
BLUE Zeiss Filterset 49 HE 365/50 395 445/50
AQUA Chroma 31044v2 436/20 455 480/40
EGFP Zeiss Filterset 09 450-490 510 > 515
GOLD Chroma 41041 546/11 555 575/30
RHOD Chroma 41035 546/11 555 605/75

Table 3.2: The different filter cubes used for this project in the au-

tomated microscope. The five sets of filters cover the

five different excitation/emission bands needed for the

immunomarker and the four FISH probes.

3.2 MATERIAL AND METHODS

3.2.1 INSTRUMENTATION

The microscope was an AxioPlan2 ie manufactured by Zeiss (Wetzlar,
Germany), fully automated. The automated stage ans slide-loader coupled
to the microscope and the MAC5000 controller were manufactured by Ludl
(Hawthorne, NY, U.S.A.). The two objectives employed were a 20x 0.75
NA Plan-Apochromat and a 40x 0.95 NA Plan-Apochromat by Zeiss. Five
filter sets were employed: filter sets 09 (will be referred to as EGFP) and 49
(BLUE) by Zeiss and filter sets 31044v2 (AQUA), 41041 (GOLD), 41035
(RHOD) by Chroma (Bellow Falls, VT, USA). A summary of the excitation
and emission bands can be found in Table 3.2. These filters were chosen
according to the five fluorochromes used for the project (see the next chap-
ter for details): Alexa 350, SpectrumAqua, SpectrumGreen, SpectrumGold
and SpectrumRed (see Table 3.3).

3.2.2 SOFTWARE DESIGN

The entire development process could be modeled as a top-down de-
sign and bottom-up implementation: the system was decomposed in parts
and modules and then modules were refined, implemented and integrated.
Module testing has been undertaken using existing testing frameworks like
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Fluorochrome Peak ex. (nm) Peak em. (nm) Filter cube
Alexa 350 343 442 BLUE
SpectrumAqua 433 480 AQUA
SpectrumGreen 497 524 EGFP
SpectrumGold 530 555 GOLD
SpectrumRed 592 612 RHOD

Table 3.3: The fluorochromes and their corresponding filter cubes.

The peak excitation and peak emission wavelengths are

shown for the five fluorochromes used in the analysis of

the samples for this project. Further details are given in

the next chapter.

JUnit2 for Java-based modules. For the C and C++ code, standard sepa-
rate executables with test-code were used.

3.2.3 PLATFORM ARCHITECTURE

The platform architecture explains how the system was designed, de-
composed into modules and how the modules have been combined together.

An overview of the architecture is shown in diagram 3.2. The diagram
shows how the different modules are interconnected, highlighting the role
of each module and the technology used to connect them to each other.
When two modules are shown on top of each other, it indicates that the
top module is using the services of the module immediately below. Each
level of modules is called a layer.

The software modules can be divided in layered modules and non-
layered modules. Among layered modules, each layer works at an additional
level of abstraction with respect to the layer below. A layered system allows
to add new, more complex, functionality as the level of the layer while still
allowing to change the underlying layers independently.

2http://www.junit.org
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3.2.3.1 Layered modules

The lowest layer is composed of the device drivers for each microscope
component. Only simple operations are allowed at this level and these
interact directly with the device drivers for specific hardware modules.

In order to allow hardware modules to be replaced without changing
the higher levels, we need to abstract the operations from the hardware
actually performing it. This layer is called the Hardware Abstraction Layer
(HAL). The HAL provides a uniform interface with common operations for
microscopes, filters and cameras. The idea of the HAL is that adding or
replacing a device would imply only changing code from this layer and leave
the layers above it unaffected.

Above the HAL we find the scanner layer, which contains a library
of predefined operation sequences or protocols: each operation sequence
is required to do more complex operations like taking multidimensional
acquisitions or area scan, along with operations involving feedback from
other components of the system, like an intelligent scanning system.

3.2.3.2 Non-layered modules

The non-layered modules provide cross-module services, such as error
propagation and object storage.

The Error and Exception Bus is a distributed mechanism to handle
exceptions. It acts as a common virtual dispatcher for error messages hap-
pening in any part of the software. Whenever an error occurs, a notification
is sent on the bus and propagated to any listening module.

One of the requirements is the ability to perform image processing and
analysis during the acquisition. This implies needing to access to the im-
age analysis routines from any module and a common object model passing
method. The image analysis library contains both image analysis and image
processing routines. A special mention goes to deconvolution (see Section
6.1.4.1), an image processing algorithm which allows widefield images to
be used for computational optical sectioning by removing background and
stray light from each image in a three-dimensional stack. Access to decon-
volution is provided by a server connected through the network.
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3.2.3.3 Module networked distribution

Image processing and analysis demands a considerable computing re-
sources. Furthermore, the automated acquisitions needed for this project
require the coordinated use of multiple workstations in order to avoid bot-
tlenecks. Some analysis operations are sent to an available workstation for
execution, leaving the main workstation to continue the acquisition. This
is especially important for a computationally intensive operation such as
deconvolution.

3.2.3.4 Device Drivers and the HAL

The layer nearest to the instrument is the HAL together with the device
drivers. The architecture has been designed in a way that gives the flexi-
bility to change the underlying hardware with the least possible number of
modifications to the code. The device drivers control the instrumentation
by interacting directly with it via electronic signals and provide a simplified
interface for the programmer: instead of sending raw instructions to the
device, the programmer can call the procedures of the device driver. The
HAL provides an additional level of abstraction using object-oriented con-
cepts. By presenting an abstract model of the microscope, the programmer
is able to write code that can be reused with any installed device driver.
The abstract classes are designed to depend as little as possible on the
peculiar features of a specific device type and rather represent a kind of
device along with all the possible operations it might support. Using inher-
itance, wrappers for specific devices are created as subclasses of an abstract
class representing the generic device model. Thus, by writing code which
uses the abstract class, any device-specific subclass can be later plugged in
instead.

The DeviceManager class is used to decouple the user code and the
configuration code: the device manager chooses the correct instance (i.e.,
the correct device driver) based on configuration files and is not hard-coded.
The code to generate the particular instance for a device is separated from
its usage, so that changing the hardware configuration does not require
reprogramming the code (if the classes are provided), but simply a change
in the configuration of the device manager. The following instruments need
to be controlled by the automated platform:



Material and methods 43

1. The microscope, through the Zeiss Controller Area Network (CAN)
bus interface;

2. The stage and slide loader controller, via serial port;

3. The camera, via the Programmable Virtual Camera Access Method
(PVCAM) interface;

Two additional devices were automated, but were not used in the project:

1. The RGB filter, via serial port;

2. The liquid crystal tunable filter (LCTF), via serial port.

Our operating system of choice was Linux, but Linux drivers were only
provided for the Photometrics camera (PVCAM interface) only. The device
drivers for the other instruments and controllers had to be programmed
from scratch, by interfacing directly to the serial interfaces.

Programming languages

The programming language was C, the standard for device driver pro-
gramming. The drivers for the MAC 5000 and part of the microscope device
drivers had already been written for the automated microscope described
in Ortiz-de-Solórzano’s work [22].

All layers above the device drivers have been written in Java (Sun Mi-
crosystems/Oracle, Redwood Shores, CA, USA), because of its platform-
independence, its object-orientation and the wide availability of application
libraries.

The microscope and stage driver

Both the Zeiss CAN bus and the MAC 5000 controller are interfaced to
the workstation using a serial port. There are two levels for these device
drivers. The first level simply translate the required operation in a mes-
sage to the appropriate device and sends it. The second level adds some
additional safety measures in order to:
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• avoid concurrent control of the stage and the microscope, in order
not to risk damaging the device;

• avoid performing non-calibrated operations. Each operations checks
if the microscope has been initialized and fails if it has not;

The camera driver

These drivers were provided by the manufacturer, through a PVCAM
library. The PVCAM interface is used to standardize an API across a wide
range of cameras. To provide a simpler interface, a wrapper driver3 was
written. It only supports the subset of the functionality of the camera
required by our application (i.e., partial CCD recording, binning and fast
acquisitions). The use of a wrapper not only simplifies programming ap-
plication code, but also simplifies the generation of the interface code to
Java.

The RGB filter driver

The RGB filter is controlled via a USB port (with serial port emulation).
The device driver simplicity derives from the reduced operation set and the
lack of feedback from the device.

The LCTF driver

The LCTF also provides a USB interface with serial emulation. The
commands are very simple and the device provides feedback in order to
account for errors.

The HAL Microscope class

The Microscope class provides methods for the control of the microscope
and the stage in a single class. It supports a set of operations which may
not be available on any microscope, so two options were considered handle
unsupported operations:

3A device driver wrapper is a piece of software which acts as a driver but internally
uses another device driver
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1. Leave the implementation undefined in the parent class and let the
subclass implement all supported operations, letting the subclass de-
cide a way to handle unsupported operations;

2. Implement all methods in the parent class with the same code, which
would treat all operations as unsupported; the subclass would then
only override those operations which are supported, with the code
needed to provide each of them.

In the first solution, as subclasses may be programmed by different peo-
ple, inconsistencies may arise in handling unsupported operations. These
unsupported operations may be implemented as no-op4, throwing an excep-
tion, or some other error handling technique. Furthermore, the creation of
subclasses involves writing all methods, regardless of the supported subset.
For these reasons the second approach was preferred. In this implementa-
tion, the default behavior of each not overridden operation is to throw an
exception (“Not implemented”).

When adding a new class to represent a new device, the programmer
must create a new class which inherits from the model class and then imple-
ment the subset of operations which the microscope supports. In this way,
when the user calls an operation which is supported, the correct method is
called and the operation performed; when the operation is not supported,
the user gets an exception.

The Camera class

This class provides a basic interface to the camera driver. The supplied
methods are the ones provided by the wrapper class in C and allow the
camera to take pictures with or without binning. A custom class represents
the image and the pixels. The Image class provides standard information
in addition to the content of the image, like the width, the height and the
number of binning pixels in width and height.

The DeviceManager class

To be able to access the classes in a convenient and transparent way, a
single instance class DeviceManager acts as a container for all the different

4A no-op is a dummy instruction which when executed does not perform any operation
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devices. When the user needs to access a certain device, it would ask the
DeviceManager to provide a proxy for it and a class wrapping the appro-
priate device driver (see Figure 4.2) would be returned. It is important
that the returned instance may be unique for the following reasons:

1. actual classes for each driver may change according to different hard-
ware configurations. The use of one class or the other is a matter of
configuration and not implementation. By using the device manager,
the configuration part is separated from the actual user code;

2. to avoid unnecessary and harmful duplication in a multi-threaded
environment, the device controller subclasses are usually designed
using the singleton pattern [54]. The factory method for these classes
is in the DeviceManager class;

3. there is no need to know the name of the microscope controller class
to control the microscope: the default device factory method creates
a new class according to the current configuration.

The simulator classes

All device types are represented by a device controller class and a state
model class. The state model class maintains information on the state of
the current device and simulates the changes of state in consequence of some
operation on it. The simulator emulates the microscope by keeping track
of the state of the device according to the various function calls: current
position, current objective, filter cube, etc. The simulator classes are useful
when developing new algorithms: without using the microscope, one can
test it on the simulator and see if it works in the desired way. Currently, if
the device driver cannot be loaded, the device manager returns a simulator.

3.2.4 PLATFORM PROTOTYPE

To speed up development of higher level algorithms, we decided to use
MATLAB (The Mathworks, Natick, MA). MATLAB allows the direct use
of Java classes, which automatically includes all the HAL layer and thus
allows to control the microscope from Java. Being an interpreted and dy-
namic language, changes to code can be dynamically included at runtime
(as long as the function is not on the call stack). Furthermore, MATLAB
has a direct integration with the image processing and analysis routines in
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DipImage (TU Delft, The Netherlands). The ability to build a Graphical
User Interface (GUI) directly from the environment is an additional benefit.

As soon as the algorithms and the platform became more stable, por-
tions of the code could be smoothly ported to Java and still be used from
MATLAB.

As shown in Figure 3.3, the analysis structure is simplified. The al-
gorithms describing sequences of steps are grouped in the diagram under
Workflow. Each step can make use of either the storage manager, the
relational database or the analysis library.

3.2.4.1 Producer-consumer storage manager

The producer-consumer storage manager handles the storage of objects
to either a Network Attached Storage (NAS) device or (in the future) to a
database. Both options allow different machines to access the same storage
space in an orderly way. The producer-consumer model is used to separate
the creation of the objects (by the producer) from their access (by the
consumer). A client requesting access to a particular object is put on hold
until the object becomes available. In a traditional producer-consumer
model, the producer is also put on hold until the buffer is emptied by the
consumer. In our case the buffer is simply disk space, which means that the
producer is put on hold (it actually returns an error after a few attempts)
only when no space is left. Furthermore, it is interesting to maintain the
intermediate products of each step of analysis for debugging purposes, so
currently the consumption does not remove the object.

With the producer-consumer model, each step of the workflow can be
seen as a stage of a pipeline and thus be run in parallel on a different
instance of MATLAB. The throughput of the workflow is then reduced to
the inverse of the slowest step, instead of the inverse of the total workflow
time [55]. The memory requirements for an additional MATLAB instance
are not very high: apart from the base memory consumption of MATLAB
itself, little memory is needed as each object is processed separately, and
only one object/field at a time needs to be stored in memory.
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3.2.4.2 Database model

The data model for OME-XML is very complete and covers most of the
situations commonly found in microscopy. However, it is still under active
development (so changes to the data model are common) and at the begin-
ning of the project it did not cover all the different analysis requirements
for our model.

In the work of Ortiz-de-Solórzano et al. [22] the authors proposed a tree
structure containing all the original images and the results of the analy-
sis. The root node is the field and each field contains objects in different
branches to the stage of the classification or the type of object (e.g., ”Un-
classified”, ”Nucleus”, ”Cluster”). In turn, each nucleus was associated
with the results of further analysis: for example, any FISH signal could be
associated to the nucleus it belongs to by putting it into a sub-branch.

In our system, we wanted to have the best of both worlds. A relational
database to contain all the results of the analysis, and a hierarchical struc-
ture (see Figure 3.4) to maintain the association between the different levels
of the analysis.

We use the HyperSQL DB, an open-source lightweight embeddable
database entirely written in Java. The database was completed with con-
sistency checks and cascade deletes [56] in order to keep the database in
a valid state in a variety of common operations. All the operations with
the database can be accessed within MATLAB and Java. The MATLAB
interface is easy to use and automatically translates the tree nodes from
the database structure into a MATLAB structure creating it on-the-fly.

Figure 3.5 shows a diagram with the tables in the database and the rela-
tionship between them. Each relationship can have different types of multi-
plicities, a term indicating how many actual objects participate in a single
relationship (e.g., one-to-one, one-to-many, many-to-many). The tables are:
Slide, TreeNode, Data, DipImage, Classes, Classification, ClassificationS-
ession, Sets and SetMembers. TreeNode contains the information related
to each node including: references to images and data and a reference to
parent node. DipImage and Data contain the images (or a reference to the
images) and their measurements, respectively. The database can contain
any image supported by the DIPImage library: binary, integer or floating
point; 8-16-32 bit; signed and unsigned. The Slide table contains for each
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slide present in the database a name, the location of the repository, and a
reference to the root node for a particular slide. Classes, Classification and
ClassificationSession are related to manual classification: Classes contains
the list of possible classification tags; ClassificationSession represents the
a session of manual classification by a certain user at a certain time/date
and Classification associates a classification session, a class and a user.

3.3 SUMMARY AND OUTLOOK

An automated platform has been developed for microscopy, integrat-
ing acquisition, analysis and storage. The motivating application was the
project described in this thesis, the automated search for cancer cells in min-
imal samples from broncho-alveolar lavages, but the tools provided by the
platform can readily be used for other applications, such as tissue micro-
array (TMA) analysis, or any analysis protocol which requires multiple
stages.

Future improvements include better integration, wider device support
and cleaner user interface. In particular, the integration of µManager as
the device controller would enable to leverage on the vast library of already
available drivers.
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Figure 3.2: Platform architecture. Each box is a different module,

whereas each continuous line indicates a remote interac-

tion either between different modules, or within a same

module or between a module and the hardware. Each

color corresponds to a different programming language.

The two larger boxes with dotted lines indicate two dif-

ferent workstations, (left) the workstation attached to

the microscope and (right) the workstation dedicated to

the deconvolution. The colored boxes indicate the four

parts of the system: (blue) the task scheduler, (green)

the acquisition system, (yellow) the analysis and (or-

ange) the database.
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Figure 3.3: Analysis framework. The workflow layer represents

the collection of analysis protocols used in the plat-

form. Each step in the protocol can use the producer-

consumer storage to store the results of the current step

and retrieve the results of the previous one. The rela-

tional database is used for storing the results of the seg-

mentation and the analysis in a hierarchical structure.

The analysis library is the collection of image process-

ing and analysis primitives included with DipImage to-

gether with the additional custom routines. The library

makes use of external processes for specific operations

which are not available within the library, such as de-

convolution. Both the database and the NAS are run

over a network, to which every instance has access to.
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Figure 3.4: The object hierarchy. This diagram illustrates the hi-

erarchy of objects stored in the database. The slide

is the root node and represents the analysis of a sin-

gle sample. Each slide contains a number of cells or

cell clusters, which in turn may contain any number of

cells. Each cell, again, can contain any number of FISH

signals or FISH signal clusters.
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Figure 3.5: Database schema. Each box represents a database table

and each arc a relationship between two tables. The

number at the junction between the arc and the box

shows the multiplicity of that side of the relationship,

where the asterisk indicates any number.
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4
Autofocus

The application we want to apply the platform to is the automated search
for a small number of tumoral cells within BAL samples. Reliable autofo-
cusing is a critical part of the automated microscopy system: by precisely
positioning the sample in the focal plane, the acquired images are sharp and
can be accurately segmented and quantified. As the number of expected
cancer cells is low, the system needs to have the highest possible sensitivity
and cannot discard out-of-focus fields as done in other applications.

The three main components of autofocusing are a contrast function,
an optimization algorithm and a sampling strategy. The latter has not
been given much attention in the literature. It is however a very important
part of autofocusing, especially in high content and high throughput image-
based screening. It deals with the problem of sampling the focus surface as
sparsely as possible to reduce bleaching and computation time while with
sufficient detail as to permit a faithful interpolation. We propose a new
strategy that has higher performance compared to the classical square grid
or the hexagonal lattice, which is based on the concept of low discrepancy
point sets and in particular on the Halton point set. We tested the new
algorithm on 9 different focus surfaces, each under 24 different combinations

55
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of SNR and sampling rate, obtaining that in 88% of the tested conditions,
Halton sampling outperforms its counterparts.

4.1 BACKGROUND

The objective lens of a microscope acts as a low-pass filter along the
optical axis: the larger the distance from the focal plane the greater the loss
of contrast and the related loss of detail, especially in high frequency regions
such as the edges of an object. Therefore, the result of poor autofocusing
is that segmentation algorithms cannot reliably identify objects and any
quantification is inevitably compromised.

Autofocusing techniques can be based on specialized hardware or on
software. Hardware techniques use a distance sensor -based on infrared
light- to measure the distance between the lens and the coverslip, to correct
for changes in the focal plane due to external factors such as thermal drift.
Software autofocus measures the contrast of images taken at various points
along the optical axis and tries to find the plane at which the contrast is
highest.

Hardware autofocus is designed to be very precise and very stable. Its
main disadvantage though, lies in the fact that it only measures the distance
to the coverslip or the well base and not to the target object. If this distance
is constant throughout the sample, or the depth of field is big enough to
cover the whole object at all positions, a single offset from the coverslip
position is sufficient to keep the object in focus. However, this is not often
the case when samples are not ultra-thin or one works with high-resolution
lenses.

Conversely, software or image-based autofocus, by measuring the qual-
ity of the acquired image, precisely locates the objects of interest. On the
negative side, it is generally slower than its hardware counterpart.

Images can be acquired in brightfield or in fluorescence. In brightfield,
image-based focusing can be performed using the full intensity absorption
image, or else using phase enhancing techniques, such as phase contrast
or Differential Interference Contrast (DIC). In fluorescence, focusing can
sometimes be sped up by using phase contrast or DIC acquisition. This
allows using low exposure times, thus causing lower photo-toxicity than flu-
orescence imaging, while offering a comparable level of precision. However
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the fluorescent objects of interest may not be visible in phase contrast or
DIC mode, and therefore the focusing algorithm may end up focusing on
uninteresting objects.

When acquiring entire slides or large sample areas, the simplest way
to compensate the variation of the focus plane as we scan the slide is to
continuously refocus the sample at regular intervals. For instance, the scan
may proceed in a meander pattern, adjusting the focusing every certain
number of fields. While simple and efficient, in the presence of an empty
field or dust on the surface of the slide, the optimization algorithm might
get trapped in a local maximum causing the algorithm to diverge. Simply
bounding the optimization algorithm is not sufficient: it will constrain the
solution to reasonable upper and lower limits but it will not be sufficient to
prevent it from straying away, unless the starting position is reset at each
field before refocusing. For example, if the autofocus reaches the surface
of the slide due to one particularly bright autofluorescent particle, in the
following fields it will tend to keep the focus on objects near the surface. To
avoid this, one can focus the entire surface before the complete scan (pre-
focusing). This way the focus positions can be analyzed and outliers can
be discarded. Pre-focusing can be performed when observing fixed cells or
tissues but also in live cell imaging, if the live sample presents a substrate
with is sufficiently stable in time. In samples affected by thermal drift, pre-
focusing could be performed in combination with hardware autofocusing:
hardware autofocusing would keep the position of the focus-plane at a fixed
offset from the coverslip while software autofocus would precisely locate the
object of interest as an offset from that position.

A software pre-focusing algorithm can be broken down in three com-
ponents: a contrast function, an optimization algorithm and a sam-
pling strategy.

The contrast function estimates how much a given field of view (FoV)
of the microscope is sharp (i.e., in-focus) as a function of the position of
the sample in the direction of the optical axis. Desirable properties of the
contrast function are the existence of a single dominant global maximum
(relative to other local maxima) at the in-focus position, robustness to
noise, smooth slope towards the global maximum and a sharp peak at the
in-focus position.

The optimization algorithm is used to search for the global maxi-
mum of the contrast function without having to sequentially search through
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all the focal planes of the optical axis. Desirable qualities are robustness
to noise, rapid convergence (for increased speed and low bleaching) and
bounded operation (guarantee to converge within an interval).

The sampling strategy is the way the subset of fields in which to com-
pute the focus position is chosen. Optimizing this phase of the algorithm
is very important in high-throughput or high-content applications where
the focusing time has to be brought down to a minimum without compro-
mising the quality of the focusing and thus the accuracy of the subsequent
analysis.

Most of the literature on autofocusing has dealt with improving the
contrast function and the optimization algorithm [18, 57–67], but to our
knowledge, there is no literature specifically dedicated to the topic of sam-
pling strategies for autofocusing.

The highest autofocusing precision for the whole slide is naturally achieved
by performing autofocus at each consecutive FoV. This requires a high num-
ber of acquisitions, which apart from substantially adding to the global ac-
quisition time, can produce a generous amount of bleaching in fluorescently
labelled samples. As the focus surface has finite vertical range and limited
local variability, it is reasonable to assume that the focus point does not
change much within a few consecutive fields. A reasonable idea therefore is
to sample the focus surface at a few positions and interpolate the remain-
ing points. Our main hypothesis is that a higher degree of uniformity in
the distribution of the samples reduces the interpolation error. Specifically,
we expect that by sampling with a low discrepancy point set which are
designed to have a high degree of uniformity , we obtain a better approx-
imation of the actual spatial distribution of the objects in the slide and
therefore reduce the probability of obtaining out-of-focus fields.

In this chapter, we test this hypothesis and show how by introducing a
new sampling strategy, based on the low discrepancy Halton-Hammersley
point set theory, we obtain a lower interpolation error than using square or
hexagonal sampling.

4.1.1 DISCREPANCY AND HALTON SAMPLING

The concept of discrepancy is related to the uniformity of an arbitrary
discrete set of points within a given space. Intuitively, given a sequence of N
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points in the discrepancy of the sequence is low if any subset B of contains a
number of points proportional to the size of B. The discrepancy can be for-
mally defined in many ways [68–70]: we will consider L∞ discrepancy mea-
sures in the unit hypercube [0, 1)d ⊂ Rd with respect to axis parallel boxes,
where L indicates the Lebesgue measure and a box is defined as the Carte-
sian product of intervals

∏d
i=1[ai, bi) =

{
(xi, ..., xd) ∈ Rd : ai ≤ xi < bi

}
,

with 0 ≤ ai < bi ≤ 1. Under these assumptions, the d-dimensional discrep-
ancy of a point set P = {xi}Ni=1 of size N = |P | with respect to a box B is
D(B) = |P ∩ B|/|P | − |B|/|[0, 1)d|, where |P ∩ B| is the number of points
in P that fall into B, |B| is the volume of the box B and |[0, 1)d| is the
volume of the unit hypercube.

If M is the set of all possible boxes in [0, 1)d then the L∞ discrepancy
of the point set P is defined as

D(P ) = sup
B⊂M

|D(B)|.

In other words, if the discrepancy is low, any possible box in [0, 1)d

contains a number of points proportional to its volume.

The simplest uniform point distribution is the square grid: if we divide
a region into N d-dimensional hypercubes of the same size, the point set
formed by the centres of each hypercube is a square grid of size N . A
similar distribution which minimizes the average square distance between
its points is the hexagonal lattice: if we tile the surface with equilateral
hexagons (in two dimensions), the centres of the hexagons form a point set
called the hexagonal lattice. In two dimensions, both have a discrepancy
of Θ(

√
N).

There exist point distributions that have lower discrepancy than the
square grid or the hexagonal lattice. It has been shown [71] that almost any
random sequence has a discrepancy of (log logN)1/2N−1/2, while pseudo-
random sequences have a (tight) lower bound of (logN)dN−1.

Due to their uniformity, low discrepancy pseudo-random sequences have
been adopted in a range of different fields, including numerical integration,
simulation, statistical sampling and even cryptography [72,73].
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4.1.1.1 The Halton-Hammersley point set

The Halton-Hammersley point set belongs to the family of d-dimensional
low discrepancy point sets. Let m be a non-negative integer,

∑
i≥0 b1(i) · 2i

be its binary decomposition and xi(m) =
∑

i≥0 b1(i)/2i+1. The num-
bers x1(m),m ∈ N, form the van der Corput sequence. For example,
the number 6 can be decomposed as 1 · 22 + 1 · 21 + 0 · 20, which gives
x1(6) = 1

23 + 1
22 + 0

21 = 0.375. The first seven elements of the van der
Corput sequence are: 0, 0.5, 0.25, 0.75, 0.125, 0.625, 0.375.

We can use this sequence to define the so-called bit-reversal point set of
size N :

{(m/N, x1(m)),m = 0..N − 1}, N ∈ N.

For N=7, the elements of the bit-reversal point set are then:

{(0, 0), (1/7, 0.5), (2/7, 0.25), (3/7, 0.75), (4/7, 0.125), (5/7, 0.625), (5/7, 0.375)}.

If we allow the basis for the decomposition (2 in the case of the van der
Corput sequence) to be any prime number and choose d coprime numbers1,
we can generalize the sequence to d dimensions. The generalization to d
dimensions is called the Halton-Hammersley point set [74].

Halton demonstrated that the discrepancy of such a sequence is upper
bounded by O

(
(logN)d−1/N

)
[74].

The square grid sampling can be visually compared with Halton sam-
pling and hexagonal sampling in Figure 4.1.

We have computed the discrepancy, as has been defined above, for the
three sample distributions under test, for sample sizes between 5 and 500.
The results can been seen in Figure 4.2. Clearly, the Halton point set
presents the lowest discrepancy of the three. We therefore propose to use
the Halton point set to choose the sampling points within the region we
want to perform autofocus.

1Two numbers are coprime if their greatest common factor is 1
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Figure 4.1: Examples of distributions: (a) shows an example of Hal-

ton sampling, (b) indicates the distribution of a square

sampling and (c) shows an example of hexagonal lat-

tice.
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4.2 MATERIALS AND METHODS

4.2.1 HARDWARE AND SOFTWARE

We used the platform described in the previous chapter for all the anal-
ysis. In particular, we employed the 20× 0.75 NA Plan-Apochromat objec-
tive by Zeiss. All the algorithms have been programmed under the MAT-
LAB environment (Mathworks, Natick, MA, USA). For the image process-
ing routines we used the DipImage library from the TU Delft [75]. For
the statistical analysis of the data we have used the open source statistical
software R [76].

4.2.2 THE CONTRAST FUNCTION AND THE OPTIMIZA-
TION ALGORITHM

The contrast function that we used in our tests is an autocorrelation-
based measure proposed by D. Vollath [58] and later favoured in [62] for flu-
orescence microscopy; we used the Brent optimization algorithm designed
by R. Brent [77], [78] which is implemented as the core of the MATLAB
bounded optimization algorithm.

4.2.3 SAMPLING STRATEGIES

We compared the following three sampling strategies: square grid sam-
pling, hexagonal lattice sampling and Halton sampling.

Square grid sampling consists in refocusing in a grid-like pattern with
a spacing of a given number of FoVs between each row and each column.

If we tile a surface with equilateral hexagonal tiles, a hexagonal lattice
sampling strategy refocuses at the center of each hexagon.

Halton sampling, the new sampling strategy we propose, is based on
the Halton-Hammersley point set.

An example of the point disitribution for each of the three sampling
strategies is shown in Figure 4.1.
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4.2.4 INTERPOLATION

In order to acquire every field in a region of the slide, we must have
an estimate of the focal plane position for each FoV of the region. If we
sample only a subset of the fields, the remaining need to be estimated
by interpolation. Interpolation can only be defined for points within the
convex hull of the sampling point set, therefore for the points remaining
undefined after interpolation extrapolation is required. In our tests we
performed cubic spline interpolation and nearest-neighbour extrapolation.

4.2.5 TESTING METHODS

To test the algorithm, we compared the Halton sampling to the square
grid and hexagonal sampling on a series of three generated surfaces and
six experimentally measured surfaces. Each model surface Xm was sub-
sampled according to the sampling point set on test; samples were then
disturbed by Gaussian noise, in order to simulate the imprecision of the
autofocus measure, before being fed to a cubic spline interpolation algo-
rithm. The resulting surface Xf was then compared to the original model
by taking the difference ε and calculating an error measure.

The test surfaces were generated either artificially or by performing the
autofocus over a region of the test slide in a grid-like pattern, where each
rectangle was of the size of one FoV. The value for the surface for each FoV
was recorded after performing autofocus.

Note that while samples for the square grid are always aligned with the
measured or synthetic model, samples from the Halton point set and from
the hexagonal lattice are generally not: the value for the model in those
points which do not exist in the original surface have been interpolated us-
ing cubic spline interpolation. In other words, the reference for calculating
the interpolation error is a cubic spline surface passing through the points
given by the measured or synthetic models. This way all the sampling
methods can be tested against the same reference model.

To test the robustness against changes in the precision of the focus mea-
sures, the three algorithms have been tested at different SNR conditions.
By defining SNR as

SNRdB := 10 · log10

(
σ2
I

σ2
n

)
,
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where σ2
I is the variance of the surface height and σ2

n is the variance of the
noise, we can rearrange the terms as

σ2
n =

10
SNR
10

σ2
I

.

Using the above formula, to obtain a certain SNR level, we disturb the
samples with Gaussian noise with variance σ2

n. We tested the algorithms
under SNR levels of 5, 10, 15, 20, 25 and 30 dB.

The three sampling sets have been generated in the following way: first
the square grid sampling set was generated and then the resulting number
of samples was used to generate the Halton sequence of the same size and
the hexagonal lattice of the closest size.

To measure the difference between the real and the interpolated sur-
faces, we use the following statistics: the sum of squared differences (SSD)
and cross correlation (CC).

Although the samples are positioned in a two-dimensional space, to
simplify the notation we use a single index for each set of samples. The
set of samples in the model and the interpolated surface are referred to as
{Xm,i} and {Xf,i} respectively, where the same index i indicates the same
position in the two-dimensional space.

The SSD between the model and the interpolated data is defined as:

SSD :=
1
L

√∑
i

(Xm,i −Xf,i)
2,

where L is the number of samples in the interpolated data.

The CC is defined as

CC :=
∑

i

(
Xm,i −Xm

) (
Xf,i −Xf

)√∑
i

(
Xm,i −Xm

)2√∑
i

(
Xf,i −Xf

)2
where X is the sample mean of {X∗,i}.

When model and interpolation coincide, cross-correlation is 1, while
the sum of squared distances is 0. The closer the measures are to 1 or to 0
respectively, the better is the approximation of the interpolation.
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To test the significance of the differences between measures, we per-
formed a statistical hypothesis test of differences of paired means. We use
a Wilcoxon rank test of differences of means, proposed in (Wilcoxon., 1945),
by interpreting the MSE as a mean of the squared differences

MSE := E
[
(Xm −Xf )2

]
= L · SSD2.

As we have three surface groups, within each group (artificial, beads
and cells), differences in means were measured across the whole set.

4.2.5.1 Synthesis of artificial surfaces

Our synthetic test surface was a fractal surface generated using the
Diamond-Square algorithm, first described in [79]. It is a simple algorithm
which works on grids of size m ·m, where m = 2k + 1, k ∈ N. It alternates
in calculating averages at the vertices of a square and then of a diamond,
from a coarse to a fine dyadic scale. At each step some noise is added to
the newly calculated points (see Figure 4.3). If values are interpreted as
heights, the result is a realistic terrain. In fact, it is used among other
algorithms to generate photo-realistic terrains [80].

To avoid bias due to the grid-like construction of the fractal surface, the
generated data has been rotated by 10 degrees and cropped at the centre
thus misaligning the surface generation control points and the sampling
points of the square grid sampling.

4.2.5.2 Experimental data slides

Experimental data was collected by scanning six slides, three with flu-
orescent beads and three with biological material.

The bead slides were prepared with a mixture of 2 µl de-ionized water
and 1 µl 4 µm diameter fluorescent beads by Molecular Probes (Eugene,
OR, USA). The scanned area had a density of about 10 beads per field (see
Figure 4.4 right).

The biological material slides contained cells from an established can-
cer cell line, fixed and stained using DAPI. The average cell density was
approximately 35 cells per field (see Figure 4.4 left). We selected an area
of the slide with no empty fields.
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Figure 4.3: Surface plot of a fractal terrain.

Figure 4.4: An image taken from a sample of cells from an estab-

lished cell line stained with DAPI (left) and an image

taken from a sample of fluorescent beads of 1 µm in

diameter (right). Exposure time was 500 ms (left) and

15 ms (right) on a Photometrics CoolSnap ES camera

using a mercury arc lamp.

4.3 RESULTS

Results are summarized here in six graphs (shown in Figures 4.5, 4.6
and 4.7), two for each surface type. The CC and SSD levels are shown for
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several sampling rates. Note that a single value on the graph represents
the CC or SSD for the interpolation error across the range of tested SNR
levels and all three surfaces of the same type.

The significance of the Wilcoxon test is also annotated onto the SSD
graphs (see Figures 4.5, 4.6 and 4.7) as a set of one or more stars according
to the following classification:

Significance p-value range
. 0.05 < p ≤ 0.1
* 0.01 < p ≤ 0.05

** 0.001 < p ≤ 0.01
*** p < 0.001

The three surfaces have 40 × 31 (1240) samples, which results in 300
samples at the highest sampling rate (step 2) and 48 at the lowest (step 5).
As the surfaces represent samples separated by the equivalent distance of
a FoV, the step value represents a separation between samples which is a
multiple of the size of a single FoV.

4.3.1 ARTIFICIAL SURFACES

The CC and the SSD coefficients for various grid steps can be seen in
Figure 4.5. As can be seen, Halton sampling performs significantly better
than both the square grid and the hexagonal lattice at lower sampling rates:
square grid sampling performs better at step 2 and in one case the SSD for
the hexagonal lattice is lower although the difference is not significant.

4.3.2 BEAD SLIDES

As shown in Figure 4.6, all cases present significant preference for Halton
sampling with respect to both the square grid and the hexagonal lattice.

4.3.3 CELL SLIDES

In general, Halton sampling causes lower error than the other two meth-
ods on focus surfaces calculated from cell slides (see Figure 4.7) However,
the statistical significance varies. Halton sampling is the choice of prefer-
ence compared to square sampling at the two middle sampling rates. At
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the highest sampling rate, Halton gives a lower error but the difference is
not significant, while at the lowest sampling rate the difference is very small
but it is significant. Compared to the hexagonal lattice sampling Halton
sampling causes lower error in all cases, but it is significant only at the
lowest and the highest sampling rates.

Summarizing, 9 surfaces of 1240 samples each were tested under 24
different conditions. Error measures are shown grouped by surface type
and sampling rate. Out of the 24 statistical tests done, we observe that
21 cases favour Halton sampling (17 of which are significant) and only in
2 cases (both significant) there is preference for the square grid sampling
and in 1 case (not significant) there is a preference for the hexagonal lattice
sampling.

4.4 SUMMARY AND OUTLOOK

The problem of optimal slide sampling has not been specifically ad-
dressed in the literature, although it is an important part of any autofocus-
ing algorithm that requires pre-focusing. In large samples, the precision of
the autofocus seriously affects the quality and reliability of the automated
analysis. Until now the accepted method has been to sample a new focus
position over a square grid. Here, we present a new algorithm for autofo-
cus sampling that uses a low discrepancy point set and in particular the
Halton-Hammersley point set.

We have developed a testing framework for the evaluation of sampling
strategies under varying conditions, among others taking into account the
effects of the precision of the focusing algorithm on the interpolation er-
ror. Apart from giving a quantitative measure of the interpolation error
among methods and conditions, this test also gives an objective measure of
significance by using a non-parametrical statistical hypothesis test.

We compare three sampling strategies (square grid, hexagonal lattice
and Halton) on both synthetic and measured surfaces, in particular 3 dif-
ferent surfaces for each type, for a total of 9 surfaces. In 88% of the tested
conditions (21 of 24, 17 of which statistically significant), our method out-
performs the square grid or the hexagonal lattice.
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Figure 4.5: Cross-correlation (CC) and sum of squared differences

(SSD) for simulated data at different steps: 2, 3, 4, 5.

The significances for the two paired rank tests Halton

vs. grid and Halton vs. hexagonal lattice are shown

at the bottom of the SSD graph. Halton sampling per-

forms significantly better at lower sampling rates. At

the highest sampling rate (i.e., step 2), the differences

are smaller but significantly favour grid sampling.
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Figure 4.6: Cross-correlation (CC) and sum of squared differences

(SSD) for bead slides data at different steps: 2, 3, 4, 5.

The significances for the two paired rank tests Halton

vs. grid and Halton vs. hexagonal lattice are shown at

the bottom of the SSD graph. In all cases, there is a

marked preference for Halton sampling.
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Figure 4.7: Cross-correlation (CC) and sum of squared differences

(SSD) for cell slides data at different steps: 2, 3, 4, 5.

The significances for the two paired rank tests Halton

vs. grid and Halton vs. Hexagonal lattice are shown

at the bottom of the SSD graph. Although the graphs

display a tendency of the Halton sampling to show a

lower SSD than the other sampling strategies, Halton

sampling performs significantly better than Hexagonal

sampling only at the lowest and the highest sampling

rates. Square grid sampling shows a small but signifi-

cant preference at the lowest sampling rate.
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5
Automated cell detection and classification

To address the problem of isolating positive cancer cells from samples
stained with FICTION, we propose a two-phase approach: in the first phase
we search for candidate cells using the expression of the A1 protein stained
with Alexa 350. In the second phase we revisit the cells that pass the first
classification and verify the initial hypothesis by counting the number of
spots for each of the four FISH probes in the LAVysion kit. This chapter
describes the methods we use in the first phase, while the next chapter will
deal with the second phase.

The image analysis protocol starts with the preprocessing algorithms,
to improve the contrast between the foreground and the background and
to correct for chromatic aberrations. Then, a segmentation algorithm iso-
lates nucleus-like objects in each field, discarding smaller or non-round
objects. Autofluorescent nuclei are then eliminated from the analysis us-
ing a classifier based on Nonnegative Matrix Factorization and, finally, a
second classifier eliminates objects which are not nuclei or nuclei clusters
(see Figure 5.1). As a final step, the objects are uploaded to a relational
database.

73



74 Chapter 5. Automated cell detection and classification

The discussion of the first phase is divided into two parts, the first
describes the different algorithms for each step of the analysis, the second
shows the performance of the algorithms for the task of automatic cell
detection. Each part is divided into the three steps the analysis requires:
image preprocessing, image segmentation and object classification. The
latter step uses two classifiers, each is described in its own section.

Autofocus 

2D Preprocessing 2D Scanning 2D Segmentation  
and quantification 

3D Preprocessing 3D Revisit 3D Segmentation 
and quantification 

Classification 

Classification 

Results 

TIM
E

 

Parallel execution 

Postprocessing 

Figure 5.1: The analysis workflow. After autofocusing and acquisi-

tion, the images are preprocessed and analyzed. After

the final analysis, a set of candidate cells is selected

(first classification) for further analysis. The selected

objects are acquired in a higher magnification, prepro-

cessed and analyzed. The three operations of acquisi-

tion, preprocessing and analysis can be run in parallel,

as a pipeline.
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5.1 MATERIAL AND METHODS

5.1.1 INSTRUMENTATION AND SOFTWARE

The entire analysis was performed using the automated platform de-
scribed in Chapter 3 with the addition of a high level interface customized
for this particular project (see Figures 5.2, 5.3 and 5.4).

The primary user interface (shown in Figure 5.2) gives access to the dif-
ferent steps of the whole protocol, including both phase 1 and phase 2. For
each step there are two buttons, one to run the protocol for that particular
step, the other to check the results of the analysis. The Grapher button
is a small tool which can show a scatterplot for any pair of measurements.
The Check results after the 2D analysis calls the object browser which is
shown in Figure 5.3. After acquisition, the GUI to explore the acquired
images is the Field Explorer, which is shown in Figure 5.4.

The object browser lets the user perform a series of operations on the
objects stored in the database. In particular, the user can view the hier-
archy of each slide stored in the database and each object can be assigned
to a particular branch according to need (see Figure 3.4). The interface
also permits tagging an object. The process of tagging is analogous to a
classification, with the difference that multiple tags can be assigned to a
single object.

The Field Explorer lets the user go through the acquired images in the
three channels, verifying if the acquisition has been performed correctly.
For example, after the first step it is possible to check if the autofocus
has performed correctly or if there are any out-of-focus fields. Although
currently not implemented, in a future version the user may decide to tag
the field as out-of-focus and either repeat the acquisition or discard it for
the analysis.

All images were acquired using a 20× 0.75NA objective and the three
fluorescent filters BLUE, AQUA and RHOD described previously (see Table
3.2). The exposure time was set to 500 ms in the three channels, with the
camera set to acquire from the full chip 1392× 1040 and no binning.
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Figure 5.2: The screenshot shows the buttons controlling the var-

ious steps of the analysis. For each step there are two

buttons: one is used to run the protocol for that par-

ticular step, the other allows to check its results. For

example, the ”Check results” after the 2D analysis calls

the object browser, while for the acquisition step the

application opens the Field Explorer. The ”Grapher”

button is a small tool which can show a scatterplot for

any pair of measurements.

5.1.2 PREPROCESSING

The image preprocessing step is required to compensate the uneven
illumination, remove background and correct chromatic shifts.

Uneven illumination is compensated using a standard procedure for
fluorescent images: first, we calculate an average image from a series of
empty fields (for fluorescence, we use a slide with fluorescent marker ink);
then, the newly acquired images are corrected by subtracting the average
image.
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Figure 5.3: The object browser lets the user perform a series

of operations on the objects stored in the database.

In the upper left corner, the user can choose which

slide/acquisition is currently displayed. The combo-box

immediately to the right shows the branch currently in

view. The left panel shows the object hierarchy and

the right panel shows the data measurements for the

current object. Each time a thumbnail is clicked, the

corresponding object is selected as the current object.

The object browser can also be used to move objects to

another branch or to tag objects.

The background correction enhances contrast by removing the diffuse
intensity of the background. The mode of the histogram is subtracted from
each pixel of the acquired image.

The chromatic shift aberration is due to the different magnification of
light depending on its wavelength (see Chapter 2). The images as a result
do not overlap perfectly and a correction is required to compensate this
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Figure 5.4: The screenshot shows how the user can navigate across

the entire set of fields, either using the buttons, or writ-

ing the field coordinates in the boxes, or selecting the

quadrant in the graphical grid representation on the

right.

effect. Although it does not only affect the lateral but also the axial focus
position [81], as the image acquisition is performed in 2D and the objective
depth of view is large enough, we correct the chromatic shift via a simple
rigid transformation in two dimensions. The amount of correction to apply
is calibrated using 4 µm MultiSpeck fluorescent beads by Molecular Probes
(Eugene, OR, USA).

5.1.3 SEGMENTATION

The first step in the image segmentation involves isolating the nucleus.
As the A1 protein is expressed only in the nucleus covering most of its area,
we avoid having to use an additional counterstain for the nucleus, such as
DAPI or TOPRO.

To segment the nucleus we apply the Mexican hat filter, a common tool
for spot detection [82], followed by a fixed threshold. The Mexican hat
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filter is a Gaussian filter followed by the Laplace filter (i.e., the trace of the
Hessian operator). The filtered image has a minimum near the centroid of
objects whose size is of the order of the Gaussian standard deviation (σ),
which is set to be of the order of the size of a single nucleus (around 10
µm).

After segmentation, the mask is labeled using the 8-neighbour connec-
tivity rule. The area covered by each label is referred to as object in the
following discussion.

5.1.4 OBJECT CLASSIFICATION

The goal of the classification step is to determine whether the object
under study is a possible candidate for a cancer cell or not. There are
different characteristics (or features) of each object that can be used for
classification. A classifier is a function that associates a list of measure-
ments on features to a class [83]. The segmentation of an image can also be
seen as the classification of each pixel as either foreground or background.
In our application, the simple integrated intensity in the BLUE channel
could be used to isolate pixels belonging to positive cells: assuming the A1
expression level is linearly dependent on the intensity of the image, then a
strong intensity would be an indication of a strong expression and therefore
of a possible candidate.

The problem with this approach is that even if the assumption were
true, the reverse is not: debris or autofluorescent nuclei in the sample
emit strong fluorescence, but are not candidate nuclei. An example of
these autofluorescent objects are macrophages. Macrophages are cellular
organisms that incorporate debris and other toxic material within their
cellular bodies, a cleaning process called phagocytation. The material they
phagocytate is often autofluorescent if excited with ultraviolet light [84],
and the fact that the material is concentrated within the cell causes it to
emit a strong fluorescence wide-band signal in the visible spectrum. This
strong emission would be mistaken for a possible candidate if we only relied
on the intensity for the classification.

A better solution is to use a ratio of the integrated intensities, such as
the BLUE channel over the sum of the three channels BLUE, AQUA and
RHOD. In this case, an object must have a strong emission in the BLUE
channel and a weak emission in the other channels to be selected.
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A further improvement is to solve the problem as a linear mixing model.
The emission in the three channels is represented as a linear combination of
the intensity of two pseudo-channels. The first pseudo-channel will contain
high values whenever the combination of colors tends towards the blue
end of the spectrum, while the second one will have high values for those
pixels where the intensity is comparable in the three emission channels.
To determine whether an object is either stained or autofluorescent, we
can count the number of pixels of that object where the stained pseudo-
channels has a stronger intensity than the autofluorescent pseudo-channel.
We call this value staining factor (SF) and is the input to the classifier.

5.1.4.1 Non-negative Matrix Factorization

The linear mixing model we have employed is the following. Indicating
with y the vector of emissions in the three channels for a single pixel, with
A the mixing matrix and with h the vector of the unmixed concentrations,
the model is expressed as

y ≈ Ah.

In matrix form, Y ≈ AH. To model the fitness of the approximation, we use
the Kullback-Leibler (K-L) divergence, which is related to the log-likelihood
under the assumption of a Poisson distribution of the source intensities
[85]. The algorithm starts with an initial estimation of the sources and the
mixing coefficients and minimizes the K-L divergence, with the additional
constraint that in the solution each element of both A and H are positive.
The cost function to minimize also contains a regularization term, the L1

norm on H, which favours sparse solutions.

The algorithm we use is a variation on the multilayer algorithm first
proposed by Cichocki [86]. A multilayer NMF reapplies the decomposition
on the H matrix, creating a new layer. After the first decomposition, Y is
decomposed into A1H1; then H1 is decomposed into A2H2, H2 into A3H3,
and so on. The application of NMF to a single layer minimizes the K-L
using a simple gradient descent and updating alternatively A and H. The
step for the gradient descent is chosen so that the new approximation is
obtained by multiplying the previous one by a positive value (multiplicative
rules) [85]. Multiplicative rules guarantee that if the initial solution is
positive the solution is kept positive at each iteration. We adopted the
update rules derived by Neher et al. [87].
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Our implementation of the multilayer algorithm starts a new layer when
a certain number of iterations has been performed and if the convergence of
the global algorithm has not been reached. Convergence of the algorithm
is obtained when the An is approximately equal to the identity matrix.

Each new layer is initialized with a matrix dependent on the application
for the A and the least squares solution of Y ≈ AH for H, projected onto
the positive orthant by clipping each negative value to a small positive one.

At the end of the algorithm, the A matrix is the product of all matrices
A1 · ... · An, while the H matrix is set to the least-squares solution, with
negative values clipped to 0.

5.1.4.2 NMF for stained objects detection

When applying NMF for linear unmixing, the matrix A is initialized
with the spectra of the fluorophores. When the spectra are not known,
an approximation may be used. The NMF algorithm works best with a
good initialization and the most important matrix to be initialized is the
A matrix, because the components matrix is rapidly reset to the (clipped)
least squares solution as soon as a new layer is created. To create the Y
matrix, the pixel intensity in the three channels BLUE, AQUA and RHOD
are arranged in three rows, one for each channel.

The A matrix is initialized with three rows (the input channels) and two
columns (the pseudo-channels). The first column has three values, [a b b]T

normalized so that a+ 2b = 1. We have chosen [3/5 1/5 1/5]T . The second
column has three equal values [1/3 1/3 1/3]T . The choice of these values
reflects the fact that we are searching for an approximation where one
pseudo-channel contains a strong blue component while the other channel
contains autofluorescence, which is expected to have a wide spectrum across
all wavelengths.

The H matrix contains two rows. After convergence, for each object,
we count the number of columns where the first element has a higher value
than the second, i.e., the staining factor.
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5.1.4.3 Training

As described in Section 5.1.4, we consider three possible classification
methods: the intensity in the BLUE channel, the color ratio and the NMF
algorithm. All the three classifiers need to be trained: an appropriate
threshold has to be found to decide whether a particular object is a cancer
cell candidate or not. In the case of the NMF algorithm, training consists
both in calculating the A matrix and finding a threshold on the SF. The A
matrix is used to calculate the two pseudo-channels for each object and then
the SF is calculated and tresholded. Note that the A matrix is calculated
using the entire training set, not object by object.

All training elements are classified for each possible threshold. The two
performance measures we use are the true positive ratio (TPR) and false
positive ratio (FPR). The TPR is plotted against the FPR, in a diagram
called the Receiver Operator Characteristic (ROC) curve, which is plotted
for each method separately. At this point, using the ROC curves, we need
to choose a threshold which works well for our requirements. Sensitivity is
more important than specificity, so the criteria is to chose among the points
on the curve with a TPR > 95% the one with lowest FPR.

5.1.4.4 Performance comparison

In a first estimation of the performance of the NMF algorithm with
respect to the alternatives (the threshold in the BLUE channel and the
color ratio), we used three different types of samples. The first was a set
of artificially generated images of nuclei of two kinds, positive and aut-
ofluorescent. For each nucleus, three images were generated, one for each
fluorescent channel: blue, green and red. The second and the third types
were acquired from samples of BALs sprinkled with cells derived from two
different established lung cancer cell lines, A549 and H460.

To validate the performance of the classifier on the samples from actual
cells, we have divided the slides in a training area and a validation area.
The classifier was trained using data from the former, and then the classifier
was applied to data acquired from the latter. The results of the automatic
classification were compared to the expected performance given by the point
of work on the ROC curve (see Figures 5.7, 5.8 and 5.9).
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5.1.5 NCG CLASSIFIER

After each object has been classified as either candidate or autofluo-
rescent using the emission information in the different channels, we need
to discard all those objects which are not cells but segmentation artifacts
or debris by analyzing their morphology. To perform this second classi-
fication, we use a Support Vector Machine (SVM), a statistical classifier
based on kernel methods [88]. This type of classifier transforms the vector
space of all the features into a higher dimensional space given by applying
the kernel, a transformation function, on the feature set. In this higher
dimensional space, we search for a subset of the training set which is able
to linearly separate the different classes. The kernel transformation allows
non-linear relationships to be represented by a linear model and a trans-
formation function.

We use the simplest form of SVM, the C-classifier. Given a set of l
data/label pairs (xi, yi), i = 1..l, with xi ∈ Rn and y ∈ {−1, 1}l, we can
define the SVM as the following minimization problem

min
w,b,ξ

{
1
2
wTw + C

l∑
i=1

ξi, yi(wTφ(xi) + b) ≥ 1− ξi, ξi ≥ 0

}
,

where w is the vector of weights on each support vector, ξi is the margin on
the support vector i and φ is the function which maps the input vectors to
the higher dimensional space. We chose the Radial Basis Function (RBF),
defined as

K(xi;xj) = e−γ‖xi−xj‖2 , γ > 0.

The free parameters for the optimization of a two class SVM are the
weight C and the RBF width γ. Our output classes are nucleus, cluster
and garbage, so we use the three-class variant of the SVM, parametrized by
two weights C1 and C2 and γ.

To compare the output of the classifier with a reference classification
on the same set we use the confusion matrix. The confusion matrix X is
a matrix in which each element xij counts the number of members of a
particular class i that have been classified as class j. The elements on the
diagonal are the members correctly classified.

We fixed γ to 1/l and the two weights are chosen by maximizing the ac-
curacy (normalized trace of the confusion matrix) and minimising a figure-
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of-cost (FOC) representing undesirable classifications (the number of clus-
ters classified as nuclei, the number of nuclei classified as garbage and the
number of clusters classified as garbage). The other mis-classifications do
not appear in the FOC because they are less critical (i.e., they lead to
decisions which have a lower risk): for example, classifying a nucleus as a
cluster would lead to applying the cluster separation algorithm onto a nu-
cleus, a condition which either produces no effect or is readily identifiable
and possible to take into account.

We model the process of finding the two constants C1 and C2 as a
further optimization problem, where the objective function to maximize is
a balanced difference between the accuracy and the FOC, where the weights
are 0.1 for the accuracy and 1 for the FOC. The optimization algorithm
we used is Multi-Directional Search (MDS) [89]. The algorithm belongs to
the class of direct search methods, a class of optimization algorithms which
neither compute nor approximate the derivatives of the objective function.
The algorithm starts with a simplex and uses a series of transformations
(reflection, expansion and contraction) to reduce its area to a region where
the maximum is expected to be found [89,90].

5.2 RESULTS

The results for each step of the analysis are presented each in a separate
section: preprocessing, segmentation and classification.

5.2.1 PREPROCESSING

The preprocessing step involves shading correction, background sub-
traction and shift correction. The results for the shading correction are
shown in Figure 5.5 (a), where the corrected image appears uniformly illu-
minated. In Figure 5.5 (b) we show the effects of background subtraction:
the contrast between the background and the foreground is improved and
objects are more clearly visible. The effects of chromatic shift are compen-
sated for using a rigid transformation.
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(a) (b) (c)

Figure 5.5: Shading correction and background removal. (a) The

original image is affected both by uneven illumination

and background. (b) The image after the shading cor-

rection still has some background. (c) The image af-

ter the background removal has a stronger contrast be-

tween the cells and the background.

5.2.2 SEGMENTATION

The results of the segmentation algorithm on the three different ob-
ject types are shown in Figure 5.6. Note how the small object (debris) is
discarded.

5.2.3 STAINING CLASSIFICATION

The NMF classifier is binary and has been characterized by the overall
true positive ratio (TPR) and the false positive ratio (FPR), calculated as:

TPR =
TP

TP + FN
; FPR =

FP

FP + TN
,

where TP indicates the number of true positives (number of correctly classi-
fied positive objects); FP , the number of false positives (negatives classified
as positives); FN , the number of false negatives (positives classified as neg-
atives) and TN , the number of true negatives (negatives correctly classified
as negatives).
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(a) (b) (c)

Figure 5.6: Segmentation examples. (a) Normal cell nucleus. (b)

Smaller cell nucleus. Both are correctly detected and

outlined (red line). (c) The debris is discarded.

The ROC curve for the training data is shown in three diagrams, while
the validation results are shown as a point on each ROC curve (see Figures
5.7,5.8 and 5.9.
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Figure 5.7: The ROC for the synthetic data shows a clear margin of

the SF method over both the TR and the DT methods,

in line with the results shown in Figures 5.8 and 5.9
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Figure 5.8: The ROC shows the True Positive Rate vs. the False

Positive Rate for the three methods: DAPI threshold-

ing (DT), thresholded color ratio (TR) and the NMF

based method with the Staining Factor (SF). These are

the results for the H460 cancer cell line. The threshold-

ing on a single channel is clearly not enough to separate

the stained objects from the autofluorescence, so either

the SF or the TR methods have to be used. The SF is

the best method. The results of the validation are also

shown with a marker (cross, x and star symbols). The

result is a good correspondence between the training

data and the validation.

5.2.4 NCG CLASSIFIER

The NCG classifier performance has been measured using the accuracy
and the FOC. The cross-validated accuracy and FOC for the different clas-
sification parameters C1 and C2 are shown in Figure 5.10 and Figure 5.11,
respectively. The shape of the graph has a single peak and thus allows
MDS to find it easily during training. Among the points with equal Accs,
the corresponding FOC with minimal value are chosen.
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Figure 5.9: The ROC for the A549 cell line shows a clear prefer-

ence for the SF method. Neither DT or TR are able

to distinguish the objects correctly. Also in this case

(see Figure 5.8) the three methods show a good cor-

respondence between the training data, represented by

the three curves and the validation results, shown as

marker (+, x or *).

5.3 DISCUSSION

The segmentation is robust to illumination gradients caused by bright
spots outside the plane of focus. It correctly identifies nuclei and discards
small objects or non-round thin objects. On the other hand, it breaks
down in the presence of very large clusters (results not shown), where the
uniform intensity within the detection window hides the presence of the
single nuclei.

The performance of the NMF classifier is strikingly positive, being able
to successfully distinguish between the two different kinds of objects in the
sample. The comparison with the other two methods highlights how it
outperforms both the standard threshold (used as reference case) and the
color ratio. However, to achieve the high sensitivity, even though the area
under the ROC curve is very high, a certain number of false positives has
to be accepted. The set of false positives, however, contains a large number
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Figure 5.10: The cross-validated accuracy, depending on the pa-

rameter C1 and C2. The accuracy graph shows a peak

around about (2,2).

of objects which are then discarded as garbage, so the overall performance
is improved.

The NCG classifier has been successful at separating the different classes
with a good level of accuracy and keeping the undesirable errors to a min-
imum. Other classifiers remain to be tested and compared and a thorough
analysis of the support vectors might lead to an improvement in perfor-
mance.

5.4 SUMMARY

This phase of the cancer cell detection is a delicate one. All objects
which do not pass this first selection, do not proceed to the second phase
and are ignored. It is of high importance, therefore, that the sensitivity
at this stage be sufficiently high not to discard these rare objects. On the
other hand, dividing the analysis into two parts must help to reduce the
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Figure 5.11: The cross-validated FOC, depending on the parameter

C1 and C2. The FOC shows a minimum in the lower

left part of the graph.

overall number of objects to revisit, so that the whole sequence can be
performed in a reasonable amount of time.

The results presented in this chapter both confirm the sensitivity of the
protocol in isolating possible candidates, while maintaining the number of
objects to revisit as low as possible.



6
Three-dimensional acquisition and analysis

After scanning and processing the slide with the protocol described in the
previous chapter, a set of candidate tumoral cells is selected for further
analysis. Each of these cells is relocated, re-acquired in three dimensions
using an objective with a higher resolution power and analyzed. This chap-
ter addresses the various issues related with this procedure.

First, the cell has to be relocated with a different objective. The stage
has to be repositioned so that the object of interest is at the center of the
camera and compensating the displacement due to the change of objective.

As the images are acquired with a widefield microscope and a high res-
olution dry objective, the objects in focus are very sharp but the influence
of out-of-focus light renders the images very blurred. An algorithm called
deconvolution can be used to virtually eliminate the out-of-focus light, ob-
taining computational sections.

Once the image has been deconvolved the system proceeds to segmen-
tation. Due to channel cross-talk between the different filters, the signals
from the four probes appear in more than one channel at a time. Each de-

91
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tected signal has to be assigned to the correct probe, so a special algorithm
is used to remove the spurious probes.

At times, nuclei may appear next to each other (cluster), which causes
the nuclei group to be segmented as a single object. As this voids the probe
count, it is necessary to separate the cluster into the different nuclei and
assign each FISH signal to the corresponding nucleus.

Once the internal structure of the cell has been reconstructed, we can
proceed to classify each cell as either tumoral or normal. Those cells which
show an anomaly in the number of FISH signals are highlighted and shown
to the user as positive nuclei.

The chapter follows a similar structure to the previous one. First, a
description of the algorithms used in each step is given in the Materials
and Methods section. Then, their performance is discussed in the Results
section.

6.1 MATERIALS AND METHODS

6.1.1 INSTRUMENTATION AND SOFTWARE

As in the previous phase, we used the platform described in Chapter 3.
For the three-dimensional acquisition we use a 40× 0.95 NA dry objective
and the BLUE, AQUA, GREEN, GOLD, RHOD filter cubes described in
Table 3.2 on page 39. The three-dimensional images were acquired at 0.7
µm intervals in the axial direction, as the Nyquist rate (the theoretical
ideal minimum sampling frequency for a perfect reconstruction) is 716 nm
for 450 nm excitation peak. The Nyquist rate ∆z can be calculated as [38]

∆z =
λem

2n(1− cosα)
,

where λem is the emission wavelength, n is the refractive index of the
medium between the lens and the slide and α is the half-aperture angle.

6.1.2 SAMPLE PREPARATION

We use three classifiers: two for the FISH signal classification and one
for the tumoral/normal classification of each nucleus. For the training of the
classifiers, we used three slides of BAL spiked with lymphocytes, cells from
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the A549 lung cancer cell line and cells from the H460 lung cancer cell line,
respectively. The three slides were prepared for FICTION, according to the
usual protocol. For the FISH signal classification we used the lymphocytes,
while for the tumoral/normal classifier we used the three cell lines. From
each slide, a set of 30 lymphocyte nuclei were used as a negative control,
while a set of 30 nuclei from each of the two other cell lines was used as a
positive control.

6.1.3 CAMERA CALIBRATION

The center of the camera CCD is not perfectly aligned with the opti-
cal axis of the microscope and the fields of view are not concentric when
changing objective. Additionally, the CCD is slightly rotated with respect
to the stage coordinate system. The combination of these effects means
that bringing an object to the center of the CCD implies a movement of
the stage which does not simply depend on the pixel size and the stage step,
but also on the rotation of the camera with respect to the stage. Further-
more, supposing the object of interest has been brought to the center of
the field of view, and we change the objective, the object under observation
appears displaced and not in the center of the CCD anymore.

To account for these effects, a calibration model for the camera under
the two objectives had to be developed. Using this model we can then
transform the coordinates of an object from one system of reference to the
other.

When changing between two objectives, there is one point on the CCD
which does not move (i.e., which shows the same position on the stage
under both magnifications): we define this point as the principal point of the
camera for these two objectives. The coordinates of the stage are considered
to indicate the absolute coordinates of this principal point. Assuming the
rotation of the camera is known (i.e., calibrated), we can then calculate the
stage displacement to bring the object seen at the principal point to the
center of the camera. This displacement is modelled to be linear with the
magnification of the objective.

When an object is segmented, it is assigned three coordinates: these
are the stage (x, y) and focus (z) coordinates of the stage for the object to
be at the principal point of the camera. These coordinates are said to be
the absolute coordinates of the object.
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To relocate an object at a higher magnification, the following steps
are taken: 1. the stage and focus are moved to the absolute coordinates
of the object; 2. the objective is changed; 3. the stage is moved by an
amount sufficient to bring the object to the center of the camera. Note
that in practice the stage is moved only once, by an amount which is the
sum of the initial stage movement vector (point 1) to an additional relative
displacement to compensate the objective change (point 3).

The calibration procedure for calculating the rotation is as follows: 1.
an image A is acquired; 2. the stage is displaced by a fixed amount along
one axis; 3. a second image B is acquired; 4. the stage is displaced by a
fixed amount along the other axis; 5. a third image C is acquired; 6. images
A and B are registered (rigid, axis-parallel registration); 7. images B and
C are registered; 8. finally, the step size of the stage and the rotation of
the camera are calculated. This procedure is repeated for both the lower
magnification, used for the first phase, and the higher magnification, used
for the second phase. Once the step size is calculated for both objectives,
we calculate the actual magnification ratio between the two objectives.

The calibration procedure for calculating the principal point is: 1. an
image A is acquired at the lower magnification; 2. the objective is changed
to the higher magnification; 3. an image B is acquired at the higher mag-
nification; 4; image A is magnified using the magnification ratio calculated
previously; 5. images A and B are registered; 6. the principal point is
calculated from the calculated displacement.

The camera calibration has been performed on samples containing 4
µm fluorescent beads by Molecular Probes (Eugene, OR, USA).

6.1.4 PREPROCESSING

6.1.4.1 Deconvolution

The interference pattern caused by the objective lens system focusing
light onto a single spot is characterized by a bright peak of intensity at
the point of focus and a series of lower intensity light rings around it. The
pattern extends in the axial direction and assumes the shape of an hourglass
aligned with the optical axis. This phenomenon causes light from the object
to be perceived with decreasing sharpness once the distance from the focus
center increases (see Figure 2.1).
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Assuming spatial invariance, the imaging process can be modeled as
a particular kind of blurring filter, representable by a convolution of the
object emission pattern i with a Point Spread Function (PSF) h

o = i ∗ h.

Recovering i given h and o is called deconvolution.

In the Fourier domain: O = I ·H, where the capital letters indicate the
Fourier transform of the corresponding lowercase function. The presence of
high-frequency noise does not allow to use the simple inversion I = O/H in
the Fourier domain without introducing artifacts, so several methods have
been developed to overcome this problem.

There are two main models for noise. The first assumes the image
to be disturbed by an additive Gaussian noise, best adapted for high-SNR
images. The second models the photon arrival to the detector during a time
interval (exposure or integration time) and the portion of those photons
which are transformed into an electric signal (quantum efficiency): the
resulting statistical model for the number of detected photons is Poisson
distributed [91].

Among linear filters, the Wiener filter or the Tikhonov regularized in-
version are two possible candidates [44,91]. Both assume additive Gaussian
noise and are only able to restore those frequencies which are within the
band of the PSF.

Statistical methods, on the other hand, maximize the likelihood func-
tion with different assumptions and constraints. Maximum likelihood (ML)
optimizes the image function to fit the observed data using either an iter-
ative method or an expectation-maximization (EM) algorithm [91]. The
ML algorithm can also be extended to include a prior distribution of the
data (Maximum A Posteriori, MAP), which can be either Gaussian or the
entropy distribution. Statistical algorithms tend to give better results, es-
pecially under low SNR conditions [91].

The PSF can be either modelled theoretically (in which case a faster
parametrized ML can also be used) or measured using fluorescent beads
smaller than the diffraction limited spot of the microscope. There also
exist a family of methods, called blind methods, which simultaneously try
to estimate both the PSF and the restored image. These methods are more
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computationally intensive, but with the appropriate initial conditions and
parametrization, also lead to better results.

The hypothesis that the PSF is the same across the sample and at
different heights is a simplification which leads to artifacts, especially as
the sample is acquired deep inside the tissue.

In our system, we use the commercial software Huygens Scripting (Sci-
entific Volume Imaging, Amsterdam, The Netherlands). The software of-
fers different algorithms, of which the ”Quick MLE” is the method recom-
mended by the company for widefield images (characterized by a high SNR)
The PSF is a theoretical model and the algorithm is run for 25 iterations.

The software performs automatic background removal, so there is no
need to perform it before deconvolving the images.

6.1.4.2 Additional preprocessing

Apart from deconvolution, the chromatic shift between channels has to
be taken into account and corrected. The chromatic shift does not remain
constant between successive nuclei. This may be due to the precision of
the focus motor, as also reported in [20]. The shift is corrected using an
algorithm which finds the maximum of the cross-correlation between the
source and target images: a base channel is chosen as target and all the
other channels are shift-corrected with respect to the target, which in our
case is the EGFP channel.

6.1.5 CLUSTER SEPARATION

In samples from BAL, nuclei may group together to form clusters. This
behavior is especially true for cancer cells. As a result, the initial seg-
mentation isolates the group as a single entity. To properly analyze the
sample, especially to assign each FISH signal to its corresponding nucleus,
the cluster has to be separated into individual components.

For the cluster separation, we follow the algorithm described in [92]. It
involves two steps, the first of which finds a set of markers, one for each
nucleus composing the cluster, while the second one uses these markers to
separate the cluster into individual nuclei. The markers are found using h-
domes of the distance transform of the cluster. The h-domes are calculated
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using the morphological transform defined in [93] as

Dh(I) = I − ρI(I − h),

where I is the input image, ρI(I−h) is the morphological reconstruction of
I−h from I. The only free parameter is the h parameter, which defines the
difference between the maximum and the minimum in the regional maxima.
We set the h parameter to 10.

Once the markers are set, a seeded watershed algorithm is used to find
the lines separating each cluster [92].

6.1.6 FISH SIGNAL SEGMENTATION

To segment the FISH probes, the deconvolved images are first filtered
with a Gaussian filter of σ = 1 and then for each point the determinant of
the 2D Hessian filter is calculated. The determinant will have a minimum
whenever the point is spot-like.

After the Hessian filter, the image thresholded is computed using a
histogram-based algorithm. Classical thresholding algorithms (ISODATA
[94], Otsu [95]) were not able to correctly segment the images, so we devel-
oped a different criterion. The threshold is chosen at the first grey value
above the median where the histogram has zero or positive derivative.

6.1.7 UNMIXING ALGORITHM

The excitation and emission spectra of the four FISH fluorophores are
overlapping (see Figure 6.1). As a result, each overlapping fluorophore
cannot be excited without either generating a low emission (narrow band
excitation) or without exciting its spectral neighbours as well. The emission
band-pass filters alone are not able to isolate the proper fluorophore, so
some additional step is necessary to separate the signals.

We use the GOLD and the AQUA channels as reference, because the
FISH signals in these two channels are strong and there is little or no
influence from the neighboring channels. The mask resulting from the two
segmentations are dilated by 5 using a square structuring element and then
merged using the union operator. This union mask is then used to set the
values in the GREEN channel to zero before its segmentation. In a similar
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Figure 6.1: Spectra overlap of the fluorophores used in the experi-

ment. The rectangular curves represent the filter band-

pass for a particular fluorophore, whose spectrum is

indicated by the curve drawn with a thinner line in the

same color.

way, the dilated GOLD mask is used to set the grey values in the RHOD
channel to zero before segmentation.

If the chromatic shift is not corrected properly, the same probe may
appear at different positions in each channel (on channels with cross-talk),
with the consequence that the segmentation algorithm could consider the
same probe twice. This, in turn, makes the automatic spot counting erro-
neous and biases the final classifier. To prevent this, the chromatic shift has
to be properly calculated for each channel before segmentation (see Section
6.1.4.2).
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6.1.8 CLASSIFICATION

6.1.8.1 FISH signal classifier

The segmentation of FISH signals is problematic. For example, local-
ized bright elements in the images may be mistaken for a signal, or nearby
probes may be mistaken for a single signal. To classify each segmented
object (we use the 26-neighborhood connectivity rule to identify connected
objects) as either a correctly identified FISH probe or debris, we trained a
Naive Bayesian Classifier (NBC) [96]. The NBC is a simplified version of a
Bayesian network (BN) classifier, with no hidden layer, a single stochastic
variable representing the class and the other variables depending uniquely
on the class variable and representing the features. The features are con-
sidered to be conditionally independent between them (thence the term
”naive”).

As with every BN, and the NBC is no exception, the conditional depen-
dencies between the variables can be represented as a graph, where each
node is a variable and each arc represents a dependency. The graph for a
NBC is shown in Figure 6.2.

C

X1 X2 Xn...

Figure 6.2: Naive Bayesian Classifier concept. C is the stochastic

variable representing the class of the object, X1 to Xn

are the stochastic variables representing the n feature

measurements. The arrows indicate that the n features

are dependent on the class variable. Note how there are

no dependencies between features.

The power of the classifier lies both on the simplicity of the model and
on the fact that its performance is directly linked to the estimation of the
prior conditional probabilities.
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Indicating with C the class variable and with X1, ..., Xn the n feature
variables, the probability of a feature realization (x1, ..., xn) to belong to a
certain class ck is

P (C = ck|X1 = x1, ..., Xn = xn) =
P (X1 = x1, ..., Xn = xn|C = ck)

P (X1 = x1, ..., Xn = xn)
.

Using the independence assumption, the former equation can be rewrit-
ten as

P (C = ck|X1 = x1, ..., Xn = xn) =
P (C = ck)

∏N
i=1 P (Xi = xi|C = ck)

P (X1 = x1, ..., Xn = xn)
.

As P (X1 = x1, ..., Xn = xn) is the same for all realizations of C

P (C = ck|X1 = x1, ..., Xn = xn) ∝ P (C = ck)
N∏
i=1

P (Xi = xi|C = ck)

and can be used to determine the most probable class using the Bayes rule.

To estimate the conditional probabilities from the training dataset, var-
ious methods can be used. The simplest solution is to model each feature
as the realization of a univariate Gaussian distribution, characterized by
mean and standard deviation, parameters which can be estimated using
Maximum Likelihood. In our data, the features were not well modelled by
Gaussians. An alternative is to use Kernel Density Estimators (KDE): a
KDE sums the contributions of N normalized box functions H(x) of width
h called kernel functions, centered at each of the N training points xn. Its
probability density function is

p(x) =
1
N

N∑
n=1

1
h
H

(
x− xn
h

)
.

The kernel functions may be substituted by Gaussian functions, in which
case the KDE changes to

p(x) =
1
N

N∑
n=1

1
(2πh2)1/2

e−
||x−xn||2

2h2 .

The parameter h is usually defined as h = N−1T , normalizing on the
number of training data points N .
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6.1.8.1.1 Feature selection

An important step is the feature selection. We followed the criteria used
in [97], where each combination of the feature set was tested against a class
separability criteria J1 [98]. In essence, the class separability criteria favors
the separation between classes and the compactness within each class. The
separation between the L classes is quantified by the matrix Sw defined as

Sw =
L∑
k=1

P (C = ck)Σk,

where Σk is the covariance matrix of the training data for class k. The
compactness of the L classes is measured with the quantity Sb, which is
defined as

Sb =
L∑
k=1

P (C = ck)(Mk −M0)(Mk −M0)T ,

where M0 = EX =
∑L

k=1 P (C = ck)Mk and Mk is a vector where each
element is the mean of a particular feature, for class k, on the training data.
Having defined Sw and Sb, we can define J1 as

J1 = tr(S−1
w Sb).

The initial feature set was: mean, standard deviation, skewness, excess
kurtosis, surface area, perimeter-to-area ratio, size, minimum value and
maximum value. The J1 score was calculated for each possible subset of
features of size 1 to 9.

The J1 score was combined with the cross-validated accuracy of the
classifier, which was also calculated for each feature combination and for
a range of values of the free parameter T of the KDE. In particular, as
the computational demands were reasonable, the cross-validation was per-
formed for each value of the free parameter in the range 0.001-10.000 (50
elements spaced logarithmically) and using the leave-one-out method [83]:
each element of the training set was left out in turn from the training and
classified and at the end, the average accuracy was calculated.

The criteria to choose the optimal feature set was to maximize accuracy.
When two sets were tied, the one with the best J1 score was selected.
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6.1.8.2 Tumoral nucleus classification

For each nucleus, the spots were counted in each channel. To determine
whether a nucleus was normal or tumoral we used an NBC classifier with
Gaussian KDE on the spot count of the four channels. It was trained using
30 cells from the A549 cell line, 30 cells from the H460 cell line and, as a
negative control cell line, 30 cells from a line of lymphocites. All cells were
marked manually as normal or tumoral and the spot count was performed
on the entire set of 90 images. The NBC was trained to distinguish normal
from tumoral cells using the spot count for the four FISH probes.

6.2 RESULTS

6.2.1 DECONVOLUTION

As an example, an image stack before and after deconvolution is shown
in Figure 6.3. All the light above and below the focus position is removed, so
that the sharpness of the sample is considerably improved. The hourglass-
shaped response of a single point in the original image is now reduced to a
single point in the deconvolved image.

6.2.2 CLUSTER SEPARATION

In Figure 6.4, the nucleus cluster is first segmented, then the domes are
extracted using the h-dome transform and, finally, the seeded watershed
transform is used to separate the cells. Although the examples are shown
in 2D, the protocol has been applied to 3D images. Three representative
examples are shown, one for a correctly separated cluster, one for a correctly
maintained nucleus and one for a missed cluster separation.

6.2.3 FISH SIGNAL SEGMENTATION

An example of the FISH signal segmentation is shown in the examples
in Figure 6.5. The algorithm correctly identifies the bright isolated spots
from the FISH probes.
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(a) (b)

Figure 6.3: Deconvolution example. The three images on the left

show the average projections for a 3D stack of a nucleus

stained with FISH. All images are shown in pseudo-

color to better contrast low intensities (black to violet)

from the high intensities (red to white). The two bright

spots indicate the position of the FISH probe. The

three images on the right show the projections for the

same 3D stack after deconvolution. Notice how the el-

liptical shape of the probe (top right) is recovered from

the PSF-like hourglass shape (top left).

6.2.4 CLASSIFICATION

The training set for the NBC consisted of 39 4-dimensional images of
lymphocytes, from which a set of 156 positive and 93 negative examples of
FISH probes were extracted. The first 15 nuclei were used for training and
the other 15 for validation.

Two separate classifiers were trained for the SpectrumGreen and the
SpectrumRed probes, respectively. The SpectrumAqua and the Spectrum-
Gold probes were strong enough and presented no significant cross-talk, so
every detected signal was a correctly identified probe.

Figure 6.6 shows the dependency of the accuracy and the J1 score on
the number of features. The results of the all possible combinations of



104 Chapter 6. Three-dimensional acquisition and analysis

(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (l)

Figure 6.4: Cluster segmentation algorithm. Three representative

examples are shown here, one for each row. The first

row shows an example of a correctly segmented cluster:

the original image (a, e, i) is first segmented (b, f, j),

then the regional maxima or h-domes are extracted (c,

g, k) and finally the watershed transform seeded with

the h-domes is applied to the mask in order to separate

the cluster into the different nuclei (d, h, l). The second

row shows the cluster separation algorithm on a single

nucleus. As can be observed, the single nucleus is not

separated into pieces, which justifies the lesser impor-

tance of the misclassification of a nucleus as a cluster

(see Section 5.1.5). The third row shows a double nu-

cleus (i) which is not separated by the algorithm. The

h-domes (k), in fact, are not identified correctly and the

nuclei are therefore not separated (l).
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AQUA EGFP GOLD RHOD

(a) (b) (c) (d)

(e) (f) (g) (h)

(i)

Figure 6.5: FISH segmentation example. The images show how the

FISH signals in the channels AQUA (a), EGFP (b),

GOLD (c) and RHOD (d) are segmented. The images

(a-d) are shown after deconvolution. (e-h) The FISH

signals are overlaid to the greyscale images. Chan-

nels EGFP (b, f) and RHOD (d, h) are affected by

strong cross-talk, which is taken into account and re-

moved during the segmentation as described in the text

in Section 6.1.7.
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up to 9 features is shown in the graph. The arrow indicates the work
point of the two classifiers, left for the SpectrumGreen classifier and right
for the SpectrumRed classifier. The feature set for the former is: mean,
excess kurtosis and minimum value. For the latter, the set is: surface area,
perimeter-to-area ratio and minimum value.

Figure 6.6: The classifer cross-validated accuracies and J1 scores

for the various combinations of features. (left) the

SpectrumGreen FISH probe classifier and (right) the

SpectrumRed FISH probe classifier. The work point

for both classifiers is chosen by selecting, among the

points with highest accuracy, the point with highest

J1 score. The resulting optimal number of features for

both classifiers is 3: mean, excess kurtosis and mini-

mum value for the SpectrumGreen classifier and sur-

face area, perimeter-to-area ratio and minimum value

for the SpectrumRed classifier.

The cross-validated accuracy for the SpectrumGreen classifier is 92.0%
and 94.9% for the SpectrumRed.

Once the FISH signals are correctly detected, the FISH signals in each
channel are counted. Due to channel cross-talk, some of the probes may
appear in the wrong channel. Figure 6.7 shows the spot count for the control
cell line. The SpectrumAqua and the SpectrumGold probes are correctly
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identified, with 29/30 correct spot counts and one false positive in the
SpectrumAqua channel. The SpectrumGreen shows problems, probably
due to the high autofluorescence present around the green channel, which
lowers the contrast between the probes and the background and gives false
positives (4 false positives in 4 nuclei). In the SpectrumRed spot count,
some of the probes are lost (spot count equal to 1 in 2 nuclei).

1 2 3
0

5

10

15
SpectrumAqua

1 2 3
0

5

10

15
SpectrumGreen

1 2 3
0

5

10

15
SpectrumGold

1 2 3
0

5

10

15
SpectrumRed

Figure 6.7: The spot count for the control cell line. Lympho-

cytes have two copies of each chromosome, so the

spot count should show a peak at position 2 in each

histogram. While the SpectrumAqua and the Spec-

trumGold probes are correctly identified (29/30 correct

spot counts), the SpectrumGreen shows problems. The

reason is probably the high autofluorescence present

around the green channel, which lowers the contrast

between the probes and the background. In the Spec-

trumRed spot count, some probes are lost (spot count

equal to 1).

The NBC normal/tumoral classifier was able to distinguish the two
classes with an accuracy of 95%.
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6.3 SUMMARY AND OUTLOOK

The problem of revisiting each candidate cell is a challenge in itself. To
be able to perform the entire analysis protocol with the minimum amount
of error, each step has to be executed and prepared with the maximum
care.

In the work presented here, the results for the protocol are positive
and encouraging. The results presented in this chapter are used in the
following experiment in Chapter 7, where a validation was performed on a
set of independent samples.



7
System testing and validation

The final test for the platform and the automated analysis was to validate
the entire sequence of operations on a set of independent samples. The
samples we used for the validation were analogous to the ones used for the
testing of the individual components: BAL samples mixed with cells from
two lung cancer cell lines (A549, H460).

We required the platform to perform all the steps with minimal user
intervention. The results were then checked by hand for classification errors.

7.1 MATERIAL AND METHODS

All the intrumentation and the software used for the validation has been
described in the previous chapters. The automated platform was described
in Chapter 3, the autofocusing algorithm in Chapter 4, the analysis pro-
tocol for the 2D acquisition and analysis in Chapter 5 and, finally, the 3D
acquisition and analysis in Chapter 6.

The samples type is described Chapter 6: BAL samples sprinkled with
cells from two established cancer cell lines A549 and H460. Two samples

109
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were used for the validation, each with a combination of cells from a single
cell line.

The concentration of cancer cells in these samples was high (around one
tumoral cell per field) and, as the bottleneck is the time the system takes
to revisit the cells in 3D, we decided to perform these trials on small areas
of the sample. This also has the advantage of being able to use the sample
multiple times. The analysis of the two samples was performed on an area
of 5× 5 fields (at 20×, 1.5 mm × 1.1 mm) for both samples.

Three workstations were used for acquisition, image processing and de-
convolution. Workstation A is a single single-core 3Ghz Xeon processor
with 2GB of RAM, running RedHat Enterprise Linux version 3. Worksta-
tion B has two single-core 3Ghz Xeon processors with 3GB of RAM, running
RedHat Enterprise Linux version 5. Workstation C has two double-core
Xeon 3Ghz processors with 8GB RAM, running RedHat Enterprise Linux
version 4. Workstation A controlled the microscope devices and guided the
acquisition, workstation B was used for general processing of the images
and workstation C was exclusively used for deconvolution.

The deconvolution was performed using an experimental PSF.

7.2 RESULTS

7.2.1 AUTOFOCUS

On our first trial, the AQUA channel had disappeared from the acquired
images. The fault was probably the excessive bleaching suffered by the
sample during autofocusing. In our experiments, we had always used the
DAPI channel for autofocusing, which, depending on the performance of the
autofocusing algorithm, could heavily bleach the spectral neighbor AQUA.
To solve the problem, we added the TOPRO nuclear stain to the samples,
which, having excitation in the far red side of the spectrum and an emission
in the infrared, does not interfere with the fluorescence of the four FISH
probes and leaves the Alexa 350 used as the A1 protein expression marker
free of illumination.
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7.2.2 FIRST PHASE, CANDIDATE SELECTION

The acquisition of the 25 fields at 20× in three channels was performed
in 7 minutes for each sample. Preprocessing of the same images was started
together with the acquisition on workstation B, and completed in 16 and
17 minutes for the H460 and the A549 sample, respectively. Segmentation,
measurement and upload to the database was performed on B in 11 minutes
and 10 minutes, respectively.

After analysis, the data was classified first into autofluorescence and
candidate objects using the NMF classification (2 minute in both cases).
The candidate objects were further classified into nuclei, clusters and garbage
(1 minute in both cases). For the A549 sample, of the total 245 segmented
objects, 62 objects were discarded as autofluorescent; of the remaining, 78
were classified as nuclei, 71 as clusters and 34 discarded as garbage. For
the H460 sample, of the total 146 segmented objects, 64 were classified as
autofluorescent; the remaining were classified as 37 nuclei, 36 clusters and
9 garbage.

All 391 objects from the two samples were manually classified to assess
the accuracy of the classifier. For the A549 sample, of the 62 autofluores-
cent objects, 58 were actually autofluorescence and 4 were small negative
nuclei. The presence of the 4 nuclei was probably due to some weak aut-
ofluorescence. Of the 34 objects classified as garbage, all 34 were actually
debris or dirt. Of the set of 71 clusters, 16 actually contained cells and the
rest were large pieces of dirt. The large proportion of false positives can
be traced back to two facts: a. dirt is autofluorescent in the ultraviolet
(UV) range and thus may have a spectrum (i.e., relative brightness in the
three channels DAPI, AQUA and RHOD) similar to that of positive cells;
b. the size of the dirt particles may vary from small (so as to seem nuclei)
to very large (and be mistaken for clusters), but most seem to be large and
be misclassified as clusters. Finally, of the 78 objects classified as nuclei,
36 were actual nuclei and the other were small round objects. Considera-
tions similar to the ones given for the cluster misclassification may also be
applied to the nuclei false positives detection.

For the H460 sample, of the 64 autofluorescent objects, 61 were actually
autofluorescence while 3 were negative nuclei. Of the 9 objects classified
as garbage, 3 were small negative nuclei and the remaining 6 were debris.
The 37 objects classified as nuclei contained 34 actual nuclei and 3 spurious
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Table 7.1: Results of the first phase classification. Each columns

represents the result of the automatic classification,

while each row corresponds to the manual classification.

Results are divided into results for the two cell lines sep-

arately, with their respective subtotals, and together in

the last row. Empty cells is equivalent to a 0 at that

position. AF indicates an autofluorescent object.

NMF Classifier
NCG classifier

Manual C. AF Nuclei Clusters Garbage Totals
A549 AF 58+4 62

Nuclei 36 36
Clusters 16 16
Garbage 42 55 34 131
Subtotals 62 78 71 34 245

H460 AF 61+3 64
Nuclei 34 34

Clusters 4 4
Garbage 3 32 6+3 44
Subtotals 64 37 36 9 146

Totals 126 391

objects. Among the 36 clusters, 4 were actually clustered nuclei while the
other 32 were portions of a very large piece of hair (autofluorescent under
UV light) or isolated debris. A summary is shown in Table 7.1.

The most important criterium in the 2D phase of the analysis is the
absence of false negatives and, in second place, the minimization of false
positives. Compliance with the first criterium was achieved perfectly: none
of the 139 discarded objects was a positive nucleus or a cluster containing
one. To guarantee the 100% sensitivity, specificity is reduced considerably.
70 of the 115 nuclei were actual nuclei (specificity 60.9%), and only 19 out
of 117 were actual cell clusters (specificity 17.8%).
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7.2.3 SECOND PHASE, 3D REVISIT

We chose to revisit only the nuclei for this experiment, for faster acqui-
sition and analysis of the samples. So, 78 nuclei were revisited for the A549
sample and 37 nuclei were revisited for the H460. The acquisition of the
78 nuclei in 5 channels, 40 planes lasted 8 hours and 43 minutes. For the
H460 sample, the acquisition of the 37 nuclei took 3 hours and 48 minutes.

During acquisition, workstation C started the deconvolution of the im-
ages as soon as they were acquired. The time to deconvolve the 390 three-
dimensional images from the A549 was 15 hours 37 minutes. Deconvolution
of the H460 sample took 2 hours and 42 minutes. The deconvolution times
also depend on the load of workstation C at the time, thence comes the
discrepancy in the deconvolution times1.

After each image was deconvolved, the images were shift-corrected, seg-
mented, unmixed and the FISH signals were classified. This process took
5 hours and 10 minutes for A549 and 53 minutes for H460.

To make the process as fast as possible, the three workstations were
orchestrated to minimize delay between jobs and work in parallel. A sum-
mary of the sequence of operations in time is shown in Figure 7.1.

Spot counting was performed on all the 78 (A549) and 37 (H460) objects
and automatic classification in one of either tumoral (T) or normal (N).
Each one of them was reviewed and manually classified in one of the six
classes: tumoral (T), tumoral dubious (T?), normal (N), normal dubious
(N?), garbage (G) and dubious (?). The confusion matrices for the two cell
lines are shown in Tables 7.2 and 7.3, while the joint confusion matrix is
shown in Table 7.4.

From the confusion matrix, we can extract the following performance
measurements: true positives (TP), true negatives (TN), false positives
(FP), false negatives (FP). Objects manually classified as garbage (G) or
dubious (?) were not counted for the previous measurements, because in

1An additional reduction in the duration of the deconvolution is given by the reduction
of the safety margin given around the revisiting object from 100 pixels to 20 pixels on
each side. The margin is to compensate possible residual mis-alignements and was over-
estimated for the first sample. Deconvolution times are more than linear with the size of
the image.
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Table 7.2: Confusion matrix for the classification of revisited ob-

jects in the A549 cell line. The six categories for the

manual classification (columns) are: tumoral (T), tu-

moral dubious (T?), normal (N), normal dubious (N?),

garbage (G) and dubious (?).

A549 T T? N N? G ?
T 23 1 3 0 12 1
N 2 1 6 7 18 4

Table 7.3: Confusion matrix for the classification of revisited ob-

jects in the H460 cell line. The six categories for the

manual classification (columns) are: tumoral (T), tu-

moral dubious (T?), normal (N), normal dubious (N?),

garbage (G) and dubious (?).

H460 T T? N N? G ?
T 21 1 0 4 2 1
N 3 1 0 2 2 0

Table 7.4: Confusion matrix for the classification of revisited ob-

jects in both cell line. The six categories for the manual

classification (columns) are: tumoral (T), tumoral dubi-

ous (T?), normal (N), normal dubious (N?), garbage (G)

and dubious (?).

All T T? N N? G ?
T 44 2 3 4 2 2
N 5 2 6 9 20 4
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Acquisition

Preprocesing

2D Analysis

3D Acquisition

7m

16m

11m

A

B
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Time

3h48m

2h42m
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Figure 7.1: The synchronization diagram. The jobs for worksta-

tions A, B and C are shown with their respective run-

ning times. The broken boxes indicate that their length

is not proportional to the duration they are represent-

ing. Notice how workstation B has two simultaneous

jobs, preprocessing and 2D analysis. This is possible

by running two instances of MATLAB on the same ma-

chine. As B has two processors, and MATLAB makes

use of a single processor at a time, the effect is the same

as having two workstations working in parallel.

that case the outcome of the automatic classification is indifferent. The
results are shown in Table 7.5.

7.3 DISCUSSION

As shown, the accuracy for the combined classification proved to be
81.3%, correctly classifying 61 out of 75 nuclei. The error types were equally
distributed between false positives (normal nuclei classified as tumoral) and
false negatives (nuclei from tumoral cells classified as normal).

The presence of false negatives, although in low proportion (7 of 75), is
still worrysome. If the presence of tumoral cells is indeed low enough in the
real case, the sensitivity of the system may negatively affect the diagnosis.
On the other hand, to check the correctness of the detection, the user only
needs to manually revise a small number of objects, instead of having to
manually go through the entire sample.
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Table 7.5: Performance of the classifier. The performance is shown

in terms of the true positive (TP), true negatives (TN),

false positives (FP) and false negatives (FN), along with

the derived performance measurements of accuracy, posi-

tive predictive value (PPV) and negative predictive value

(NPV).

A549 H460 Combined
TP 24 22 46
TN 13 2 15
FP 3 4 7
FN 3 4 7
Accuracy 86.0% 75.0% 81.3%
PPV 88.9% 84.6% 86.8%
NPV 81.3% 33.3% 68.2%

Regarding the acquisition time, the long time needed for the three-
dimensional revisit, including all the steps from acquisition to deconvolution
and the analysis, is the limiting factor in scaling the detection to a full slide
or a series of slides. Here, the importance of a correct classification at an
early stage, already in the first phase of the analysis protocol (the 2D
scan), must be stressed again. Each false positive causes the microscope to
perform unnecessary acquisitions and delays the entire process considerably.

7.4 SUMMARY AND OUTLOOK

The objective of the validation was to assess the performance of the
system under controlled conditions. A certain number of tumoral cells from
two cell lines has been mixed with real BAL from healthy patients and
analyzed using the analysis protocol described in the previous chapters.
The goal of the system was to find the tumoral cells, in an autonomous
manner, from the acquisition to the final outcome on a cell-by-cell basis.

The results show that in of the 391 objects in the 50 fields-of-view (25
per slide), 46 of the 53 tumoral cells were correctly identified, missing 7
tumoral cells. The overall accuracy for the last phase is 81.3%.

From the current experiment a list of possible directions for the future
can be outlined:
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1. The 2D classifier needs to be improved. Possible directions include a
combined color-morphological classifier, instead of the double classi-
fier for staining and morphology. The advantage would be a greater
flexibility in the choice of features, which instead of being considered
independent (color vs. morphology), could now be used interdepen-
dently.

2. The cell types we have been using are currently only the A549 and
the H460. Although these may be representative of the aberrations
commonly found in a cancer cell, they can hardly be representative
of the great heterogeneity of cancer cells in general. The strategy,
as an alternative, is to focus on normal cells and mark as tumoral
any aberration from normality, without training a classifier, which
may be very well-trained to recognize those two particular kinds of
cells, while missing the great majority of the remaining cancer cellular
types.

3. The use of the TOPRO nuclear stain allowed us to maintain FICTION
stains untouched by the autofocusing algorithm. The TOPRO stain
could also be used to study the distribution of the A1 protein within
the nucleus, which is not uniform (e.g., the nucleoli are excluded by
the marker). There is a necessity to take into account the increased
intensity of the Alexa 350 marker (now unbleached), especially for
the staining classifier.

4. There is the next step of applying the system on actual samples from
healthy patients and those affected by lung cancer. Much is to be
learned still on the quality, the variety and the appearence of these
samples when submitted to our analysis protocol.

The validation experiment was crucial not only to assess the perfor-
mance of the system, but also to highlight possible problems and have a
tangible proof of what the system is capable of. The overall results are
encouraging and promising for future developments.
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8
Conclusions

The goal of this thesis was to develop an automated platform and analysis
protocol for the detection of tumoral cells in minimal samples from BALs.
The platforms goal is to be able to autonomously guide the acquisition
and the analysis of the samples with minimal intervention from the opera-
tor, reducing the burden of analyzing these samples to the simple task of
reviewing a few candidate cells. The goal of the analysis protocol is the
ability to detect tumoral cells in a very difficult and heterogenous mixture
of biological material. Great importance was given to its sensitivity, while
counterbalancing a relaxation of the requirements on possible false positive
misclassifications.

This work has presented a summary of the results obtained with the
platform, from the development of the platform itself, to the analysis pro-
tocol and the system validation.

Here, a series of conclusions have been drawn, recalling the main results
presented in the previous chapters.

• A platform for automated microscopy has been developed, which in-
tegrates image acquisition, analysis and relational storage. The plat-
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form is designed to be portable to other hardware setup with minimal
coding effort and to be used on the widest available range of operating
systems, by using Java (notoriously multi-platform1) and MATLAB
(see Chapter 3).

• An autofocusing algorithm has been developed which exploits the low
discrepancy of the Halton sampling to optimally select the sampling
points on the slide for any desired sampling point number. The algo-
rithm is able to perform significantly better than two other compet-
ing sampling schemes, namely square and hexagonal grid sampling,
in over 88% of the cases (see Chapter 4).

• After 2D acquisition, the candidate cells are selected using a novel
algorithm based on multilayer Non-Negative Matrix Factorization.
The algorithm is able to distinguish positively stained objects with a
high level of sensitivity (over 95%), while keeping the number of false
positives as low as possible (see Chapter 5).

• To further reduce the number of nuclei to revisit, a second classifier
is used to discard debris or dirt and distinguish nuclei from clusters.
It has been tuned to minimize the worst types of mis-classifications,
such as discarding a positive nuclei as garbage (see Chapter 5).

• A relational database has been used to store the objects after acquisi-
tion and segmentation. The relational database allows objects to be
stored in a hierarchical structure, where each node can be connected
to a parent node and be associated with a particular branch or node
type. All objects can be classified according to different classification
schemes, directly from a user interface (see Chapter 5).

• After classification, the platform allows each candidate object to be
revisited with a higher magnification objective, in the same session,
in an autonomous manner (Chapter 6).

• The user has the possibility of reviewing the objects after classifi-
cation. This can be extremely useful if the user want to discard
some of the classified objects before starting the revisiting phase,
thus speeding-up the process considerably (Chapter 6).

1Multi-platform indicates the ability of a piece of software to run under multiple setups
of operating systems and hardware setups.
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• Deconvolution software is interfaced to the software platform to allow
computational optical sectioning of fluorescence microscopy images
(Chapter 3).

• The deconvolved images are subject to shift correction and segmenta-
tion. After segmentation, a FISH signal classifier has been developed
for the SpectrumGreen and the SpectrumRed probes. These correctly
identify the probes with a 92.0% and 94.9% accuracy, respectively
(Chapter 6).

• The spot count was used to classify cells into normal and tumoral
cells, with an accuracy of 95% (Chapter 6).

• The system has been validated on a pair of independent samples,
containing mixtures of BAL with two cancer cell lines (A549 and
H460). All the different phases of the analysis have been analyzed and
their performance measured both in terms of time and classification
accuracy (Chapter 7).

• The validation of the system showed a sensitivity of 100% for the
first phase of the analysis, compensated with a specificity of 60.9%.
For the second phase, the measured accuracy was 81.3%. Of the 391
analyzed objects, 46 of the 53 positive cells were found and correctly
classified (Chapter 7).

8.1 FUTURE DIRECTIONS

Apart from the testing of the different parts of the system, the vali-
dation of the system has been instrumental in verifying the potential and
understanding the limitations of the platform and the analysis protocol.

Here, a few possible future directions for improvement and further de-
velopment are shown:

• Each step in the analysis protocol is critical, as the results of one
step influences the outcome of the following. Currently, to achieve
the required sensitivity, the analysis needs to allow a high number of
false positives. To minimize the number of nuclei to revisit in three
dimensions, the false positive ratio of the screening phase must be
reduced to a minimum, while keeping the sensitivity untouched. This
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raises the requirement of improving the current performance of the
classifier, by adopting new, more sophisticated, classification schemes.

• The platform has been designed to be extensible and easily adaptable
to other applications. For example, tissue micro-arrays present an in-
teresting possible new application. The system could find tissue areas
and look for particular immunohistochemistry patterns, quantify an
immunofluorescent biomarker or perform FISH count.

• The system could be adapted to other biological materials, such as,
for example, fine needle aspirates biopsy samples or circulating cancer
cells.

• The current model of the platform uses MATLAB and is a prototype.
Possible improvements would include porting the code to an open al-
ternative without loosing the flexibility, such as Octave2. This would
require finding an alternative image processing library to the current
DipLib/DipImage.

In summary, we believe to have proposed a valuable tool for the auto-
matic analysis of biological samples via automated microscopy. The system
has been successfully applied to the detection of tumoral cells from two lung
cancer cell lines in samples from BAL. Its potential and limitations will be
better understood once further trials are performed for the current appli-
cation and new applications are designed and tested.

2http://www.gnu.org/software/octave/



A
Fluorescence Mediated Tomography

The appendix collects some of the work on Fluorescence Mediated Tomog-
raphy (FMT), developed as a side project during the period the present
thesis was written. The first part of the appendix describes a novel simula-
tor for photon propagation and fluorescence emission in anisotropic media
using realistic models of laboratory animals. In the second part, we explore
the use of anatomical information as a guide in the image formation process
of FMT.

A.1 BACKGROUND

It has been recently shown that fluorescently tagged gene expression as
well as fluorescently labeled proteins can be detected in vivo, within rodents
using tomographic devices [99–103]. This technology can non-invasively
produce 3D images of the distribution of genes or proteins in these an-
imals, which could be instrumental, for instance, for a minimal invasive
detection and characterization of tumors by looking at the distribution of
fluorescently labelled tumor biomarkers [103,104].
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To detect fluorescent signals inside an animal, the common experimental
setup uses a laser illumination source adapted to the excitation spectrum
of the fluorophore. The laser beam traverses the animal, exciting fluores-
cent molecules attached to proteins of interest. The emitted photons that
leave the animal are captured at different angles using a CCD camera or
an optical fiber array coupled to photomultipliers. In order to determine
the amount and precise location of fluorescence sources from the angular
projections, a variety of physical models of light propagation in tissues and
algebraic reconstruction algorithms can be used [100,101,105].

Given a known distribution of fluorescent signal, solving the direct prob-
lem for a particular setup consists in calculating the amount of light col-
lected at each detector, for all possible pairs of lacer (entry point) and
detector. To obtain that information (solve the direct problem) we first
need to model the behavior of the light as it transverses the body of our
sample.

Analytically predicting photon paths in real high scattering anisotropic
tissues is extremely complex, due to the significant random scattering
events that photons suffer as they traverse the tissue, especially at the
boundaries between areas with different optical properties. A statistically
correct optical and anatomical model of photon trajectories inside labo-
ratory animals would therefore considerably improve our understanding
about how light diffuses within the animals, and therefore help us to de-
sign efficient experimental setups and reconstruction algorithms for FMT.
In the first part of the appendix, we present new simulations of photon
propagation and fluorescence emission in anisotropic media using realistic
models of laboratory animals and a MC-based approach. We compare the
MC simulation results with an approximation of the solution of the diffu-
sion equation using finite differences and discuss the different behavior of
the two methods.

In the second part of the appendix, we explore the use of anatomical
information as a guide in the image formation process of FMT. Namely,
anatomical knowledge obtained from high resolution computed tomogra-
phy (micro-CT) is used to construct a model for the diffusion of light and
to constrain the reconstruction (solution of the inverse problem) to areas
candidate to contain fluorescent volumes. Moreover, a sparse regularization
term is added to the state-of-the-art least square solution to contribute to
the sparsity of the localization. We present results showing the increase in
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accuracy of the combined system over conventional FMT, for a simulated
experiment of lung cancer detection in mice.

A.2 PHOTON MIGRATION SIMULATOR

The high absorption and scattering properties of the tissues being tra-
versed by the photons, along with their significant anisotropy, cause highly
erratic photon trajectories that are all but easily modelled using the as-
sumptions imposed by most reconstruction algorithms. Therefore, the ex-
isting tomographic devices only allow for very superficial (< 3 mm) detec-
tion and provide very imprecise, low-resolution measurements deeper into
the animals. The problem is even more problematic at the animal bound-
aries, where photon behavior is more complex. Experimentally, this issue
has been addressed using index-matching methods that require immers-
ing the animals in media that has similar optical properties to those of
the animal, with limited results for the significant increase in experimental
complexity. Therefore, having an accurate model of photon behavior in
the tissues, especially at tissue boundaries, and an algebraic reconstruction
algorithm that takes photon behavior into account will open the door to
simplified experimental setups and more precise reconstruction of fluores-
cence distribution.

Our goal is to accurately simulate the migration of photons inside tissues
and at tissue boundaries using MC simulations of the non-linear, local be-
havior of particle-photons. This includes calculating the trans-illumination
spectrum of an anatomically correct animal phantom, the density of pho-
ton flux inside the body, the absorption of light within it, the reflection
and transmission fluxes of the bounding surfaces, the detection angle and
position of exiting photons and the effect of fluorescent probes embedded
in the body. For comparison, we have also modelled the propagation of
photons inside tissues using the radiative transport equation (RTE). This
partial derivatives equation is commonly used in FMT, because it can be
numerically solved by in a discrete space using discrete finite differences
(FD) to approximate the partial derivatives. This method is comparatively
faster than MC as the computation of the measurements involves only the
resolution of a linear system of equations. However, this model is only
able to capture the global behavior of the radiation and not the individual
propagation or the local effects as the MC does.
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As future work, it would be interesting to use our simulation data to
study different experimental setups and devise an efficient reconstruction
algorithm for FMT. This requires solving the diffusion equation and cal-
culating the inverse problem algebraic reconstruction from the simulation
data. This could be done for arbitrarily complex shapes and taking into
account the heterogeneous optical properties of the tissue.

A.2.1 METHODOLOGY

We have addressed the problem of calculating photon migration inside
a sample, and the photon flux at its boundary using two methods.

A.2.1.1 Monte-Carlo simulation

First, we performed MC simulations of photon migration in computer
generated phantoms. To that end, we simulated independent kinematic
events for high number of photons. A phantom is modelled by four 3D ma-
trices with its optical properties. Specifically, the matrices contain the val-
ues at discrete spatial locations of four relevant optical parameters: the ab-
sorption coefficient µa, the scattering coefficient µs, the index of refractionn
and the anisotropy factor g. From this discrete representation of the phan-
tom, spline-based interpolated matrices were computed that were later used
to calculate optical values at non-integer spatial points.

Our simulations modelled the following events: 1) absorption, 2) scat-
tering, 3) reflection and refraction events at tissue boundaries and specifi-
cally due to animal fur and 4) excitation and emission events at the location
of fluorescent particles, caused by photons traversing the tissue. To speed
up computations, we chose to model the incident light as photon quanta of
a given energy instead of tracking each individual photon separately. The
assumptions and approximations used to define these events are as follows:

1. Absorption was measured as a decrease of the photon’s energy [106].

2. Scattered photon quanta propagate in random directions as described
by the Henyey-Greenstein phase function [107]. The polar deviation
angle θ due to scattering was implemented as a function of a random
number η as given in [107]
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cos θ =

 1
2g

{
1 + g2 +

[
1−g2

1−g+2gη

]2}
, g 6= 0

2η − 1, g = 0
(A.1)

The Azimuthal deviation, ψ, is given by a random number from
[0, 2π]. The new direction v′ = (v

′
x v
′
y v
′
z) that a photon quantum

travels after an scattering event was computed using the arrival di-
rection v = (vx vy vz) and both dispersion angles (θ and ψ), as given
in [106]

v
′
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sin θ√
1− v2

z

(vxvz cosψ − vy sinψ) + vx cos θ (A.2)

v
′
y =

sin θ√
1− v2

z

(vyvz cosψ + vx sinψ) + vy cos θ (A.3)

v
′
z = − sin θ cosψ

√
1− v2

z + vz cos θ (A.4)

3. To simulate reflection and refraction events at tissue boundaries, we
first defined the areas of our phantoms where this effect is non-trivial,
by using a threshold above which refractive index differences between
neighboring voxels were considered relevant. Once this mask was de-
fined, we calculated the normal vector to the surface of each voxel, as
the normalized gradient of the refractive index. The incidence angle
was given then by the arc cosine of the scalar product of the nor-
mal vector to the surface and the incoming direction of the photon
packet. The transmission angle was calculated using Snell

′
s law. By

knowing the incidence and refraction angles, we could then calculate
the fraction of transmitted and reflected light using Fresnel

′
s equa-

tions. Given that polarization was not conserved inside the tissue,
we assumed half the intensity present at traverse magnetic and half
at traverse electric when these equations were applied. We included
the contribution of animal fur into our simulation. Voxels containing
hair can be seen as volumes where random surfaces exist in all di-
rections and so behave as multiple, randomly distributed diffraction
points. To model the effect of light in that medium we assumed com-
plete isotropy (g = 0). Scattering events due to hair were therefore
represented as point emission sources.

4. Fluorescence particles located inside the phantom were characterized
by their location and quantum efficiency. During the simulations,
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we evaluated the non-trivial probability of fluorescence conversion at
locations where photon paths touch a fluorescent particle. In those lo-
cations, the photon quantum is marked as fluorescent and a scattering
event with null anisotropy coefficient (g = 0) takes place. In other
words, the emitted photon quanta are considered as point sources.
The light diffusion rules are considered independent on whether the
wave packet belongs to the excitation or emission.

The information provided by our simulations include, for all the voxels
inside the phantom: photon absorption, photon-flux and the number of
photon quanta reflected and transmitted at boundaries. Then, for a simu-
lated detection surface located outside the phantom we calculated, for each
photon packet exiting the animal, the point in which the photon packet is
detected, the incidence angle of the photon quanta and the radial distribu-
tion of radiated light.

A.2.1.2 Finite Differences simulation

We then solved the diffusion equation of the light inside the same phan-
toms that we used in our MC simulations. The proportion of photons within
the tissue when the source and the detector are separated by at least a few
millimeters can be modelled using the diffusion approximation [108]. For
the sake of simplicity, we have approximated the diffusion model using the
RTE

[~∇(κ(~r) · ~∇)− µa(~rc)]U(~r) = f0(~r) (A.5)

where U denotes the photon flux through an infinitesimal volume, c the
speed of light, f0 the contribution of sources as that point, and κ the
diffusion coefficient, which is defined as

κ(~r) =
c

3[µa(~r) + g(~r)µs(~r)]
. (A.6)

We assume that this equation models the diffusion of both excitation
and emission photons.

The Green functions provide the solution to the diffusion equation for
an ideal point source and given location of a point detector

[~∇(κ(~r) · ~∇)− µa(~r)c]G(~r
′
, ~r) = δ(~r

′
, ~r) (A.7)



Photon migration simulator 129

where G denotes de Green function and δ the Dirac distribution. Then, the
photon flux inside the body can be calculated for any source configuration
f as U(~r) =

∫
d~r
′
G(~r, ~r

′
)f(~r

′
). Making use of the fact that the Green

functions are symmetric, i.e., G(~r, ~r
′
), the photon flux at both emission

and excitation wavelengths can be explicitly solved as

U em0 (~r
′′
) = Qλem

det (~r
′′
)
∫
d~r
′ · (Gλem(~r

′
, ~r
′′
) · fλem

0 (~r
′
)), (A.8)
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′′
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)
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′
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0 (~r
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(
mλem→λfluo(~r) ·Gλfluo(~r, ~r

′′ ·Gλem(~r
′
, ~r
′′
)
)
,(A.9)

where m denotes the quantum efficiency of the fluorophores and Q is a
calibration constant that takes into account the efficiency of the detector
to the excitation and emission wavelengths.

We used the normalized Born ratio that divides each emitted fluores-
cence measurement by its corresponding excitation signal, thereby eliminat-
ing the need to explicitly solve the full system of couple differential equa-
tions [109]. The Born ratio corrects for optical inhomogeneities and elimi-
nates the need to determine source and detector coupling coefficients [110].

Assuming that ∇κ = 0, we can simplify the RTE to ∇2U(~r)−k2U(~r) =
0 with

k2(~r) =
µa(~r)
κ(~r)

=
3
c

(µ2
a(~r) + g(~r)µs(~r)µa(~r)). (A.10)

An analytical solution of the Green function for an arbitrarily com-
plex sample and detection setup is impossible in practice. Therefore, to
simplify the integral equations (A.8) and (A.9), we use a discrete approxi-
mation of the volume and consider that the optical properties inside a voxel
are constant. This way, differential distances become discrete values, i.e.,
(dr1, dr2, dr3) → (∆r1,∆r2,∆r3) where ∆ri, i = 1, 2, 3 is the size of the
voxel in dimension i. This way, the integral equations can be transformed
to bilinear expansions∫ ∫ ∫

d~r(f(~r))→ V
∑
q

f(~rq), (A.11)

where V = ∆r1·∆r2·∆r3 and rq are respectively the volume and coordinates
of a voxel q.
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Figure A.1: The Laplacian operator approximated using FDM.

Finally, we used the numerical Finite Differences (FD) method to cal-
culate a numerical solution of the Green functions.

The Laplacian operator has been approximated using FDM by the mask
shown in Figure A.1. A solution to the equation has been found with the
following iterative process

U(i, j, k)→
1

6 · k2(i, j, k)

∑
l=−1,1

[U(i+ l, j + k) + U(i, j + l, k) + U(I, j, k + l)],

(A.12)

where i, j, k are the indices of the voxels in the interior of the model. This
algorithm always leads to convergence. To model the sources we use a Dirac
delta function that has a fixed value at the voxel where the Dirac delta
origin is located. We force that value to stay unchanged for all iterations.

We have used Self Consistent Boundary Conditions (SCBC) to define
the value of the field in the sample

′
s boundaries [111]. This algorithm

defines the values at the boundaries by interpolation with the points inside
the sample. As diffusion behaves exponentially, a logarithmic interpolation
has been used. The following function defines the value of a certain point
in the boundary

U(~rbound) =
U(~rbound−1)2

U(~rbound−2)
, (A.13)

where U(~rbound−1) denotes the field in the first and U(~rbound−2) in the
second voxel found inside the boundary in a direction perpendicular to the
boundary surface. After a few iterations, this algorithm converges to stable
boundary values that follow the behaviour of the differential equation. To
reduce computation time, boundaries are evaluated only every 12 iterations
of the FD algorithm.
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	   	  (a) (b)

Figure A.2: Maximum intensity projection: (a) resin cylinder

phantom and (b) mouse phantom.

Using the FD method and SCBC, we were able to solve the Green
function for any arbitrary shape of the sample [111].

A.2.1.3 Experimental setup

To compare the results of the simulation of the photon propagation
using the MC method with the approximated FD method, we used two
computer generated phantoms. One of them simulated a polyurethane resin
cylinder with two vertical drills filled with a fluorochrome. The second one
consisted in a reconstructed micro X-ray computer tomography chest image
of a 21 gr. Balb/c mouse with a fluorescent sphere located inside the lung,
near the dorsal spine. The light source used in all the simulations was
a monochromatic non-polarized and continuous beam laser with a peak
transmission of 632 nm and a width of 0.3 mm.

A.2.1.3.1 Resin cylinder phantom:

The optical characteristics of the polyurethane are: µa = 0.3 cm−1,
µs = 10 cm−1, g = 0.8, n = 1.55. The optical characteristics of the air
are: µa = 0 cm−1, µs = 10 cm−1, g = 1, n = 1. The diameter of the
cylinder is: 25 mm. The diameters of the vertical drills are: 8 mm. The
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phantom size is 100× 100 voxels with a voxel size of 250 microns. We used
the DRAQ5 fluorochrome. Its excitation wavelength is 632 nm and has a
quantum efficiency of 10%.

A.2.1.3.2 Mouse phantom:

The number of projections used in the reconstruction of the micro-CT
image was: 600. The phantom size is: 256×256×100 voxels with a voxel size
of 192 microns. The optical characteristics of the tissue are: µa = 0.18cm−1,
µs = 19 cm−1, g = 0.875, n = 1.4. The optical characteristics of the air
are: µa = 0 cm−1, µs = 10 cm−1, g = 1, n = 1.

The optical properties and X-ray absorption of tissues and air are known
and well characterized. We use the X-ray absorption values given by the
micro-CT images as a reference to build the optical matrices by linear
interpolation of the tissue and air optical properties. The fluorochrome is
DRAQ5. Its excitation wavelength is 632 nm and has a quantum efficiency
of 10%. Maximum intensity projections of the resin cylinder and mouse
phantoms are shown in Figure A.2 (a) and (b), respectively.

A.2.2 RESULTS

A.2.2.1 Experimental validation of Monte Carlo simulations in
the resin phantom

As a first approximation to a full experimental validation of our Monte
Carlo simulations, we measured the intensity distribution at different radial
positions of a real resin phantom with the same geometry and optical prop-
erties of the computer-generated cylinder phantom. The acquisition setup
consisted of a CCD located far from the sample (far field), focused by a
convex lens. We took 36 intensity samples measured opposite to the laser
illumination, at 10 degree intervals. We then simulated the same exper-
imental setup (200, 000 photon quanta per projection) and compared the
two profiles (Figure A.3) after normalizing to find significant correlation
-0.6713- between both curves.
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Figure A.3: Comparison of experimental and simulated intensity

values for 36 projections of a cylinder. Intensities have

been normalized by subtracting the mean value and

dividing by the standard deviation.

A.2.2.2 Simulations of light propagation

We then simulated the propagation of light in the two phantoms de-
scribed above. To this end, we simulated how the laser light entering the
phantom at a single point propagates inside and departs from it, taking into
account the optical properties of the different substances and the presence
of fluorescent molecules inside the phantom. Figure A.4 shows the propa-
gation of the light inside the resin phantom using Monte Carlo simulations
(see Figure A.4 (a)) and the solutions of the RTE equation by FD (see
Figure A.4 (b)). Due to the high level of absorption, the intensity of the
emitted light beyond the limits of the fluorescent probe decays very rapidly
and cannot be appreciated. The excitation from the laser source is shown
in red, the position of the fluorescent probes in the blue and the emitted
fluorescence appears in green.
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(a) (b)

 
	  (c) (d)

Figure A.4: Result of the simulation of light propagation in the

resin phantom using: (a) The MC method. (b) The

solution of the RTE using FD. The same for the mouse

phantom. (c) The MC solution. (d) The FD solution.

Color code: (R) Excitation light. (G) Emitted fluores-

cence. (B) Position of the fluorescence probes.
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The FD approximation considers every point of the fluorescent probe
as a light source. Conversely, in the MC simulation due to the calculation
of local, nonlinear events each voxel of the fluorescent core can be assigned
a probability of producing a fluorescent event. That is the reason why the
emission pattern is more realistic in the MC case than in the FD solution.
However, in a simple phantom like this cylinder, we see a similar trend in
both simulation methods. Since the optical properties of the resin phantom
are homogeneous, the absorption of the excitation light in the polyurethane
and the propagation of the emitted light follow a similar behavior in both
cases. In this case therefore, a fast although simplified approximation of
the diffusion of the light by FD may be more justified than a more accurate
but exponentially complex MC approximation. Figure A.4 shows the prop-
agation of the light in the mouse phantom: (a) the MC method, (b) the
solution of the RTE using FD. The color code is the same as the one used
for the resin cylinder phantom. The complexity and the advantage of using
MC simulations get better reflected in the mouse phantom. For instance,
the behavior of the fur is modeled. Observe how the light illuminating the
fur gets heavily reflected and directed at random. The FD method uses
SCBC at the skin of the mouse and fur is not taken into account in the
model. This explains the absence of light outside the mouse in figure A.4
(d).

Finally, we calculated the correlation between the normalized intensity
of the emitted light along the contour at half the height of our phantoms
(to minimize upper and lower boundary influence) for both simulations.
This comparative study has been done for both phantoms after normaliz-
ing the data. The results are shown in Figure A.5 (a) and (b), respectively.
We observe the nonlinear behavior of the curve corresponding to the MC
method in contrast with clean linear tendency of the FD. In the resin cylin-
der simulations, the behavior of the light is less affected by scattering due
to the higher homogeneity of the material, which results in a high similarity
between the FD and MC -correlation factor of 0.8795- (see Figure A.5 (a)).
In contrast, the mouse model has a much more heterogeneous composition
in its interior and therefore non-linearities enhance the differences in be-
havior between both measurements, as can be seen in Figure A.5 (b). The
differences between the two curves are higher and therefore the correlation
factor is lower, 0.7453.
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	   (a)

	   (b)

Figure A.5: Normalized intensity of the emitted light measured at

half the height of the model around the border: (a)

resin cylinder; (b) mouse phantom.
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A.2.3 CONCLUSIONS

In the first part of the appendix, we have introduced novel Monte Carlo
based simulations of light transmission in realistic phantoms. Our simula-
tions account for absorption and scattering events, paying special attention
to the behavior of light at object boundaries, where strong backward scat-
tering occurs, as wells as to the contribution of hair in mouse phantoms.
We have also considered the existence of fluorescent molecules inside the
phantom, by simulating the corresponding excitation and emission events
at the location of the sources.

The main advantage of using MC simulations of photon propagation is
the possibility of accurately modeling the non-linear local behavior of pho-
tons, especially at tissue boundaries. This in turn provides a much more
realistic model of the diffusion of the light in the entire phantom than that
obtained by using a linear approximation, such as the solution of the diffu-
sion equation by finite differences. The main drawback of the MC method
is its heavy computational load, when compared with the FD method.
Other advantages of the simulations are: i) We obtain continous descrip-
tions of photon trajectories while maintaining reasonable computational
speed. This is due to the use of spline-based interpolation of the optical
properties of the phantoms. ii) Our algorithm can be easily decomposed
and is therefore well suited for parallel processing. iii) Our simulations
were performed using accurate phantoms of laboratory animals derived
from microCT images. Using realistic phantoms it will be possible to ob-
tain valuable data for a large variety of experimental setups, which could
be helpful to develop our reconstruction algorithm sensitive to variations
of local properties.

A.3 SPARSE ALGEBRAIC RECONSTRUCTION

FMT suffers from low spatial resolution, which is an inherent problem
to any reporting system relaying on light diffusion. Recently, it has been
shown that, by incorporating a priori anatomical information into the image
formation process [112,113], one can increase the accuracy of the diffusion
model and that of the reconstruction algorithm. Moreover, the advent of
dual animal FMT-Computer Tomography (FMT-CT) systems, call for the
development of novel data processing and reconstruction algorithms that
make use of the anatomical information provided by the CT to improve the
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resolution of the FMT. Hyde et al. [114] studied the integration of micro-
CT and FMT and established that the dual-modality approach allows for
accurate fluorescence localization within the murine brain, as compared
to conventional fluorescence tomography. We consider the dual FMT-CT
system will also enhance the capability of fluorescence tomography when
applied to lung cancer detection. Hyde et al. [115] developed a parame-
terized inverse problem relying on an anatomical segmentation. To that
end, they introduced two novel regularization techniques. The first tech-
nique regularizes individual voxels depending on the contribution of the
underlying segments in the reduction of the residual error. This spatially
varying regularization improves the solutions of the reconstruction by locat-
ing them in the appropriate anatomical regions. The second regularization
uses the covariance matrix of a modified diffusion process. In this case,
the segmentation information is encoded as regions connected by specified
boundary conditions. The basic outcome of a regularization of this type is
a relaxation of the treatment of boundary information useful to handle the
resolution disparity between modalities. A more detailed analysis of the co-
variance structure was presented in [116]. This method was developed for
the detection of Amyloid-β plaques in a murine Alzheimer’s disease model
and for the detection of inflammation in a murine lung. Both applications
deal with a considerable fluorescence emission in the whole organ.

We are interested in detecting tumors in a mouse model of lung cancer,
which can be considered as point-like sources of fluorescence inside the
lung. This requires a different perspective from the case used to detect
fluorescence emitted from entire organs and, in particular, a sparse solution
is more appropriate. The regularizer we choose to enforce sparseness is an
anatomically constrained L1-regularizer.

In addition, we incorporate CT anatomical information in the diffusion
model to guide the reconstruction. We demonstrate that the combination
of both tools results in a sparse and accurate reconstruction of fluorescence
emission inside a murine lung compared to the case of using the state-of-the-
art least-squares reconstruction with no a-priori anatomical information.

A.3.1 METHODOLOGY

In this section, we describe the methodology we have used to solve the
direct and inverse problem.



Sparse algebraic reconstruction 139

A.3.1.1 Direct problem

We apply as for the previous experiment an iterative FD method to solve
the diffusion equation. To accelerate the convergence and as an improve-
ment over the simulations described in the previous section, the resulting
linear system was solved using a multi-grid approach [117].

The use of the normalized Born ratio together with the first order Born
approximation allows a single linear system to relate the normalized data
signal to the underlying physical distribution of fluorochrome [109]. In
particular,

b = Ax+ e, (A.14)

where b is the vector of measures, A is the linearized forward operator, x is
the vector of fluorescence concentrations and e represents additive Gaussian
noise with zero mean and covariance matrix σ2I. The (p, q) element of the
matrix A is computed as

Ap,q ∝
G(rs, rq) ·G(rd, rq)

G(rs, rd)
, (A.15)

where G are the Green functions, the index p represents a pair source-
detector and q a voxel of the phantom interior.

The matrix A, as defined, has a number of rows equal to the number
of all possible combinations of lasers and detectors, i.e., the product of the
number of lasers by the number of detectors. The number of columns, on
the other hand, is the total number of points of the sampling grid that lie in
the interior of the model. As a consequence, the total number of elements
in the matrix is proportional to at least the cubic power of the lateral
dimension, which produces an extremely large matrix for moderate to large
discrete phantoms. To simplify the computations, we have regularized the
problem by considering only those points in the lung where the intensity
in Hounsfield units was within a probable range for tumors. To reduce
memory usage even further, we have chosen to compute the elements of the
matrix A on-the-fly using the pre-computed Green matrices as given by
equation (A.15). By combining the above-mentioned strategies, we reduce
the number of elements of the matrices by a factor of 4 orders of magnitude.

In the previous work, we have used Self Consistent Boundary Conditions
[111] for the numerical solution of the diffusion equation. Here we adopted
a different approach, where we expand the simulation space and include a
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highly absorbing and highly scattering material around the mouse: we can
therefore reasonably assume Dirichlet boundary conditions by fixing the
fluence rate at the boundary to 0.

A.3.1.2 Inverse problem

The inverse problem consists in calculating the probability distribution
of the fluorescence inside the sample x, for a set of given measurements b.
We have chosen to formulate it as an L1-regularized least squares problem
to enforce the sparsity of the solution. Namely,

x̂ = arg maxx{−‖b−Ax‖22 − γ‖x‖1}, (A.16)

where γ is a regularization parameter.

We solve the equation using the Expectation-Maximization (EM) algo-
rithm [118], which is a general method to obtain the maximum penalized
log-likelihood estimator (MPLE) by introducing missing data and maxi-
mizing the complete penalized log-likelihood. The MPLE corresponding to
(A.16) is

x̂ = arg maxx{log p(b|x)− γ‖x‖1}, (A.17)

where p(b|x) denotes the likelihood function with p(b|x) ∝ −‖b−Ax‖2 and
−‖x‖1 is the prior distribution. We need to introduce a hidden variable
µ, which is the noisy version of the true absorption perturbation x. The
two steps of the iterative algorithm, which alternates until some stopping
criterion is met, are:

• Expectation step (E-step): Calculate the expected value of the
complete log-likelihood function (of b and µ), given the observed data
b and the current estimate x̂(k) at iteration k:

Q(x, x̂(k)) = E[log p(b, µ|x)|b, x̂(k)], (A.18)

which was shown to be equivalent to compute

µ̂k = x̂(k) +
α2

σ2
AT (b−Ax̂(k)), (A.19)

with α is a positive constant constrained to α2 ≤ σ2/β and where β
denotes the largest eigenvalue of AAT . To avoid having to calculate
the entire matrix, we observe that the matrix is always used within a
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matrix-vector product: we can then create a function that evaluates
such products by calculating the values of the matrix on-the-fly, when
needed. This technique greatly reduces memory usage but as the
values of the matrix have to be calculated on-the-fly it requires an
increase in computational time.

• Maximization step (M-step): Finds the parameter which maxi-
mizes this quantity

x̂(k+1) = arg maxx{Q(x, x̂(k))− γ‖x‖1}
= arg maxx{−‖x− µ̂(k)‖2 − 2α2γ‖x‖1}. (A.20)

The last equation can be solved separately for each element using a
soft-threshold method [119]

x̂(k+1) = sgn(µ̂(k))(|µ̂(k)
i | − α

2γ)+, (A.21)

where (x)+ = max(x, 0) and sgn(x) = 1 if x > 0 and sgn(x) = −1 if
x < 0.

We refer the reader to reference [118] for the details on the derivation of
the algorithm.

A.3.2 RESULTS

A.3.2.1 Experimental Setup

A.3.2.1.1 Optical parameters

The optical characteristics of the tissue are: µa = 0.18 cm−1, µs =
19 cm−1 and g = 0.875. The optical characteristics of the air are: µa =
10−5 cm−1, µs = 10 cm−1 and g = 0.90. The optical characteristics of the
bone are: absorption coefficient µa = 1cm−1, µs = 1000cm−1 and g = 0.99.
The volume surrounding the mouse has the following optical characteristics:
µa = 1 cm−1, µs = 1000 cm−1 and g = 0.99. The light source used in all
the simulation was a monochromatic continuous beam laser with a peak
transmission of 600 nm and an emission power of 50 mW. We suppose
an integration time of 20 s and a quantum efficiency for the fluorescence
(photons emitted per photons received) of 100%. The photomultiplier gain
for the excitation and the emission light was fixed to 10−7. The resulting
simulated SNR was on average 26.8 dB for the excitation light and 7.8 dB
for the emission light.
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A.3.2.1.2 Mouse phantoms

In our experiments, we use two phantoms: a heterogeneous phantom
that incorporates CT anatomical information in the definition of the optical
matrices governing the diffusion of light and a homogeneous phantom with
constant optical properties in the entire mouse chest volume.

• Heterogeneous phantom: This phantom is a reconstructed micro X-
ray computed tomography image of the chest of a 21 gr. Balb/c
mouse. The number of projections used in the reconstruction was
600. The micro-CT volume size was 581× 441× 432 with a voxel size
of 92 microns. The size of the volume was reduced to 64 × 64 × 64
using a cubic interpolation scheme to adapt the phantom to the low
resolution typical of FMT systems. The chest image was segmented
using a three-level Isodata threshold which differentiated bone, lungs
-which we assume to have a similar behaviour to air- and tissue -
including tissue within the lungs, such as blood vessels, lung tumors
etc-.

• Homogeneous phantom: This phantom is constructed from the mouse
chest volume of the resized CT image. All the mouse chest volume
was optically characterized as tissue. The size for the homogenous
phantom is therefore the same as the size of the heterogenous one.

A.3.2.1.3 Light sources and detectors positions

We consider 80 point-like light sources and detectors distributed in the
phantom surface. The choice of the subset of laser entry points along
the surface and the points where to perform the measurements was done
according to the following scheme: if we map our three-dimensional model
to a cylindrical coordinate system, all points on the lateral border of the
mouse can be identified by two coordinates: the longitudinal axis z and
the angle θ. We then sampled the z-θ plane using the Halton point set
[120]. Among various possible sampling schemes, this low discrepancy set
is designed to have a good uniformity level, as can be qualitatively observed
in Figure A.6.
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(a) (b)

(c)

Figure A.6: Illustration of the reconstruction. Maximum intensity

projection at (a) XY plane (b) XY plane (c) YZ plane.

Red: laser/detectors. Blue: Estimation of the fluo-

rophore location. Green: Real probe location.
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A.3.2.2 Parameters of the direct and inverse problem resolution

For the heterogeneous phantom, the direct problem is solved using 8
multigrid V-cycles to get an absolute error (i.e., difference between conse-
quent iterations) of 10−5. The stopping criterion for the EM-reconstruction
algorithm is fixed to 5000 iterations or a convergence rate of 10−5.

For the homogeneous phantom, we use only 6 multigrid V-cycles to ob-
tain the same absolute error. The stopping criterion for the EM-reconstruction
algorithm was the same as above.

A.3.2.3 Illustration of the reconstruction

Figure A.6 shows a qualitative example of the reconstruction of a flu-
orescent signal using the experimental setup described above. The figure
shows the maximum intensity projections at the XY, XZ and YZ planes.
We show the position of the sources and detectors using red spots. The
distribution probability of the fluorophore location is shown in blue. The
real location of the point-like probe is shown in green, although it appears
to be light blue due to the overlap with the estimation, which is color-coded
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in blue. Note the good spatial agreement between the true fluorochrome
location and its reconstruction.

A.3.2.4 Localization mismatch and precision

The objective of the following experiment is to characterize the improve-
ment in the estimation of detection of the fluorescence when anatomical in-
formation is used. We have simulated the reconstruction of 18 fluorescence
sources, considered one at a time, located at arbitrary positions inside the
phantom. The results are shown in Figures A.7 and A.8. The results shown
in Figure A.7 represent -for both phantoms- the variation of the mismatch
between the centroid of the estimated probability distribution and the true
location of the fluorophore, as a function of the distance from the center
axis. We observe a mismatch about 0.1 cm inferior for the heterogeneous
phantom with respect the homogeneous one. Besides, in both cases, the
mismatch decreases linearly as the distance to the center axis increases,
i.e. the fluorescence signal is located closer to the phantom surface. Figure
A.8 represents the indetermination in positioning the fluorophore in the x,
y, and z dimensions as a function of the distance to the center axis. To
measure the precision of the localization, we calculated a weighted stan-
dard deviation of the distance estimation. The formula is (given for the x
dimension, but applicable to the other two dimensions as well)

σx =
√∑

i

[(xi − xc) (µi − µt)]2/
∑
i

(µi − µt),

where xi is the x coordinate of the estimation, xc is the x coordinate of
the true location, µi is the intensity of xi and µt is the threshold intensity.
As can be observed in Figure A.7, the trend lines for the two sets are well
separated, which suggests that there is a clear improvement of the localiza-
tion of the fluorophore when we use an heterogenous model. However, in
Figure A.8, the difference in the dispersion of the estimation is not evident:
this may be due to the small size of the set of points used for the test.
Further investigation would need to be done in order to better characterize
the difference in performance.

A.3.3 CONCLUSIONS

The dual system CT-FMT results in an improvement over the low reso-
lution conventional FMT. In our simulations, we incorporate the anatomical
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information in the image formation at two levels: guiding the diffusion of
the light and spatially constraining the reconstructed volume. We achieve
an increase of the accuracy and a better correlation between probable tumor
sites and FMT reconstruction results. Moreover, we add a constrained L1-
regularization to the standard least-squares reconstruction that contributes
to the sparsity of the solution. As future work, we plan to substitute the
finite differences approach by a finite element method, which allows more
flexibility in the light diffusion model. We also plan to incorporate an
explicit probabilistic model of the object boundaries to better handle the
difference in resolution between both modalities.
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Sparse algebraic reconstruction for fluorescence mediated tomogra-
phy, Proceedings of the SPIE, Vol. 744609, 2009
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• B. Ucar, A. Muñoz-Barrut́ıa, T. Pengo, I. Zudaire and C. Ortiz-de-
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