Statistical, functional, upstream, and downstream
analysis of Alternative Splicing

PhD dissertation
Juan Angel Ferrer-Bonsoms Hernández
TECNUN
UNIVERSITY OF NAVARRA

Department of Biomedical Engineering and Science
TECNUN School of Engineering
University of Navarra

APRIL 2022

Statistical, functional, upstream, and downstream analysis
of Alternative Splicing

Dissertation submitted for the Degree of Doctor of Philosophy
Under the supervision of
Angel Rubio Diaz-Cordovés

Department of Biomedical Engineering and Science
TECNUN School of Engineering
University of Navarra

APRIL 2022

Deo Omnis Gloria

Agradecimientos
Después de 4 años de trabajo llega el momento de presentar los resultados
del esfuerzo realizado. No hubiera llegado hasta aquí sin la ayuda y el apoyo de
muchas personas a las que quiero mostrar mi agradecimiento.
Primero de todo querría agradecer a Ángel Rubio por darme la oportunidad
de poder realizar la tesis doctoral bajo su supervisión. Gracias por todos los
buenos consejos, tanto personales como profesionales que me has dado durante
estos 4 años. Gracias también por tu optimismo, ilusión y entusiasmo a la hora
de trabajar. También querría agradecerte todo el tiempo que me has dedicado
durante estos 4 años, dando esos famosos “largos” donde se ha cuajado gran
parte de esta tesis doctoral.
También querría agradecer a mis compañeros de departamento y de
despacho con los que he tenido la suerte de compartir grandes momentos: Ferca,
Íñigo, Francesco, Telmo, Marian, Luisvi, Danel, Naroa, Katyna, César, María,
Ignacio, Giorgia, Camila y Ane Miren. También querría agradecer a Francis J.
Planes e Idoia Ochoa por los comentarios y sugerencias. También querría
agradecer a antiguos compañeros, con los que tuve la suerte de poder trabajar:
Juanpis, Nacho Cassol, Xabi y Carlos Castilla.
Gracias también a los alumnos internos, alumnos que han realizado prácticas
o han hecho el proyecto fin de grado colaborando conmigo: Ana, Ane, Oier, Laura,
Danel, Sacris, Eduardo, Cristina, Elena, Miguel, Santiago, Katyna, Marian, Carlos
Javier, etc. Gracias por vuestro trabajo y dedicación.
Por otro lado querría dar las gracias al Dr. Miguel Gallardo y al Dr. Fernando
Lecanda por la oportunidad de colaborar en diferentes proyectos.
También quiero mencionar a mis amigos: Jordi Dionis, Nacho Hdez, Nacho
Esparza, Pablo y Moni (y Paloma), josi, Eva, Pablo y Carmen (y Sole), Álvaro y
María (y Fátima), Adrián y Mariana, Mike, Edu, Marc y Lluc, Andrés, Chuspa, Isa,
Ceci, Rosety, Íñigo y Blanca, Sacris y Clara, Nico y Marina, Lucía, Ignacio, Mikel,
Sara, Érika, Pablo, Nico Callejo, Jordi Juny, Josi, Fer Ruíz, Nacho y a aquellos con
los que tuve la suerte de convivir en el Colegio Mayor Ayete. En especial querría
agradecer a Íñigo y Chuspa por los años compartiendo piso: gracias por
aguantarme.

vii

También quiero agradecerte a ti Amalia por acompañarme en está última
etapa de mi tesis doctoral. Gracias por alegrarte incluso más que yo con los logros
conseguidos. Gracias por escucharme y darme ánimos en los días que más me
costaba avanzar. ¡Gracias por todo!
Por último querría agradecer a mis padres, Ignacio y Mili, y a mis hermanos y
cuñadas: José Mª, Ignacio e Isabel (y también a Ignacito y Alberto), Alejandro y
Laura, Eduardo y Ana, Javier, Carlos, María, y Álvaro y Teresa (y Teresa Itziar).
Gracias por todo.

viii

Abstract
Alternative splicing (AS) is a post-transcriptional process by which a single
gene can lead to different mRNAs and thus to different functional proteins. AS
plays a key role in different diseases including cancer. In fact, all hallmarks of
cancer have been associated with different mechanisms of abnormal AS.
Therefore, AS has been studied as a source of novel biomarkers for survival or
even as therapeutic targets.
The advantage of RNA-Sequencing (RNA-Seq) technologies has improved the
genetic analysis of the human transcriptome. With the recent advances, it is
possible to estimate isoform concentrations with good accuracy. Further, several
methodologies have been developed to statistically analyze alternative splicing
events. However, some aspects of AS remain an active field of research. In this
work I will focus on the reconstruction of the transcriptome, the statistical
analysis, the functional impact of AS, and the regulation of AS.
There are RNA-Seq methods that estimate the structure and concentration of
the isoforms of a gene, but the accuracy of these methods is far from perfect.
Theoretical conditions to state the conditions whether a gene can be identified
do exist in the case of single-end reads. Nevertheless, no theoretical results are
still available for paired-end reads.
Regarding the functional impact of AS, the precise functions of many of the
individual isoforms are still unknown. Multiple algorithms predict gene functions
based on ontologies such as Gene Ontology, but most of these approaches do
not distinguish the different functions of the gene transcripts. Besides, the
biological impact of changes in aberrant AS is still an open question.
The statistical analysis of AS is a challenging problem due to the different
accuracy in the estimate of the abundance of the isoforms and therefore of the
differential splicing between conditions under study. A statistical approach that
does not take into account these different accuracies for different isoforms will
not be optimal.
Understanding the mechanism that regulates splicing is also a challenge.
There are algorithms that predict which RNA-binding protein (RBP) is driving the
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splicing. In our group, we developed an algorithm that uses published data on
cross-linking immunoprecipitation (CLIP) experiments and makes its predictions
relying on an enrichment analysis. Some assumptions of the enrichment analysis
do not fit with the data and thus some biases are introduced into the prediction.
In this work we faced these challenges. We present a method to select the
optimal read-fragment length combination to infer the structure and
concentration of the isoforms of a gene for RNA-Seq using paired-end reads. This
work also provides a framework to state whether the isoforms of a gene can be
inferred from paired-end reads or not. We also developed a novel method to
predict isoform specific GO functions. Moreover, we described a novel statistical
analysis of Alternative Splicing events based on bootstrap. This statistical analysis
can be augmented with a protein domain enrichment analysis that aims to
explain the functional impact of alternative splicing. Finally, we developed a
novel algorithm that performs an enriched analysis based on the PoissonBinomial distribution that avoids the biases introduced by the Fisher’s exact test
and is faster than the state-of-the-art algorithms. All the outcomes of these
studies are available at public repositories.
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1.1 Introduction to Alternative Splicing
The biological process that transforms genome information to functional
proteins can be split into two main steps: transcription and translation. After
transcription, a single-stranded pre-mRNA is obtained. This immature molecule
goes through several post-transcriptional processes before becoming a mature
mRNA.
Constitutive Splicing is a post-transcriptional process that removes noncoding regions –introns– of the pre-mRNA and bound the remaining coding
regions –exons–. Unlike this one, alternative splicing (AS) is the mechanism by
which a single pre-mRNA can originate different mature mRNAs –called isoforms
or transcripts– by including or excluding different combinations of exons and
introns [1–4]. Thus, AS plays a key role in genetic diversity, as a wide variety of
proteins are produced from the same pre-mRNA fragment (Figure 1.1).
Current ENSEMBL annotation provides an average of around 10 transcripts
per coding gene. This annotation states that the transcriptome includes more
than 200,000 transcripts and that over 90% of human genes contain two or more
different transcripts [5–8].

Figure 1.1. Overview of alternative splicing. Source: © 2014 National Human Genome Research
Institute. All rights reserved.

The local differences among the isoforms of the same gene are called
alternative splicing events. They have been classified into seven canonical types
as depicted in Figure 1.2: cassette exon (CE), intron retention (RI), alternative 5'
3
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splice site (A5'), alternative 3' splice site (A3'), mutually exclusive exon (ME),
alternative first (AF), and alternative last (AL). Strictly speaking, AF and AL are not
splicing events since they occur in the transcription process, not in the
maturation of the pre-mRNA. Nevertheless, with a certain abuse of notation,
they will be included here as splicing events since the bioinformatics study is
similar to the “real” splicing events.

Figure 1.2. Types of AS events. Cassette exon occurs when a specific exon is missed. Retained intron
represents isoforms that keep an intron as part of the mRNA. Alternative 5’ and 3’ events describe
different splicing start or end sites of exons. Alternative first and last events describe different
recognitions of the 5’ capping and poly-A tails, respectively. Mutually exclusive exons occur in pairs
of exons in which only one is maintained in the mRNA, but not both.

The most common type of AS event is cassette exon that represents 30-40%
of the cases [9]. In this type of event, a specific exon is missed in the final mRNA.
Retained intron represents transcripts that keep an intron as part of the mRNA.
Alternative 3’ and 5’ splice site events describe different splicing start or end sites
of exons. Mutually exclusive AS event describes a pair of exons which only one
can be kept in the mRNA. Finally, alternative first and last events describe
different recognitions of the 5’ capping and poly-A tails, respectively. There are
more types of AS events –such as a double exon skipping– that in this work are
referred to as complex, as they do not match the canonical types.
4
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1.2 Regulation of alternative splicing
AS is regulated by the spliceosome, a complex ribonucleoprotein (RNP)
composed mainly of 5 smalls nuclear RNAs (snRNA) –U1, U2, U4, U5, and U6–,
and other protein complexes. It is assembled as the splicing is performed. It is a
dynamic and flexible macromolecule that catalyses the splicing process.
The spliceosome recognizes the boundaries of introns by different nucleotide
sequences. Firstly, the U1 subunit recognizes the 5’ss creating the complex E.
This interaction is weak and is stabilized by other factors such as SR proteins [10].
Likewise, U2 snRNA recognizes the adenosine branch point located 18 to 40
nucleotides upstream of the 3’ss [11] rating complex A. Thus, splicing sites are
recognized by the interaction of U1 and U2 snRNPs. Then U1 and U2 undergo a
rearrangement that brings the 5’ss and 3’ss points close together. Subsequently,
the remaining subunits (U4, U5, and U6) are brought together as a tri-snRNP
complex, generating the pre-catalytic spliceosome (complex B). Then, complex B
becomes functional by releasing subunits U1 and U4 which catalyses the first
splicing reaction: the intron is cut at the 5’ss and binds forming a loop-like
structure known as lariat. Finally, complex C cuts the 3’end of the intron and
binds both free exons by a transesterification reaction [11] (Figure 1.3).
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Figure 1.3. Description of splicing process. Figure taken from [11]. © 2011 Cold Spring Harbor
Laboratory Press. All rights reserved.

Describing the mechanism that regulates splicing remains a challenge. Its
regulation is a combination of cis-acting and trans-acting elements [12]. Cisacting elements are often referred to as splicing regulatory elements (SREs). They
represent binding motifs for the trans-acting elements. The trans-acting
regulatory elements are proteins that interact with the pre-mRNA modulating
the spliceosome assembly and therefore the splicing process. Most of these
regulatory elements are called RNA binding proteins (RBPs).
In the human species we can identify more than 1500 RBPs. Not all their
functions are known. Some of these consist of the regulation of essential
activities and have a great impact on RNA metabolism [13][14]. RBPs that
regulate alternative splicing are known as splicing factors (SF). These RBPs mainly
include serine/arginine-rich (SR) proteins and heterogeneous nuclear
ribonucleoproteins (hnRNPs)[15].
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1.2.1 Prediction of specific regulator of Splicing
There are different experimental approaches to characterize the mechanism
of RBPs such as cross-linking immunoprecipitation (CLIP) or photo activated
ribonucleoside-enhanced CLIP (PAR-CLIP) [16]. In both cases, a CLIP experiment
targets a specific RBP, which in many cases is unknown. Therefore, a
methodology to predict which is the active RBP that is regulating splicing would
ease the selection of the specific candidate to be targeted in a CLIP experiment.
Using data curated from several CLIP experiments enables to infer which RBP
is driving splicing [17]. The methodology depicted in [17] integrates and
normalize four CLIP databases POSTAR2 [18], CLIPdb [19], DoRiNA [20] and
StarBase [21]. This approach performs an enrichment analysis based on the
Fisher’s exact test, which estimates the potential splicing factors that conduct
splicing.
This enrichment analysis requires the uniformity assumption, which supposes
that the probability of a splicing event being regulated by an RBP is constant. This
assumption is not very accurate, as there are splicing regions that are prone to
be regulated by several RBPs and, on the other hand, there are RBPs that
regulate many genes. This lack of uniformity introduces bias in the Fisher’s test
that can be ameliorated using the Poisson-Binomial (PB) distribution instead of
the hypergeometric distribution.
However, an enrichment analysis based on the PB distribution requires more
computational time due to its complexity. There are different algorithms that
base its enrichment analysis on this distribution such as Discover [22], an
algorithm to detect mutual exclusivity and co-occurrence of somatic alterations
in cancer. In chapter 5 a new approach that outperforms the Discover algorithm
in terms of speed keeping the same accuracy is discussed.
1.3 RNA-Sequencing in Alternative Splicing
RNA-Sequencing (RNA-Seq) is the method of choice to analyse Alternative
Splicing. One of its aims consists of inferring the structure and concentration of
the isoforms of a gene. This process is usually called the deconvolution problem.
RNA-Seq pre-analysis. RNA-Seq is performed –for second-generation
sequencers– in three steps: i) experimental design and library preparation, ii)
amplification, and iii) sequencing. There are several technologies to carry out
these steps [23]. Briefly, from a sample, small random fragments of the target
molecule –either RNA or DNA– are obtained. Replicates of these fragments are
7
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obtained in the amplification step. Finally, the sequence of nucleotides of one or
both ends of the fragment is achieved. In the experimental design and library
preparation step several characteristics of the reads must be stated: the type of
library (single or paired end), the length of the fragments, and the sequencing
depth.
Reads obtained can be mapped either to a transcriptome or a genome
reference. The former will allow inferring which transcripts are expressed and
the latter will also grant the discovery of novel transcripts –i.e., isoforms not
annotated to the transcriptome [24].
Mapping reads to a genome. Mapping read to a reference genome has the
potential to find novel transcripts. In this context, the most common aligners are
STAR [25], HISAT2 [26], and TopHAT [27]. Once reads are mapped, different
methods –such as Cufflinks [28] or StringTie [29]– assemble the transcriptome
and quantify the transcripts. This process is usually called the deconvolution
problem. In the assembly step, these methods are able to discover novel
transcripts. These novel transcripts might be biomarkers or even drivers of a
specific disease. Nevertheless, this pipeline has also drawbacks: the
computational burden is much larger, is difficult to jointly analyse data from
disparate experiments, and the accuracy of the structure predicted transcripts is
far from perfect.
Mapping reads to a transcriptome. Reads can also be mapped to a reference
transcriptome –e.g. Bowtie2 [30]–. Mapping to the transcriptome is faster and
less computational demanding but it does not let the discovery of novel
transcripts. On the positive side, split-reads can be more easily mapped using
these algorithms and also easier to jointly analyse experiments from different
labs. There are several methods that quantify transcripts in this context: RSEM
[31], eXpress [32], and SailFish [33] among others.
Pseudo-mapping reads to a transcriptome. Both steps –alignment and
quantification– are time and memory demanding. There are aligners and
quantifiers that are less computational demanding with the counterpart of
decreasing the accuracy of the estimations [34]. Pseudo-aligners approaches –
such as Kallisto [34] or Salmon [35]– pseudo-map the reads to a reference
transcriptome and estimate its corresponding abundance in a single step. These
methods are less time and memory consuming and have high accuracy in the
abundance estimates. Further, these pseudo-aligners –both Kallisto and Salmon–
have an option to provide bootstrap estimations of the isoform expression. This
bootstrap information can be used to distinguish the technical and the biological
8

1.4 Functional Impact of Alternative Splicing

variance of the expression of each isoform, which can be useful for downstream
applications of RNA-Seq [34].
Accuracy of the deconvolution problem. The accuracy of the methods that
solve the deconvolution problem depends on several features: the complexity of
the gene (number of isoforms), the read and fragment length, and the library
type. For example, long fragment lengths can relate splicing events that are far
apart within the gene but short transcripts –whose length is smaller than the
minimum fragment length– will not be sequenced because they are depleted in
the library preparation. In fact, the accuracy of these methods is still a challenge:
the best deconvolution methods cannot achieve both sensitivities and
specificities below 50%. i.e., less than 50% of expressed isoforms in a simulation
are discovered and less than 50% of the predicted isoforms are correct [36].
There are some theoretical results that state the condition on solving this
problem for microarrays and RNA-Seq using single-end reads [37]. Stating the
optimal average fragment length using paired-end reads is not straightforward.
In chapter 2 is discussed how read and fragment length of paired-end reads affect
the accuracy of the deconvolution problem. It is also discussed the potential
profit of combining several libraries to reconstruct the transcriptome.
1.4 Functional Impact of Alternative Splicing
As explained above, AS generates functional diversity in genes, but the
specific functions of each individual isoform are not annotated. A large number
of sporadic splicing events might produce alternative isoforms lowly expressed
that may be non-functional noise in the transcription process [38–40]. On the
other hand, other studies experimentally validate that different isoforms
originated may have distinct or even opposite functions [41,42].
AS is known to be related to different diseases including cancer. Aberrant AS
leads to the presence of atypical mRNA that might yield to non-functional
proteins [39][40] or even to aberrant proteins [41][42]. For example, it is known
that the two transcripts produced by the gene ITSNA (ITSNA1-L and ITSN1-S)
perform an opposite function in glioma progression [43].
Multiple algorithms to predict gene functions based on functional ontologies
have been developed [44], by using different machine learning techniques [45–
50]. Nevertheless, these methods do not distinguish between different gene
products for a single gene. On the other hand, other methods have been
developed to predict biological functions at the isoform-level. These approaches
9
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are mainly based on the protein structure (3D model [51,52] or domains [53]),
amino acid sequence, and expression [4, 29–31] to associate GO functions to
each isoform.
Surprisingly, none of the previous algorithms combined RNA expression with
structural information. In Chapter 3 is depicted a new method that combines
isoform expression with protein domains information to predict the probability
of an isoform to perform a given GO function.
1.5 Statistical Analysis of Splicing Events
Differential expression of Alternative Splicing can be divided into two main
families: the first approach relies on the differential expression of the isoforms.
These methods infer the expression of the isoforms and then compare their
values between the conditions under study (e.g., Sleuth [57], or CuffDiff [58]).
The second group of method analyse AS events (EventPointer [3][59], rMATS
[60], SUPPA2 [61] or MAJIQ [62]). These methods can also be split into other two
groups [63]: those that find novel events and those that focus on the known ones.
The formers are based on aligners that map reads against the genome and thus
can discover novel splicing events. The later ones –such as SUPPA2– use a
reference transcriptome and the isoform concentrations (provided by pseudo
aligners such as Kallisto [34] or Salmon [35]) to find out and quantify splicing
events.
Most of these methods quantify the splicing events in terms of the
“proportion spliced-in” (PSI or Y) and its statistical analysis relies on the
increment of PSI (DY) between conditions.
An accurate estimation of Y and therefore, of DY is an active field of research.
The lack of uniformity of RNA sequencing (a hypothesis shared by many of the
methods), the tiny differences of the corresponding isoforms (a few nucleotides
in the alternative 3’ site for instance), or the lack of expression of the studied
gene, make its study a challenging problem.
Several methods estimate the Y value relying on individual events [60][64].
On the other hand, SUPPA2 takes into account all the events genome-wide to
estimate the value of Y. I.e., it estimates the significance of the DY considering
the distribution of the expression of the events with similar transcript abundance.
1.5.1 EventPointer
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EventPointer (EP) is an R package that identifies and statistically analyses
alternative splicing events either from microarray and RNA-Seq data. EP creates
a splicing graph (SG) that represents the structure of the different isoforms of a
gene. Then, given the SG, EP identifies and classifies AS events. Once the AS
events are identified and quantified, EP performs a statistical analysis obtaining
the significance of each event.
Briefly, EP for RNA-Seq relies on the SGSeq package [65] to build the SG from
reads mapped to the genome. Thus, this version of EP can discover novel splicing
events. For more details of EP algorithm see [59] and [3].
As depicted above, the variance of isoform expression can be accurately
inferred leveraging bootstrap data offered by pseudo-aligners. In the same way,
this information can be harnessed to infer the variance of the Y value. Thus, a
novel algorithm based on a bootstrap-based statistical method has been
implemented into EP. This new version of EP identifies and states the statistical
significance of known events using either Kallisto or Salmon pseudo-aligners.
Further, it also implements a protein domain enrichment analysis to predict
functional consequences of the splicing and finally, it also includes the option to
design primers and probes for RT-PCR validation (either TaqMan, SYBR-green, or
semiquantitative). This is discussed in more depth in Chapter 4.
1.6 Objective of this Thesis
i.

Development of a method to select the optimal read-fragment length
combination to infer the structure and concentration of the isoforms
of a gene for RNA-Seq using paired-end reads.

ii.

Development of a method to predict the GO functions of individual
isoforms.

iii.

Development of a novel statistical analysis of Alternative Splicing
events based on bootstrap more accurate than state-of-the-art
algorithms.

iv.

Implementation of a protein domain enrichment analysis to predict
the functional impact of alternative splicing.

v.

Development of an algorithm to automatically design primers and
probes for RT-PCR validation (either TaqMan, SYBR-green, or
semiquantitative).
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vi.

Development of a novel algorithm that performs an enriched analysis
based on the Poisson-Binomial approach faster than the state-of-theart algorithms.

1.7 Outline of this thesis
This thesis memory is organized by articles as follows:
i.

CHAPTER 2. Article published by Juan A. Ferrer-Bonsoms et al., 2022
(Bioinformatics). This chapter depicts a method to select the optimal
fragment length to improve the number of identifiable genes. Further,
it is also discussed the potential profit of combining several libraries
to reconstruct the transcriptome.

ii.

CHAPTER 3. Article published by Juan A. Ferrer-Bonsoms et al., 2020
(Scientific Reports). This chapter describes a novel approach to
predict isoform specific function based on transcript expression and
protein domains.

iii.

CHAPTER 4. Article under revision by Juan A. Ferrer-Bonsoms et al,
(NAR Genomics and Bioinformatics). This chapters shows a statistical
analysis of alternative splicing events based on bootstrap techniques.
It also implements a novel method to analyse the biological impact of
AS based on a protein domain enrichment analysis. Further, this
chapter also includes the description of an algorithm that
automatically design primers and probes for RT-PCR validation.

iv.

CHAPTER 5. Article published by Juan A. Ferrer-Bonsoms et al, 2022
(Bioinformatics). This chapter shows a novel method to perform an
enriched analysis based on the Poisson-Binomial distribution.

v.

CHAPTER 6. The methods, results obtained and future lines of this
thesis are discussed.

vi.

APPENDICES A, B, C, D and E: These 5 appendices include the
supplementary material for chapters 2, 3, 4, and 5 respectively.

vii.

APPENDIX F: This appendix enumerates the articles published during
this PhD.
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Chapter 2
On the identifiability of the isoform
deconvolution problem: application
to select the proper fragment length
in an RNAseq library

This chapter was published in:
Ferrer-Bonsoms, J. A., Morales, X., Afshar, P. T., Wong, W. H., & Rubio, A.
(2022). On the identifiability of the isoform deconvolution problem: application
to select the proper fragment length in an RNAseq library. Bioinformatics.
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2.1 Abstract

2.1 Abstract
Motivation: Isoform deconvolution is an NP-hard problem. The accuracy of
the proposed solutions is far from perfect. At present, it is not known if gene
structure and isoform concentration can be uniquely inferred given paired-end
reads, and there is no objective method to select the fragment length to improve
the number of identifiable genes. Different pieces of evidence suggest that the
optimal fragment length is gene-dependent, stressing the need for a method that
selects the fragment length according to a reasonable trade-off across all the
genes in the whole genome.
Results: A gene is considered to be identifiable if it is possible to get both the
structure and concentration of its transcripts univocally. Here, we present a
method to state the identifiability of this deconvolution problem. Assuming a
given transcriptome and that the coverage is sufficient to interrogate all junction
reads of the transcripts, this method states whether or not a gene is identifiable
given the read length and fragment length distribution.
Applying this method using different read and fragment length combinations,
the optimal average fragment length for the human transcriptome is around 400600nt for coding genes and 150-200nt for long non-coding RNAs. The optimal
read length is the largest one that fits in the fragment length. It is also discussed
the potential profit of combining several libraries to reconstruct the
transcriptome. Combining two libraries of very different fragment lengths results
in a significant improvement in gene identifiability.
2.2 Introduction
RNA-seq has been the method of choice to study the alternative splicing and,
specifically, to infer the structure and concentration of different isoforms in a
given condition. The deconvolution problem, i.e. inferring the structure and
estimating the concentration of the predicted isoforms has shown to be an NPhard problem [66]. In [67] and [36], it is stated that the best deconvolution
methods cannot achieve both sensitivities and specificities below 50%. This
means that less than 50% of expressed isoforms in a simulation are discovered
and less than 50% of the predicted isoforms are correct. Real datasets are even
more challenging and much harder to predict than simulated datasets. Besides,
most of the true predictions arise from genes with only one or two isoforms (and
therefore easier to deconvolve). As a result, the overall picture hides the inherent
difficulties to deconvolve complex genes and the scientific community is
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switching to develop algorithms that successfully exploit their large read-lengths
from new generation sequencers. See for example [68] for a review.
To our knowledge, there is no method to state if the information from secondgeneration RNA-seq paired-end reads is sufficient to identify the structure of a
gene. Intuitively, it depends on the structure of the gene (a gene with two
transcripts is more likely to be uniquely deconvolved than a gene with many) but
it also depends on the read length, paired-end information, and the fragment
length distribution. As a consequence, it is difficult to state how to optimize the
whole process –specifically how to select the optimum fragment length– to
perform the deconvolution. Longer fragment lengths can relate splicing events
that are far apart in the gene but short transcripts –whose length is smaller than
the minimum fragment length– will not be sequenced because they are depleted
in the library preparation. Illumina suggests different protocols whose average
fragment length ranges from 180 nt to around 900 nt. In these libraries, the
standard deviation of the fragment length increases with the average fragment
length of the library.
There are some previous theoretical results on solving the concentration
estimation problem, i.e. given the structure of the isoforms and the (paired-end)
reads identify the conditions to have a unique estimate of the concentration of
transcripts. In [37], these conditions were stated for both microarrays and RNAseq using single-end reads. Later on, [69] identified sufficient statistics for the
concentration estimation problem using either single-end reads or paired-end
reads assuming a Poisson model for the reads. The sufficient statistics for singleend reads can be obtained by summing up the reads mapped to the same set of
transcripts. This number is reasonably small and does not depend on the depth
of the coverage. In the case of paired-end reads, sufficient statistics depend on
the distribution of the fragment length, and therefore, almost every paired-end
read provides a small and different piece of information for the estimation
problem, and therefore, the number of sufficient statistics increases with the
number of reads.
In this work, we will relax the condition of “sufficient statistics” so that they
do not depend on the depth of the sequencing by grouping the reads that provide
similar information. Also, we will assume that the transcript start and
termination sites are known, given the inherent difficulties in finding out the
specific positions using RNA-Seq data. There are other sequencing technologies
(such as ATAC-seq, CAGE, polyA) that are more suitable and accurate for this
purpose. For example, [70] suggest using a CAGE experiment to identify the start
sites. Under these assumptions, we will develop a method to state whether or
16
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not a gene is identifiable given the read length and fragment length distribution.
We have applied this approach to the whole genome for different read-lengths
and fragment lengths and provided an optimal fragment length to perform the
analysis.
Finally, we discuss to what extent using several libraries helps the
transcriptome deconvolution. Indeed, this is the case: using multiple libraries
makes identifiable genes that are not identifiable using a single library. Best
results are obtained by combining libraries with very different fragment lengths.
2.3 Methods
We have developed a method to check the identifiability of paired-ended
RNA-seq. This method has several underlying hypotheses:
(1) Sequencing (i.e. the number of reads) is sufficiently deep to include all
the potential junction reads of any of the transcripts of a gene.
(2) The transcript start and end sites are known beforehand. There can be
several start and end sites for each gene.
(3) All the reads have the same length.
(4) The fragment length follows a known distribution.
Before describing the algorithm, we will define some concepts used here. We
define a subexon as a non-overlapping genome region that belongs to the same
set of transcripts. Subexons are mutually exclusive, i.e. there is no overlap
between different subexons. Exons are split into subexons either when there is
a starting/ending overlap position with another exon or there is a start or
termination site. Our method assumes that it is possible to infer the subexons of
all the transcripts using the junction reads. This assumption requires the
coverage to be deep enough to include all these possible junctions. Following [70]
and [66] we define a bin as the sorted sequence of subexons that can be
interrogated by a single read of a given length.
Given the bins, it is possible to build the bin-graph which extends the splicing
graph concept [71]. In this graph, the nodes are the bins. Two bins are connected
by an edge if they are optimally compatible. Two bins are compatible if they
share one or a sequence of subexons in the 3’ and 5’ extremes. Two compatible
bins are optimally compatible –and thus, connected by an edge– if there are no
other pairs of bins with a larger sequence of nucleotides in the shared subexons.
17
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Figure 2.1A shows the transcript structure of a gene with its corresponding
splicing graph (Figure 2.1B). The nodes in the splicing graph are subexons. Two
nodes in the splicing graph are connected if they are adjacent in at least one
transcript. Figure 2.1C shows the bin graph. The bins have been computed using
a read length of 75nt and 114nt for Figure 2.1D. Given this read length, some
reads span subexons 19, 20, and 21. Bins are connected by an edge if they are
optimally compatible, i.e. there are no other pair of bins with larger overlap.

Figure 2.1. (A) Transcripts or structure of C1orf174 gene from which is built the Splicing graph (B)
where the nodes depict the subexons (and its size in nucleotides). Given the bins –sorted sequence
of subexons that can be interrogated by a single read of a given length– it can be built the bin graph
(C) corresponding to the Splicing graph and a read length of 75 bp. (D) shows the bin graph
corresponding to the same Splicing graph with a read length of 114 nt. In both bin graphs –(C) and
(D)– the nodes are the bins. Two bins are connected by an edge if they are optimally compatible.
Two bins are compatible if they share one or a sequence of subexons in the 3’ and 5’ extremes. Two
compatible bins are optimally compatible –and thus, connected by an edge– if there are no other
pairs of bins with a larger sequence of nucleotides in the shared subexons. In this last case, the reads
can deconvolve the structures since the three paths for start to end nodes coincide with the
transcripts. Start and end nodes are shown in green and red in both Splicing and Bin graphs.

For example, bins 19:20 and 19:20:21 are compatible and bins 5:10 and 10:19
as well. The first pair is optimally compatible and the second is not. The reason
is that bin 10:19 is also compatible with bins 5:10, 10, and 8:10. A read mapped
to the junction between exons 10 and 19 is strictly closer to a read mapped to
exon 10 (the shared subexon be-tween the pairs) than to reads mapped to the
junctions between exons 5 and 10 or 8 and 10. Therefore, bin 10:19 is connected
only to bin 10. A similar concept is used in [66].
18
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It is important to underline that the bin graph depends on the read length:
larger reads span more exons and therefore, the bins (and hence the bin graph)
are different. Figure 2.1C and Figure 2.1D illustrate this difference. This is not the
case for splicing graphs. On the other hand, the bin graph does not include
paired-end information: this information will be used later on in the algorithm.
The bin graph does not change if using different fragment lengths, single or
paired-end sequencing.
Any transcript compatible with the splicing graph (or the bin graph) is a path
in the graph that starts in any of the start nodes and ends at any of the end nodes.
The number of potential isoforms of a gene given the splicing or the bin graph is,
therefore, the number of paths that fulfill this condition. The bin graph is more
informative than the splicing graph: the number of potential paths is equal or
smaller using the bin graph than using the splicing graph. Depending on read
length, the bin graph can resolve/deconvolve some consecutive splicing events.
In the particular example shown in Figure 2.1B and Figure 2.1C, both the bin and
the splicing graphs have 4 potential paths that link starting subexon 1 and
termination subexon 21. In the real gene, the potential isoform
(1:5:8:10:15:19:20:21) does not appear and neither the splicing nor the bin graph
with 75nt can discard it. However, increasing the read length to 114nt suffices to
deconvolve the gene using the bin graph (Figure 2.1D).
In the library preparation, after the fragmentation of DNA, both small and
large fragments are depleted from the mixture according to a target library size.
In single-end reads, only one side of the fragment is sequenced. In paired-end
sequencing, both sides of the fragment are sequenced and related to each other.
In the case of single-end reads, our model assumes that the number of reads
mapped to each bin is proportional to the sum of the concentrations of the
transcripts that include the bin and the bin effective length (i.e. the different
number of position/base-pairs where the reads can be mapped inside the bin, so
that it overlaps with all subexons in the bin).
For paired-end reads, the model considers that the number of paired-end
reads mapped to each pair of bins (one end to one bin and its mate to the same
or another bin) is proportional to the concentration of the transcripts that
include both bins and the effective length of the pair of bins (m). This value, m,
is the number of positions where these two reads can be mapped to both bins
given a fragment length. This value m depends on the read length, the fragment
length, the size of the bins, and the distance between the bins for each transcript
candidate. Assuming a constant fragment length distribution, m is the number of
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possible starting positions so that both reads overlap with all subexons in their
corresponding bin. For a general distribution of fragment lengths, the
computation of m involves the convolution of the fragment length distribution
with the computed effective lengths. Incidentally, if the value of the fragment
length distribution is a delta impulse located at the read length, i.e. both reads
are identical, this model is equivalent to single-end read sequencing with a
fragment length equal to the read length.
The value m depends on the fragment length: two bins far apart in the gene
will have a zero value for m unless the fragment length is sufficiently large. If the
fragment length distribution includes only short fragments, the corresponding
value of m will be close to zero in these cases. For an extreme case of an isoform
whose length is much smaller than the fragment length, no reads can be mapped
to it the value of m will also be zero. Two read-ends will be mapped to the same
bin only if the size of the bin is larger than the fragment length.
Figure 2.2 shows the four initial bins of the transcripts that skip bin 8 (intron
corresponding to exon 8 is not retained in Figure 2.1A). Let us consider that both
reads are mapped to bin 1. There are 449 possible positions and thus the m value
for this bin in these transcripts is 449. If one read is mapped to bin 1 and the
other to bin 1|5 (mapped to the junction between exon 1 and 5), the number of
possible positions (m)is 74 nt. This computation can be done to each of the binpairs. For example, there are only 11 possible positions for a paired-read with
one mate mapped to 1|5 and the other to 5|10.
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Figure 2.2. A) Transcript structure of C1orf174 gene. The transcript that skips subexon 8 is shaded.
B) Corresponding bin graph for a read length of 75 nt. Bins that correspond to a path in the graph
that skips subexon 8 –1, 5, and 10– are shown in different tones of blue. C) Corresponding bin graph
for bins 1, 5, and 10. D) Descriptive picture of how the equivalent length of the combinations of
these 5 bins is computed –it will correspond to the transcripts candidates that skip subexon 8.
Assuming read and fragment lengths of 75 and 500 bp respectively, the equivalent length of bin
pair (1,1) is 449 bp, of bin pair (1,1:5) is 74 bp, of bin pair (1,5) is 350 bp, and so on.
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Given all these considerations, the following generalized linear model can be
built,
𝐌𝜽~𝐲,

(Eq. 2.1)

where M is an i x j matrix, where i is the number of possible pairs of bins
(combinations with repetition of b elements taken by two, i.e. b(b+1)/2, where b
is the number of bins) and j is the number of paths from the start to the end node
in the bin graph. Each of the entries mij in matrix M is the effective length of the
pair of bins i in the potential transcript j. The expected value of 𝜽 is a nonnegative vector whose entries are the concentrations of all potential isoforms
(paths) given the bin graph and, finally, y is the number of reads mapped to the
corresponding pair of bins from M. Equation (2.1) can be used also to estimate
the concentrations of the transcripts by a general linear model using either a
Poisson or a negative binomial likelihood. Some of the rows of M can be null, for
example, the ones that relate two bins that are far apart in the bin graph (the
distance is much larger than the fragment length) but also the ones that relate
bins that are too close in the bin graph (the distance is much smaller than the
fragment length).
Equation (2.1) will have a unique solution (in terms of minimization of loglikelihood) if the rank of M is maximum by columns. Otherwise, the dimension of
the null space of the M is different from zero and it is possible to have two
different estimated concentrations 𝜽𝒂 and 𝜽𝒃 , so that 𝑴𝜽𝒂 = 𝑴𝜽𝒃 and
therefore, both solutions have identical log-likelihood. If the null space of the M
has dimension one or more, is necessary to use heuristics (usually by inducing
sparsity in the solution) to infer the concentrations. This approach is the one
taken by [72], for example.
To illustrate the construction of M, we will consider the gene in Figure 2.1C
both for single-end reads and paired-end reads. The number of potential
transcripts (number of paths from start to end) is 4 and the number of bins is 15.
In the case of single-end reads, the M matrix has 15 rows (that correspond to
each bin) with not-null elements. The rank of this matrix is 3. Since the rank of
the matrix is smaller than the number of columns, it is not possible to uniquely
predict the structure and concentrations for this gene using single-end 75 nt
reads, no matter how deep the coverage is.
Using 75 bp paired-end reads with fragment lengths that follow a truncated
normal distribution from 300 bp ± 100 bp, the number of rows of M is 120, its
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rank is 4, and, therefore, this gene can be deconvolved using paired-end reads.
Ideally, the estimated concentration of the fourth candidate transcript not
included in the gene (the path that links exons 1, 5, 10, 19, 21 or bins 1, 1|5,
5, ,5|8, 8, 8|10, 10, 10|15, 15, 15|19, 19, 19|20, 19|20|21) will be zero or very
close to zero.
This method can also be extended to include two libraries with different
fragment lengths on the same sample. These two libraries may have (and usually
do have) different depths of sequencing. If there are 2 libraries, equation (2.1)
can be applied to each of the libraries:
𝐌𝟏 𝜽𝟏 ~𝐲 𝟏 , 𝐌𝟐 𝜽𝟐 ~𝐲 𝟐 .

(Eq. 2.2)

Where 𝐌𝟏 and 𝐌𝟐 , are the corresponding matrices for each fragment length.
𝜽 and 𝜽𝟐 are the corresponding estimates of the concentrations using both
libraries.
𝟏

To integrate both estimates, it can be considered that both estimates are
related by the ratio of the sequencing depth of both libraries, i.e. 𝜽𝟐 = 𝛼𝜽𝟏
where 𝛼 is the ratio of the size between both libraries. This problem can be
solved by binding matrices by rows and then solving the previous generalized
linear model and equation (2.2) converts into
𝟏
𝒚𝟏
. 𝑴 𝟐 1 𝜽~ 2 𝟐 4.
𝛼𝑴
𝒚

(Eq. 2.3)

The rank of the augmented matrix [𝐌𝟏 α𝐌𝟐 ]% will be larger or equal to the
rank of each of the matrices and therefore, in some cases, this strategy can
deconvolve genes that are non-identifiable using a single library. The value of 𝛼
could also be considered a parameter of the maximum likelihood optimization
problem and computed on a gene by gene basis.
2.4 Results
We run our algorithm on the human transcriptome using different readlengths and fragment length distributions. We used Gencode 38 (based on hg38)
with a total of 60,619 genes. To speed up the computation of the M matrix, we
used 11 different lengths for every fragment length distribution (spanning the
average length minus four standard deviations to the average fragment length
plus four standard deviations) instead of using the convolution for every single
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position. We computed the rank of the M matrix for each selection of read length
and fragment distribution. If the rank of M is equal to the number of potential
transcripts (i.e. number of paths for starting nodes to ending nodes of the bin
graph) then the gene is identifiable and thus, the concentration and structure of
the gene can be inferred from the reads. Even in the case of non-identifiable
genes, some heuristics can be used to infer the structure of the gene (mainly
sparsity of the solution). These heuristics can be more effective if the rank of M
is close to the number of paths in the bin graph. Instead of dividing the genes
into two classes, –identifiable and non-identifiable genes– we have computed
the ratio between the rank of M and the number of potential transcripts. If this
ratio is one, the gene is identifiable. If it is not, a value close to one is indicative
that heuristics could be used to guess the real structure.
Coding genes require fragment lengths larger than non-coding genes. Table
2.1 summarizes the percentage of simple genes (number of paths in the splicing
graph equal or below four) and complex genes (number of paths in the splicing
graph above four) that are identifiable using different read and fragment lengths.
In this table, the standard deviation of the selected fragment length is 50. Results
suggest that using a read length of 75bp and fragment length of 150 bp is optimal,
as it detects a larger number of genes with a higher rate of identifiability.
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Table 2.1. Whole-genome analysis. Summarized percentage of simple and complex genes that are
identifiable using different read and average fragment lengths. The standard deviation of the
fragment lengths is 50 nt for all the libraries. The last row corresponds to the combination of short
and long libraries. (*) corre-sponds to single-end reads. “i.g.%” stands for the percentage of
identifiable genes. The best overall read-fragment length for simple (75|75), complex (200|400),
and both groups (75|150) are shown in bold-face.
Read - Fragment length
75|75*
75|150
75|400
100|100*
100|200
100|400
150|150*
150|300
150|600
200|200*
200|400
200|500
300|300*
300|600
300|900
100|200-800

Simple
35798 (93.09%)
35519 (92.37%)
26898 (69.95%)
34255 (89.08%)
32191 (83.71%)
26930 (70.03%)
31007 (80.63%)
30018 (78.06%)
19675 (51.16%)
30094 (78.26%)
26995 (70.2%)
23355 (60.73%)
27076 (70.41%)
19780 (51.44%)
12442 (32.35%)
32194 (83.72%)

Complex
937 (4.23%)
3008 (13.57%)
3794 (17.12%)
1388 (6.26%)
3732 (16.84%)
4238 (19.12%)
2446 (11.04%)
4986 (22.5%)
3904 (17.61%)
3433 (15.49%)
5958 (26.88%)
5502 (24.82%)
5367 (24.21%)
5852 (26.4%)
2919 (13.17%)
7193 (32.45%)

i.g.
61%
64%
51%
59%
59%
51%
55%
58%
39%
55%
54%
48%
54%
42%
25%
65%

Table 2.1 shows that even selecting the best read-fragment length pair and
assuming sufficient coverage, the percentage of identifiable complex genes
(genes with more than four potential transcripts in the splicing graph) is below
30%. These genes are precisely the ones for which transcriptome reconstruction
methods are designed: a gene with only one or two transcripts can be easily
reconstructed. This result sheds light on why the sensitivity and specificity of
transcript reconstruction algorithms are far from perfect. Further more, we split
both categories –simple and complex– into different categories relying on the
average length of the transcripts (Table B.1), the average length of the exons
(Table B.2), and the number of subexons (Table B.3 and Table B.4).
In some cases, the experimentalist is interested in a specific gene biotype. We
have performed the same analysis for two different biotypes: lincRNAs and
coding genes (Table 2.2). Results are quite different for them: in lincRNAs, the
optimum fragment length is 300 bp for a read length of 150 bp. Using this
selection, 82.3% of the lincRNAs are identifiable. On the contrary, for coding
genes, the optimum fragment length is 600 bp (for 300nt paired-end reads) and
only 33.91% of the genes can be univocally deconvolved. The fragment length is
larger given that protein-coding genes tend to be longer and more complex.
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Table 2.2. Percentage of lincRNA and coding protein genes that are identifiable using different read
and fragment lengths. The last row corresponds to the combina-tion of short and long libraries. (*)
corresponds to single-end reads. The best read-fragment length for lincRNA (150|300) and protein
coding (300|600) are shown in bold-face.
Read - Fragment length
75|75*
75|150
75|400
100|100*
100|200
100|400
150|150*
150|300
150|600
200|200*
200|400
200|500
300|300*
300|600
300|900
100|200-800

lincRNA
12393 (73.39%)
13359 (79.11%)
12866 (76.19%)
12606 (74.65%)
13644 (80.8%)
13066 (77.37%)
13077 (77.44%)
13898 (82.3%)
9871 (58.45%)
13377 (79.21%)
13634 (80.74%)
12259 (72.59%)
13628 (80.7%)
10461 (61.95%)
5626 (33.32%)
14443 (85.53%)

Protein Coding
3992 (20.01%)
4877 (24.44%)
5442 (27.28%)
4179 (20.95%)
5231 (26.22%)
5665 (28.39%)
4614 (23.13%)
5973 (29.94%)
5528 (27.71%)
5112 (25.62%)
6639 (33.28%)
6472 (32.44%)
6191 (31.03%)
6765 (33.91%)
4599 (23.05%)
7590 (38.04%)

The combination of short and long libraries improves the identifiability.
There is a tradeoff between the length of detectable/identifiable isoforms and
the fragment length: if the fragment length is longer than the isoform length, the
transcript is depleted in the creation of the library and, therefore, the transcript
and thus, the gene are non-identifiable. On the other hand, longer fragment
lengths span more splicing events and can be more informative in
resolving/deconvolving complex genes.
Figure 2.3 shows this trend. Using a read length of 100 bp, we estimated the
identifiability of the genes using different fragment lengths. The intensity of the
color is proportional to the number of genes detected by the specific fragment
length setup. The boxplot shows the dispersion of the ratio of the rank of the M
matrix and the number of paths in its associated splicing graph. The closer are
these values to one, the more genes are identifiable. Most of the genes with 1-3
transcripts are identifiable using any fragment size. As genes become more
complex, the advantage of longer fragment length is more remarkable.
We have also simulated the combination of two different libraries with
different fragment lengths. Best results were obtained by combining short and
long fragment length libraries: long fragment length libraries are best at
identifying complex genes and, at the same time, short fragment length libraries
miss fewer shorter transcripts. As a result, the number of detected genes is
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maximized. The last row of Table 2.1 and Table 2.2 shows the improvement in
terms of identifiable genes using a combination of libraries. This combination
vastly improves the detected gene numbers compared to the single libraries.
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Figure 2.3. Proportion of genes that are identifiable with a read length of 100 bp and different fragment lengths. Longer fragment lengths
work better with more complex genes (more paths from start to end nodes). Shorter fragment lengths work better for shorter genes (no
isoforms depleted in the library preparation). Combining two libraries of short and long fragment lengths provide the best results (red boxplots).
The transparency of the color of the boxplots is proportional to the number of genes.
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Fragment length variance has little impact on identifiability. We simulated
different libraries in which the variance of the fragment lengths was changed.
The effect of the variance of the library has a little overall impact. A very sharp
fragment length distribution can state that some paired-reads unequivocally
belong to an isoform. On the other hand, a broader fragment length distribution
can interrogate shorter transcripts and long-range splicing events. In our
simulations, these two effects balance each other (Table 2.3).
Table 2.3. Summarized percentage of genes that are identifiable using different standard deviation
for the same read and fragment length combination.
Read - Fragment length
100|200
100|200
100|200
100|200
100|200
100|200
100|200
100|200

STD
5
20
50
75
100
150
200
250

i.g.
54%
54%
59%
55%
54%
55%
54%
53%

2.5 Discussion and conclusion
We have proposed a statistical framework to state whether or not a gene can
be resolved using paired-end reads from second-generation sequencing, i.e. with
constant and relatively short read lengths. Both fragment and read length play
an important role in the ability to resolve the transcripts of a gene. Larger read
lengths change the bin graph and diminish the number of potential transcripts.
The effect of fragment length is subtler and depends on gene complexity:
complex genes are better deconvolved using long fragments. However, if
fragment length is too large, shorter transcripts are removed from the library and
thus, missed using this approach.
If the experiment aims to deconvolve isoforms from complex genes (for
example, coding genes), a large fragment length (600-400 bp) is recommended
according to our results. However, in this case, it would be necessary to consider
the loss of base quality produced by long fragments length in pair-end
sequencing [73]. If the experiment focuses on lincRNAs (that tend to be shorter
than coding genes), a smaller fragment length is advisable (200-300 bp).
Nevertheless, is not easy to provide an optimal fragment length for lincRNAs as
the study of these genes is relatively new and therefore its annotation might be
incomplete. The best method would be the Capture Long Seq (CLS) method [74]
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that aims to produce full-length transcript models that describe completely the
features lincRNAs.
We did not find that the specific distribution of the fragment length
(specifically its variance) significantly changed the identifiability of the whole
genome. A fragment length whose distribution has very little variance can be
more likely assigned to specific transcripts. On the other hand, if the fragment
length has a large variance, the fragments span both long and short transcripts.
It seems that both effects cancel each other in whole-genome analysis.
The combination of different libraries improves, at least theoretically, the
ability to deconvolve isoforms. Best results are obtained if two libraries of
extremely different sizes are combined. The combination of short and long reads
can be done using lrCaptureSeq [75]. Simulations show that using several
libraries dramatically improves the confidence intervals for the concentration
estimations in some cases (Figure A.1).
This work illustrates the inherent difficulty of transcriptome reconstruction.
Complex genes with splicing events that occur far apart in the genome are
difficult to deconvolve and require long reads (or at least long fragment lengths)
to resolve their structure. Long reads from third-generation sequencers are
better suited to predict the structure of the genes. However, the number of reads
in short-read sequencers is much larger and provides a better estimation of the
concentrations. Probably, new algorithms will integrate the advantages of both
technologies to fulfill all the needs.
New algorithms are focusing on the detection of splicing events [59,76,77],
regardless of the structure of the gene. Splicing events can be easily detected
and validated using PCR and can be a source of biomarkers with prognostic
potential or even therapeutic response. Again, short-read sequencers are
perfectly suited for this aim. In the case of lincRNA, short-reads seem sufficient
to deconvolve the structure of most of them.
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3.1 Abstract

3.1 Abstract
The advent of RNA-seq technologies has switched the paradigm of genetic
analysis from a genome to a transcriptome-based perspective. Alternative
splicing generates functional diversity in genes, but the precise functions of many
individual isoforms are yet to be elucidated. Gene Ontology was developed to
annotate gene products according to their biological processes, molecular
functions and cellular components. Despite a single gene may have several gene
products, most annotations are not isoform-specific and do not distinguish the
functions of the different proteins originated from a single gene. Several
approaches have tried to automatically annotate ontologies at the isoform level,
but this has shown to be a daunting task.
We have developed ISOGO (ISOform + GO function imputation), a novel
algorithm to predict the function of coding isoforms based on their protein
domains and their correlation of expression along 11,373 cancer patients.
Combining these two sources of information outperforms previous approaches:
it provides an area under precision-recall curve (AUPRC) five times larger than
previous attempts and the median AUROC of assigned functions to genes is 0.82.
We tested ISOGO predictions on some genes with isoform-specific functions
(BRCA1, MADD,VAMP7 and ITSN1) and they were coherent with the literature.
Besides, we examined whether the main isoform of each gene -as predicted by
APPRIS- was the most likely to have the annotated gene functions and it occurs
in 99.4% of the genes. We also evaluated the predictions for isoform-specific
functions provided by the CAFA3 challenge and results were also convincing. To
make these results available to the scientific community, we have deployed a
web
application
to
consult
ISOGO
predictions
(https://biotecnun.unav.es/app/isogo ). Initial data, website link, isoformspecific GO function predictions and R code is available at
https://gitlab.com/icassol/isogo.
3.2 Introduction
Alternative splicing (AS) is a genetic process by which a single pre-mRNA can
originate different mature mRNAs (called isoforms or transcripts) by including or
excluding exons and introns [1–4]. It is estimated that genes have on average 7
transcripts, that the whole transcriptome there are more than 100,000 AS events
[78,79] and that over 90% of human genes contain one or more isoforms [5–8].
From a functional point of view, AS is an intriguing process. Some studies
show that a large number of sporadic splicing events produce alternative
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isoforms lowly expressed, and thus may be non-functional noise in the
transcription process [38–40]. On the other hand, other studies show and
experimentally validate that different isoforms originated by alternative splicing
may have distinct or even opposite functions [41,42]. It is known that AS can
cause cellular abnormalities that lead to diverse genetic diseases. All the
hallmarks of cancer have their counterpart in AS [80–82]. For example, BRCA1 is
a tumor suppressor gene related to breast cancer susceptibility. Its isoform
originated from skipping exon 11 (that includes a RAD51 interaction domain) is
associated with lacking its ability to repair DNA [83]. AS has also been
documented as a factor of the chemoresistance in hematological cancers [84–
86]. These examples illustrate that the study of isoform-specific functions is
essential to better understand cancer.
In past years, multiple algorithms have predicted gene functions based on
functional ontologies, such as the Gene Ontology database (GO) [44] by using
different machine learning techniques [45–50]. These methods are focused on
the gene function predictions [87] and do not distinguish between different gene
products for a single gene.
Recently, some promising attempts have been developed to predict biological
functions at the isoform-level. These approaches are mainly based on the protein
structure (3D model [51,52] or domains [53]), amino acid sequence and
expression [4, 29–31] to associate GO functions to each isoform. Surprisingly,
none of the previous algorithms combined RNA expression with structural
information. In this work, we combine isoform expression with protein domains
to predict the probability of an isoform to perform a given GO function. New
methods to study RNA-seq data measure isoform expression much more reliably
and can be combined with protein domain information (which is annotated at
the isoform level).
In this work, we discovered that the combination of both sources of
information –protein domains and expression correlation– increases five-fold
the precision of the predictions for genes. We compared the performance of the
model with the methodology proposed by Panwar et al. [88], Li et al. [78] and
Eksi et al. [54] because they were similar works to ours from an algorithmic point
of view. ISOGO was tested on some paradigmatic cases (BRCA1, MADD, VAMP7
and ITSN1) and on some GO terms that are annotated at the isoform level taken
from the CAFA3 challenge [89]. In addition, we found that the main isoforms –
predicted by APPRIS [90]– were the ones with largest probability of having the
function of the gene in an overwhelming percentage.
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The final contribution of this proposal is the ISOGO web application
(https://biotecnun.unav.es/app/isogo) which provides a convenient framework
to consult the probability of an isoform to perform a GO term.
3.3 Results
We have developed ISOGO, an inference model that predicts GO functions of
coding genes or isoforms by integrating both expression data and protein
domains. We restricted our predictions to coding regions precisely to use their
protein domains as a source of information.
The underlying reasoning of ISOGO is the following. On the one hand, genes
with similar functions show a higher correlation in expression than genes with
dissimilar functions [91]. ISOGO tests this fact by comparing the correlation of
the expression of an isoform (or a gene) with genes that have or do not have a
particular function using a Wilcoxon test (Correlation method). On the other
hand, protein domains are known to be related to GO functions and, in fact,
Interpro provides a relationship of its domains (or Pfam) with GO functions [92].
In ISOGO, we used a regularized logistic regression to predict GO functions based
on the protein domains annotated to a coding transcript (Domain-based
regression). Both predictions are combined (using another logistic regression) to
infer the function of a specific gene or isoform (Combination method). This way,
an isoform is likely to perform a GO term if its expression is correlated with the
expression of genes annotated to this GO term. If the protein coded by the
isoform includes some specific domains, this prediction will be reinforced.
These predictions must be validated to state their performance. We have
implemented a standard training set/test set procedure to quantify the precision
and sensitivity of the predictions. Figure 3.1 shows a graphical representation of
the proposal. Firstly, the model using gene information is built. This model was
validated on gene functions. Then, this model is applied to predict isoform
functions. The final output is the ISOGO matrix with 5,777 GO terms predictions
for 79,864 coding isoforms. Figures C.1 to C.4 of Supplementary documentation
contains a detailed graphical representation of the procedure to validate and
generate the model.
Isoform expression was collected from [93] where Kallisto was applied to
samples of The Cancer Genome Atlas (TCGA) resulting in 79,864 transcripts and
19,637 genes using 11,373 TCGA samples from 33 different cancer types. We also
tested the algorithm using expression profiles from 200 normal samples from 32
different tissues of 122 donors [94–96] and from the CCLE database (923 cell35
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lines corresponding to 24 cancer types). CCLE expression was also collected from
[93]. Protein domains were obtained from the Pfam protein families database
[97]. Data are available through the repositories cited in the Methods section.

Figure 3.1. Overall proposal. Train and validation are performed with a train and a test set of genes
respectively and the complete prediction model is built with the complete set of genes and finally it
is applied to isoforms data achieving the final ISOGO matrix with [79,864 isoforms x 5,777 GO
terms].

Performance of GO predictions for genes. We evaluated ISOGO performance
at the gene level by means of the Precision-Recall (PR) and the Receiver
Operating Characteristic (ROC) curves. Specifically, we calculated the median of
the area under the receiver operator curve (AUROC), the median of the area
under the precision recall curve (AUPRC) and the number of functions with
perfect performance i.e. AUROC and AUPRC equal to one (Table 3.1). We
compared these results with Panwar et al. [88] that performed a similar approach,
where 2,129 GO terms were predicted with a median AUROC of 0.641 and a
median AUPRC of 0.011. These 2,129 GO functions were annotated to a
minimum of 20 and a maximum of 300 genes. We found an improvement both
in terms of AUROC and AUPRC values (Table 3.1).
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Table 3.1. Overall performance of each method and Panwar et al. [88]. AUROC column shows the
median of the AUROC; AUPRC displays the median of the AUPRC for each method; #perfect column
indicates the number of total functions with perfect performance. AUROC* and AUPRC* columns
show the median of the AUROC and the AUPRC for those GO terms annotated to more than 20 and
less than 300 genes to make a fair comparison with Panwar et al.
Method
Correlation method
Domain-based regression
Combination method
Panwar et al. [88]

AUROC
0.739
0.657
0.816

AUPRC
0.0087
0.0293
0.0414

#perfect
11
147
191

AUROC*
0.733
0.673
0.815
0.641

AUPRC*
0.0122
0.0473
0.0646
0.011

Our results -excluding from this comparison GO terms annotated to less than
20 genes not included in [88]- for the Correlation method outperform this
method in terms of AUROC (0.733 vs 0.641) whereas in AUPRC both methods
have similar performance (0.012 vs 0.011). Li et al. [78] also uses expression to
build the model and its AUROC is similar both to ISOGO and Panwar ones (mean
AUROC of 0.67, Figure C.5 and C.6).
For the Combination method, both the AUROC (0.816 vs 0.641) and, especially,
the AUPRC (0.0646 vs 0.011) outpace Panwar’s results. The integration of both
sources of information is the most important reason why ISOGO provides better
predictions than previous approaches.
Correlation method outperforms Domain-based regression in terms of AUROC.
On the contrary, Domain-based regression betters Correlation method if AUPRC
is considered. Domain-based regression is better to avoid false positives, i.e. it
can be very precise for low values of recall. Correlation method provides better
precision than Domain-based regression for large values of recall (Figure C.7). In
addition, Domain-based regression is able to perfectly predict 147 GO terms. For
these genes, the presence of some domains is sufficient to state univocally their
functions. Correlation method achieves this perfect performance only for 11
genes. The Combination method outperforms them in all the three aspects
(AUROC value of 0.816, AUPRC value of 0.0414 and 191 GO terms with perfect
performance).
Colored boxplots in Figure 3.2 and Figure 3.3 show a comparison based on
AUROC and AUPRC of the three methods, grouped by number of annotated
genes per category – [10,20], (20, 27], (27, 40], (40, 64], (64, 114] and (114, 300]
–. The number of genes for each bin is taken from [88] to ease the comparison
with this reference. In both Figure 3.2 and Figure 3.3, black boxplots show the
result of Panwar et al [88] proposal. The Combination method outperforms both
the Correlation and the Domain-based regression methods for any GO category
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size. The Correlation method also outperforms Domain-based regression for any
category size in terms of AUROC.

Figure 3.2. AUROC comparison, depending on the number of genes per GO term. Blue boxplots
correspond to the Combination method, yellow ones to the Correlation method and grey ones to
the Domain-based regression. Black boxplots correspond to the result in Panwar et. al. A dotted
black line is included to show the baseline for a random classifier (AUROC = 0.5).
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Figure 3.3. AUPRC comparison, depending on the number of genes per GO term. Legend as for
Figure 3.2 (blue boxplots are combination method, yellow ones are Correlation method, grey ones
are Domain-based regression and black ones are the result from Panwar et al.). The dotted black
line represents the AUPRC of a random classifier. This value depends on the number of genes per
category.

We compared the results of applying ISOGO to the three GO ontologies:
cellular component (CC, 509 functions), molecular function (MF, 884 functions)
and biological process (BP, 4384 functions). Table 3.2 shows the median AUROC,
the median AUPRC and the percentage of functions predicted with perfect
performance for each ontology. For all ontologies, the performance of the
methods follows the pattern displayed in Table 3.1: The Correlation method is
better in terms of AUROC than the Domain-based regression but worse in terms
of AUPRC and number of functions with perfect annotations, except for
Molecular Function where Domain-based regression has better AUROC than
Correlation method. The Combination method outperforms either the
Correlation and the Domain-based regression methods in AUROC, AUPRC and
percentage of functions with perfect annotations (Figure C.8 and C.9). Molecular
function predictions are better than biological processes.
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Table 3.2. Overall performance of each method grouped by function ontologies. AUROC columns
show the median of the AUROC. AUPRC columns display the median of the AUPRC for each method.
%perfect column indicate the percentage of functions predicted with perfect performance for each
ontology.
Method

Cellular Component

Molecular Function

Biological Process

AUROC

AUPRC

%perfect

AUROC

AUPRC

%perfect

AUROC

AUPRC

%perfect

Correlation
method

0.785

0.0132

0.39 %

0.727

0.0065

0.22 %

0.737

0.0087

0.15 %

Domainbased
regression

0.685

0.0536

2.94 %

0.749

0.1929

7.91 %

0.640

0.0216

1.41 %

Combination
method

0.864

0.0958

4.91 %

0.881

0.1890

9.62 %

0.801

0.0308

1.85 %

Some of the domains in the Pfam database have unknown functions
(“Domains of Unknown Functions” named DUFxx where xx is a number). We
tested if these domains were used to predict GO terms. In this case, the domain
will probably have a function related with the predicted GO term. In Table C.1 we
have included these domains with their Pfam and Interpro description and the
top 5 GO terms with the most reliable predictions for which they were used as
predictors variables.
Performance of GO predictions for isoforms. Validating isoform predictions
is a challenge as a ground-truth dataset of isoform functional annotations is not
yet available. Even in the few cases where GO terms are annotated to specific
proteins, there is still doubt on whether the experiment focused specifically on
the annotated protein or rather on the family of proteins coded by a gene.
Nevertheless, we propose two approaches to validate the results at an isoformlevel: (i) comparing GO predictions with genes with known isoforms specific
functions and (ii) using other transcript-level information (APPRIS and CAFA3) as
indirect validation sources.
GO predictions for genes with known isoform specific functions. We will
illustrate the performance of ISOGO using some examples from the literature
(genes BRCA1, MADD, VAMP7 and ITSN1) with known isoform-specific activities.
To state whether a gene or isoform is assigned to a GO term or not, we
compared the ISOGO and the expected logits of having the category. We define
the expected logit of having a GO term as the log of the number of genes that are
annotated to the corresponding GO term divided by the number of genes that
do not have the function. In the following figures (Figure 3.4A,Figure 3.4C
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andFigure 3.4E), predicted logits that are larger and smaller than expected are
shown blue and red, respectively.
In the Introduction, we mentioned the paradigmatic case of BRCA1, a tumor
suppressor gene whose alternative splicing is related to functional changes.
BRCA1 is annotated, among others, to GO:1902042 (“negative regulation of
extrinsic apoptotic signaling pathway via death domain receptors”). Isoform
ENST00000357654 indeed has this function [83] and its predicted logit is -2.42
whilst the expected logit is -6.71. On the contrary, ENST00000461574 does not
have this function and the corresponding ISOGO logit is -9.10 (with the same
expected logit). We tested the predictions of either of the isoforms for the
opposite function GO:1902043 (“positive regulation of extrinsic apoptotic
signaling pathway via death domain receptors”) whose expected logit is -7.17.
The predicted logits are -8.87 and -9.10. Therefore, ISOGO correctly predicts the
GO:1902042 for the first isoform (as known by literature) to be more likely and
the low likelihood of its opposite function is also coherent. Interestingly, neither
of these GO terms were predicted as likely for the second isoform. Figure 3.4A
shows a heatmap of the difference between the ISOGO and the expected logits
for the splice variants of BRCA1 in apoptosis-related functions. In this image,
larger values are represented in blue and smaller values in red. Figure 3.4B shows
the structure and position of protein domains for all the splice variants of BRCA1.
In this image, it can be shown that isoform ENST00000461574, is much shorter
than ENST00000357654 and does not include many of its protein domains. Figure
3.4A includes several GO functions related to apoptosis. The description of these
functions, as well as the ones displayed in the other panels, are included in Table
C.2.
The MAP Kinase Activating Death Domain (MADD) gene also changes its
function owing to AS. According to [98], the presence of both exons 13 and 16 is
positively related to apoptosis. These exons have been shaded in Figure 3.4D.
Figure 3.4C shows a heatmap of the difference between the ISOGO and the
expected logits for different GO functions (Table C.2). The estimated logits are
significantly larger in MADD isoforms that include both exons 13 48– exons 2 t
and 16 (all the isoforms from row seventh onwards).
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Figure 3.4. Panels A), C) and E) show heatmaps of the difference between the ISOGO and the
expected logits of an isoform having a function, where larger values are represented in blue and
smaller values in red. The x-axis of each heatmap picture displays the corresponding studied
functions for each gene (Table C.2). The functions are related to apoptosis in the case of BRCA1 and
MADD -panels (A) and (C)- and related to exocytosis and SNARE machinery in the case of VAMP7
(panel E). Annotated and non-annotated functions are marked in green and orange respectively on
the top of each heatmap. Panels B), D) and F) show the isoform structure and position of protein
domains for BRCA1, MADD and VAMP7 respectively. Coding regions are marked in black while 5’

42

3.3 Results
UTR and 3’UTR are colored in grey. Panels (C) and (D) show that isoforms that include both exons
13 and 16 -shaded blue- have larger logit for the GO functions. Panels (E) and (F) show that
alternative splicing in VAMP7 changes the functions of SNARE machinery and exocytosis.

Vesicle Associated Membrane Protein 7 (VAMP7) regulates SNARE machinery
and exocytosis [99]. In the full-length VAMP7 isoform –ENST000002864o 4
encodes the Longin domain whereas the exons 5 to 8 encodes the Synaptobrevin
domain, the domain implicated in the SNARE machinery [97]. Skipping of exon 6
–ENST00000262640– breaks the Synaptobrevin domain. This isoform is not
expected to perform functions related to exocytosis and SNARE machinery (Table
C.2). Figure 3.4E and Figure 3.4F show that this is indeed the case: GO predictions
for ENST00000262640 show that this isoform is not related to exocytosis or
SNARE complex.
Finally, we tested the ISOGO predictions of two isoforms of gene ITSN1 that
are known to perform opposite functions [43,100]. ISOGO predictions are
concordant with the results from the literature. This analysis is described in the
supplementary material (Figure C.12).
Indirect transcriptome-wide validation: APPRIS and CAFA3. Not all the
coding isoforms of a gene are equally important. Some of them, are tissuespecific or appear only in disease conditions and others can be considered as
“transcription noise” [40]. APPRIS is an algorithm to predict which is the most
representative isoform for a gene [90,101]. Assuming that the APPRIS annotation
is correct, it is sensible to accept that the APPRIS isoform should be the most
likely to perform the functions annotated to its corresponding gene (Figure C.10).
This is indeed the case: the isoforms with the highest logit for functions
annotated to the gene are the APPRIS isoforms in 5745 out of 5777 functions.
Figure 3.5A shows an illustrative example: the x-axis includes the genes
annotated to GO:0000470 (“maturation of LSU-rRNA”). The expected logit of this
function is -7.58. For each gene, the y-axis represents the predicted logits for
each of their isoforms. The APPRIS major isoforms have the largest logits for this
function, and for most of the annotated functions.
On the other hand, the CAFA3 challenge [89] provides proteins associated
with GO terms. Despite the assignment to a specific protein, it is difficult to
ensure if the experimental method to make this inference was truly isoformspecific. Nevertheless, it is reasonable to assume that the CAFA3 protein-GO
term assignations will usually have larger logits than assignations to other protein
products of the same gene. By using the Biomart R package [102] we related the
proteins included in the CAFA3 challenge with isoforms. It is important to point
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out that these data were not used in training: none annotation used to train the
ISOGO model is isoform-specific. We run a procedure similar to the one in APPRIS
to test whether the highest logits of functions assigned to genes are the CAFA3
assignations. A total of 4,135 functions were tested and we found that 3,765
fulfilled this hypothesis (Figure C.11). Figure 3.5B shows GO:0004629
(“phospholipase C activity”) (expected logit equal to –6.48) that follows this
pattern.

Figure 3.5. A) Estimated logits for APPRIS and non-APPRIS isoforms. The y-axis displays the logits
for all the isoforms of genes annotated to GO:0004629 (maturation of LSU-rRNA). APPRIS
Transcripts are shown as red diamonds and other transcripts as blue circles. B) Estimated logits of
CAFA3 isoforms. In this case, the y-axis displays the logits for the genes annotated to GO:0004629
(phospholipase C activity). CAFA3 annotations as red diamonds and other transcripts as blue circles

ISOGO app. We have developed a web application to share the result with
the scientific community (https://biotecnun.unav.es/app/isogo). Figure 3.6
shows a screenshot of the main window. Given a gene selected by the user (panel
A), the main panel of the app returns a table with the description of potential
gained or loss GO terms (panel G), a second table with the ISOGO logits of the
isoforms of the gene having the previous GO terms (panel H), a heatmap of the
difference between the corresponding ISOGO logit and the expected logits (panel
I) and an image of the structure of the isoforms and the position of their protein
domains (panel J). The GO term description table also shows whether a specific
GO term is a gained or lost, and which isoforms win/lose it. Both output tables
can be downloaded from the app.
The app considers an annotated GO term as a lost function for a given isoform
if the difference between the ISOGO and the expected logit is smaller than the
lower threshold. Conversely, a non-annotated GO term is considered to be a gain
of function if the difference between the ISOGO and the expected logits is larger
than the upper threshold. Users can modify both thresholds (panel E). Moreover,
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users can hide from the output tables and figures any of these GO terms (panel
F).
Besides, users can add to the output tables and figures any GO term
annotated to the gene (panel C) or any GO term (panel D). In the same way, users
can remove from the output tables and figures any isoform annotated to the
gene (panel B).
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Figure 3.6. Screenshot of ISOGO web application main page. A) Gene input and a brief description
of it. B) Checkbox list of the isoforms of the selected gene. C) List of the genes annotated to the
selected gene. D) Option to add manually any GO term to the analysis. E) Upper and lower
thresholds set up. F) hide/show list of filtered GO terms. G) GO terms description and its isoforms
gained and loss. H) ISOGO table. I) heatmap of the difference between the ISOGO values and the
expected logits J) Splice variants structure and protein domains position.
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3.4 Discussion
We have developed ISOGO, a set of methods implemented in a web
application to predict GO functions at isoform level. It combines structural
information (domains) with expression data. The integration of both sources of
information improves the overall performance if compared with using each
source of information independently.
ISOGO exploits recent algorithms to estimate isoform concentrations. This
may be one of the reasons why the expression method alone outperforms
previous attempts to predict isoform functions. On the other hand, the Wilcoxon
test used to predict the function is fast and efficient. We also tried the KS test –
the workhorse of GSEA enrichment analysis [103]– but its performance was
worse (AUROC: 0.61. Data not shown).
In spite of having a median AUROC of 0.82, or even 0.88 for molecular
functions, the predictions are not precise: median AUPRC is 0.0414. The reason
is that the number of genes annotated to a given GO term is far smaller than the
number of non-annotated ones, i.e. the categories are unbalanced. As a
consequence, the AUPRC is small and increases for more populated categories
(Figure 3.3). Nevertheless, our proposal outperformed previous studies [78][88]
providing an AUPRC that is more than five times larger. Furthermore, by applying
the Combination method, we have perfect predictions on 191 GO terms.
Interestingly, even if a gene or isoform is incorrectly predicted to have a
function, these false positives are still valuable on their own: these isoforms are
coexpressed with genes that have their predicted functions and/or have similar
domains. Therefore, these false positives are likely to have a close relationship
with their predicted functions. Continuing with the example of BRCA1,
GO:0031441 (“Negative regulation of mRNA 3'-end processing”) has a large logit.
We found that, in spite of not being annotated, several references relate BRCA1
to this GO term [104–106].
It could be argued that, since some of the used annotations of GO terms were
electronically-inferred, ISOGO returns what was already predicted by other
algorithms. To test this hypothesis, we run ISOGO using only experimental
annotations and found that, for all methods (Correlation, Domains and
Combination), AUROCs values increased ~2%. In other words, since ISOGO has
better AUROC with no electronically-inferred data, ISOGO is not predicting what
was already known. Moreover, using electronically-inferred functions decreases
the unbalance of the classes and, therefore, results in terms of AUPRC improve.
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Pawar et al. and Eksi et al. use a “multiple instance learning” based approach:
each gene is considered as a “bag of isoforms” and at least one of them must
perform the annotated functions. This approach requires an iterative process to
make the predictions. We used a simpler approach: build the prediction model
with gene expression and protein domains and extend it to isoforms. In Eksi et al.
[54], the differences in the iteration of the multiple instance learning approach
only affect the third decimal (AUROC turns from 0.728 to 0.730) for the best
formulation of the instance learning. In fact, only 2 out the 5 possible
formulations outperform the standard approach and the AUROC increases 0.002
in the best case.
We selected TCGA expression data to estimate the correlations across the
different genes. We tested if using other data sources for expression (such as
CCLE or normal tissues) change the predictions. In both cases (CCLE and normal
tissues) the AUROC and AUPRC were similar to the ones in TCGA. For CCLE the
median AUROC and the median AUPRC were 0.706 and 0.0072 respectively. For
normal tissues these values were 0.725 and 0.0082. The results are closer
comparing TCGA and normal tissues than comparing TCGA and CCLE. It seems
that the effect of being a cell-line is more important than the relationship of the
dataset with cancer. Results are shown in Table C.3 and Table C.4.
GO functions have strong dependences: if a gene or isoform is annotated to a
GO term, it is also annotated to all the ancestors of the function in the ontology.
As a consequence, the probability of a gene (or isoform) to have a certain
function must be smaller or equal than the probabilities of its ancestors.
Predictions that do not follow this rule are termed as “inconsistent” [107] or that
have a lack of “consensus” among GO terms [108] that must be “reconciled”
[109]. Our model predicts each GO term independently and, therefore, there can
appear inconsistencies. We fixed it by using a custom algorithm, termed
Coherence technique (additional material). This method only slightly improved
the AUROC because most predictions were already consistent and, therefore, the
algorithm did not change them. As the Coherence technique requires ten times
more computation time and average AUPRC values drop from 0.16 to 0.12 we
did not include the Coherence technique in our final model.
The main problem to perform isoform function prediction is the lack of
ground truth. We have used indirect methods to state the quality of the
predictions, namely, check the performance with genes and literature validation
of specific isoforms that are well-annotated. Also, we focused on the APPRIS
isoforms and found out that APPRIS logits were larger than other isoforms as
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expected. Additionally, using a dataset with functions annotated to specific
isoforms (CAFA3 challenge), we also got convincing results.
The final contribution is a probability matrix with 5,777 GO terms prediction
for 79,864 coding isoforms. This data can be easily consulted in the ISOGO web
application, which will be helpful for researchers in the complex task of
deciphering isoform-specific functions.
3.5 Methods
3.5.1 Data sources
ISOGO was built and validated using the following data. RNA-Seq expression
was collected from [93] where Kallisto was applied to samples of The Cancer
Genome Atlas (TCGA) using the GENCODE24 as reference transcriptome. Isoform
expression was measured in TPMs. The expression of a gene was calculated by
summing up the expression of all its isoforms and no expression filters were
applied. After filtering out non-coding isoforms, the expression data is a matrix
of 79,864 transcripts (corresponding to 19,637 genes) from 11,373 TCGA samples.
Gene-GO terms associations were downloaded from the Ensembl genome
database project (data version v84: March 2016) [110]. We included only GO
functions annotated to a minimum of 10 and a maximum of 299 genes resulting
in 5,777 GO terms.
Protein domains from the Pfam protein families database [97] were also
downloaded from Ensembl (v84). We used domains that appear in at least 6 and
no more than 500 genes (total number of domains: 963). Using the Biomart R
package [102] we built the isoform-protein domains annotations. To train the
model, we considered that each gene has all the protein domains included in
some of its isoforms.
3.5.2 Prediction methods
For all the prediction methods (correlation, domain-based and combination),
we selected 17,637 genes for training and the remaining 2,000 genes to evaluate
their performance (test set). To extend these results to isoforms, each model was
rebuilt using the complete set of genes.
Correlation method:
It has long been stated the relationship between semantic similarity in the GO
annotation and correlation of gene expression [91], i.e. genes with similar
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functions tend to be coexpressed. As a consequence, two given genes with high
correlation across different conditions will likely share the same or similar GO
terms.
In order to use the coexpression of genes as a proxy to predict GO functions,
we computed the Spearman correlation coefficient of each gene pair resulting in
a matrix of correlations Pg,g (size genes x genes). Pairs of genes annotated to the
same function tend to have larger correlation than pairs of genes non-annotated
to the same function. In order to test if a gene “i” have a particular function “j”,
we computed a Wilcoxon test with a corresponding row of the Pgg comparing the
genes annotated to the “j” GO term with genes non-annotated to it -excluding
the gene itself. Previous algorithm returns a matrix with the Wilcoxon z-scores
whose size is genes x functions (17,637x 5,777 for the train set, 2,000 x 5,777 for
the test set and 19,637 x 5,777 for the complete set). To apply the previous result
to isoforms, we computed the Spearman correlation for each isoform-gene pair
resulting in a matrix (size 79,864 x 19,637). The Wilcoxon test is applied to the
rows of this matrix as done with genes resulting in a 79,864 x 5,777 matrix of zscores. The whole procedure is explained in Figures C.1 to C.4 of the
supplementary material.
We developed a vectorized function that takes advantage of the sparse
nature of the Gene GO associations. This implementation is several orders of
magnitude faster than the standard R implementation. The code for this function
is available in the Gitlab page of Isogo.
Domain-based regression:
Protein domains give important clues on the specific function of a protein.
Ensembl provides isoform-specific annotation of the protein domains using
different methodologies (Pfam [97], Interpro, Panther, etc.). We focused on the
Pfam domains and applied an elastic-net regularized logistic linear model that
predicts for each gene or isoform the logit of having a GO function. The glmnet R
package [111] was used to perform this task, applying 10 fold cross-validation.
We run 5,777 different logistic regressions, one for each GO function. The
regularization λ parameter was selected to provide the best cross-validation
AUROC. As we wanted to predict functions by the presence of the domains (not
by their absence) we imposed the coefficients of the regression to be nonnegative.
To evaluate its performance, we applied the previous model to the test set of
genes (not used in the training stage (Figure C.1 and C.2). After applying cross50
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validation, we built a model with the complete set of genes and then applied it
to isoforms achieving the estimated logits of each isoform having a specific
function (Figure C.3 and C.4).
Combination method:
Correlation and protein domain methods use independent information
sources to predict GO terms. Both results can be joined to get “the best of both
worlds”. We integrated them by applying a Bayesian logistic regression [112]. We
have selected this technique instead of a standard logistic regression to avoid
convergence problems with perfectly separable classes. In this logistic regression,
the design matrix includes an intercept term, the z-scores of the correlation
method, the logits of the domain method, their products and their square values
(to account for second-order interactions). The output is the predicted logit of
having a function. As in the previous cases, we built a prediction model using the
training set and then applied to the test set to estimate its performance with new
data (Figure C.1 and C.2). The final model is built using the complete set of genes
and applied to isoforms, obtaining the final matrix that holds the estimated logit
of each isoform having a particular function (Figure C.3 and C.4).
3.5.3 Runtime evaluation
ISOGO was performed on a PC HP Z240 Tower Workstation, Intel Xeon CPU
E3-1270 3.80 GHz. RAM 32 Gb using Windows 10 operating system. The overall
computing time to build the models using the gene train dataset was 6:53:23 hs.
(12:29 mins for Correlation method, 5:58:53 hs for Domain-based regression and
42:01 mins for Combination method). The 86 % of the overall calculation elapsed
in Domain-based regression to build 5,777 logistic regressions by running glmnet.
3.5.4 Materials
Data and code. Available on https://gitlab.com/icassol/isogo.
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Alternative splicing (AS) plays a key role in cancer: all its hallmarks have been
associated with different mechanisms of abnormal AS. The improvement of the
human transcriptome annotation and the availability of fast and accurate
software to estimate isoform concentrations has boosted the analysis of
transcriptome profiling from RNA-seq.
The statistical analysis of AS is a challenging problem not yet fully solved. We
have included in EventPointer (EP), a Bioconductor package, a novel statistical
method that can use the bootstrap of the pseudo aligners. We compared it with
other state-of-the-art algorithms to analyze AS. Its performance is outstanding
for shallow sequencing conditions. The statistical framework is very flexible since
it is based on design and contrast matrices. EP now includes a convenient tool to
find the primers to validate the discoveries using PCR.
We also added a statistical module to study alteration in protein domain
related to AS. Applying it to 9,514 patients from TCGA and TARGET in 19 different
tumor types resulted in two conclusions: i) Altered Protein domains –either
enriched or depleted– are directly related to the hallmarks of cancer and, ii) the
number of enriched domains is strongly correlated with the age of the patients.
4.2 Introduction
Alternative splicing (AS) is a post-transcriptional process by which a single premRNA can lead to different mature mRNA (called isoforms or transcripts) by
including, excluding, shortening, or lengthening exons and introns.
Approximately 90% of the human genes present AS [5,6,8]. In recent years, AS
has been related to different disease processes in cancer and other pathologies
[80][81]. For example, a study indicates that the two isoforms provided by the
gene ITSN1 (ITSN1-L and ITSN1-S) perform an opposite function in glioma
progression [43]. Aberrant AS leads to the expression of unusual mRNA that
might produce either non-functional [39][40] or aberrant proteins [41][42].
RNA-Seq is nowadays the method of choice to study AS events. Algorithms to
detect AS events –such as EventPointer [59], rMATS [60], SUPPA2 [61] or MAJIQ
[62], among others– can be divided into two groups [63]: those that find novel
events and those that focus on known ones. The ability to discover novel events
is, in some cases, a critical decision: novel events can be specific to the study and,
therefore, have a strong potential as biomarkers or even drivers of the disease.
The main drawback of these algorithms is twofold: the computational burden is
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much larger, and it is difficult to jointly analyze data from disparate experiments.
Algorithms that focus on known events –such as SUPPA2– use a reference
transcriptome and the isoform concentrations (provided by pseudo aligners such
as Kallisto [34] or Salmon [35]) to find out splicing events. Since the human
transcriptome is being profusely annotated, novel events occur less often, and
disease-specific events can also be included in the reference. On the other hand,
alternative splicing can be also studied by analyzing the differential expression of
the isoforms instead of alternative splicing events as it is done by 3D-RNA-Seq
[113], Sleuth [57], or CuffDiff [58].
Accurate estimation of differential splicing is an active field of research. The
lack of uniformity of RNA sequencing (a hypothesis shared by many of the
methods), the tiny differences of the corresponding isoforms (a few nucleotides
in the alternative 3’ site for instance), or the lack of expression of the studied
gene, make its study a challenging problem. Besides, a complete analysis of the
biological impact of alternative splicing is still an open question.
In this work, we present a new version of EventPointer (EP) that tries to solve
these challenges. EP is an R Bioconductor package to identify AS events that
includes either simple (case-control experiment) or complex experimental
designs –such as time-course experiments, paired analysis, etc. The first version
was developed to study microarrays. The second version (here referred to as
EventPointer BAM) also analyzes RNAseq experiments and is able to find novel
splicing events. The main improvements of this third version –the focus of this
manuscript– are i) the implementation of an algorithm to identify and state the
statistical significance of known events using either Kallisto or Salmon pseudoaligners, ii) a bootstrap-based statistical method that provides better sensitivity
and specificity than previous methods, iii) the implementation of a protein
domain enrichment analysis to predict functional consequences of the splicing
and, finally, iv) the option to design primers and probes for RT-PCR validation
(either TaqMan, SYBR-green, or semiquantitative). Also, we improved the speed
of several algorithms and fix some minor bugs in the classification of the AS
events.
Using a reference transcriptome opens the possibility to reanalyze previous
data without the burden to map a large number of samples against the genome.
We have studied the enrichment of domains based on splicing for all the samples
in TCGA and TARGET [114]. In addition to the identification of events
differentially spliced, we analyzed the differential presence of protein domains
between the tumor and its healthy counterparts. Interestingly, protein domains
tend to be downregulated in most adult cancer types, and upregulated in tumors
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of youngsters and childhood. Besides, depleted protein domains are shared
among the different cancer types and most of them are related to the hallmarks
of cancer. On the contrary, upregulated protein domains are usually cancer typespecific.
As a result, the new version of the EventPointer R package aims to provide a
comprehensive solution to perform the analysis of AS in sequencing data. It
affords estimates, statistics, and functional interpretation of the results of AS
analysis. EP is available at Bioconductor:
(https://bioconductor.org/packages/release/bioc/html/EventPointer.html).
4.3 Results
4.3.1Exploiting pseudoaligner bootstraps improves the accuracy of AS
analyses.
Most algorithms quantify the splicing events in terms of the “proportion
spliced-in” (PSI or Y) and its statistical analysis relies on the increment of PSI (DY)
between conditions. In a canonical event, Y measures the ratio between the
expression of the isoforms that include the event (a cassette exon, for example)
with the expression of the isoforms that either include or exclude the event. Y is
zero if none of the isoforms that include the event are expressed and Y is one if
none of the isoforms that exclude the event are expressed.
The estimate of the statistical distribution of Y (or its increment, DY)
depends on many characteristics: the depth of sequencing, the expression of the
spliced gene, the length of the regions specific to each of the splicing paths, the
type of event, the influence of junction reads –more difficult to map– to state
the value of Y, the ability to sequence that specific part of the transcriptome,
etc. All of them (except the sequencing depth) are specific to each event and are
very difficult to model properly. As a result, since each event has different
characteristics, results are far from perfect if parametric statistics are used. To
circumvent the difficulty of modeling the statistical behavior, EP now implements
a bootstrap analysis to assert the statistical significance of the desired contrasts.
Both Kallisto and Salmon have the option to provide bootstrap estimations of the
isoform expression. EP exploits these bootstrap values to provide the statistical
significance of the desired contrast (usually DY between normal and tumoral
samples).
The new EP version implements two alternative pipelines depending on the
availability of the bootstrap data provided by pseudo-aligners (Figure 4.1B). Both
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pipelines use bootstrap sampling to state the statistical significance of an event.
The standard pipeline uses the bootstrap estimates of isoform expression
provided by pseudo-aligners (either Salmon or Kallisto) to estimate the
distribution of the desired contrasts (EventPointer ST –STandard method–). As
the bootstrap data from pseudo-aligners is not always available, EP also
implements another statistical analysis based on the Maximum-Likelihood
isoform expression estimate (EventPointer ML). Although using alignment’s
bootstraps is more computing-intensive, it is worth considering this pipeline as
the accuracy of predictions improves, especially if the number of samples is small.
The underlying reason for this improvement is that Kallisto or Salmon bootstraps
indirectly provide an estimate of the reliability of the measured Y.
In some cases, despite DY being statistically significant, its value is very small
and has little biological impact. To address this concern, EP mimics the “treat”
extension of the limma R package [115] to modify the simple null hypothesis (H0 :
DY = 0) to a composite hypothesis (H0: |DY| < q). A proper selection of the
threshold provides events more interesting from a biological point of view and
easier to validate (see Methods).
EP describes the experiment by using design and contrast matrices. This
modeling technique is very versatile as shows the widespread use of limma [116].
We have adapted this modeling technique to use bootstrap statistics. As a result,
EP achieves more reliable results than state-of-the-art methods. To substantiate
these claims, we tested EventPointer against independent real and simulated
data.
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Figure 4.1. Overview of the new version of EventPointer (EP) complete pipeline. A) EP identifies and
classifies all possible alternative splicing events given a reference transcriptome. Here EP returns
a .txt file with the information of all the events and the information of which isoform build up the
path of each event (Events build info tables). B) EP has two alternative pipelines to estimate the
value of 𝛹, namely: using only the maximum likelihood isoform expression (Isoform Expression ML
Matrix) or harnessing the bootstraps returned by the pseudo-aligner (Isoform Expression* matrices).
The former will return a unique matrix with the 𝛹estimates (𝛹ML matrix) and the later a matrix
with the 𝛹 estimate for each bootstrap (𝛹 ∗ matrices). C) The statistical significance of the DY
between conditions is estimated based on a bootstrap test. D) EP provides the option of primers
design for PCR validation and the analysis of protein domain affected by splicing.
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4.3.2 EP’s accuracy is high under different conditions of sequencing depth and
read lengths and excels at shallow coverage.
We analyzed the accuracy of EP (both ST and ML, with and without setting a
threshold on DY) using the simulated data of SUPPA2 [61]. Specifically, this
dataset simulated 554 cassette exons (277 positives and 277 negatives) and 636
alternative splice-site events (318 positives and 318 negatives) between two
conditions with three replicates for each condition. The simulations were carried
out at different depths (120, 60, 25, and 10 Million (M) of reads) and for different
read lengths (25, 50, 75, and 100 nt at a depth of 25 M of reads) using RSEM [31].
We augmented the dataset with simulations with very shallow sequencing depth
(5, 3, 2, and 1 M reads). Further, we applied SUPPA2, EventPointer BAM, rMATS,
and MAJIQ pipelines to the same simulated data and compared its results with
the ones obtained with EP. For all methods, we also applied a threshold option
for a |DY| of 0.1. All methods except SUPPA2 and EventPointer BAM provide
this option to compute the statistical significance. Thus, for SUPPA and
EventPointer BAM, we set a p-value of 1 for those slicing events with a |DY|
lower than 0.1.
The algorithms are considered to provide a positive detection if the p-value is
smaller than 0.05 (as done in the SUPPA2 manuscript). MAJIQ does not return pvalues but probabilities of change. We considered that MAJIQ returns a positive
if and only if the probability of change is higher than 0.95 and the probability of
no change is lower than 0.5.
For both cassettes and alternative 5’ or 3’ events, EventPointer ML
(Supplementary Figure D.1) is the most sensitive method (higher TPR) but is less
specific (1-FPR) than SUPPA2 and EventPointer ST. Thus, harnessing the
bootstrap data returned by Kallisto or Salmon (EventPointer ST) we obtain similar
sensitivity with higher specificity (Supplementary Figure D.1). Both SUPPA2 and
EventPointer ST p-values are prudently pessimistic: the expected FPR should be
around 5% and the measured FPR is well below 5% for most simulations. The
poor results in sensitivity of MAJIQ might be caused by the fact that MAJIQ only
uses junction reads. On the contrary, the other methods use both exon and
junction reads.
Further, when applying a threshold of 0.1 on |DY|, EventPointer ST improves
its specificity keeping a high sensitivity (Supplementary Figure D.2). In this case,
using the threshold, MAJIQ improves its specificity -it is almost perfect- and the
sensitivity does not degrade.

60

4.3 Results

Receiver Operating Characteristic Curve (ROC) and the Precision-Recall Curve
(PRC) are used to compare the algorithms without having to set a threshold on
the p-value (for MAJIQ we considered the difference between the probability of
change and no change to perform the ROC and the PRC). We used both methods
to compare cassette and alternative 5’ and 3’ events (Supplementary Figures D.3D.13). As expected, all methods perform better at higher depths (Figure 4.2A-B,
Supplementary Figures D.14-D.15) and with longer read lengths (Figure 4.2C-D,
Supplementary Figures D.16-D.17). SUPPA2 and EP’s outperforms the other
methods and have also similar performance for deeply sequenced experiments
and for any read length. EP’s approaches outperform SUPPA2 in the case of low
depth, especially if a threshold is set on the |DY| (Supplementary Tables D.1D.11). Summarizing, EP provides similar results to SUPPA2 under a wide range of
conditions and outperforms SUPPA2 for shallow sequencing: the AUROC and
AUPRC for EP methods is similar to SUPPA2 with half the number of reads
(Supplementary Figures D.14-D.15).
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Figure 4.2. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC) from
both simulated cassette exon and alternative splice site events at (A) depth of 1M, (B) depth of 120
M with reads length of 100 nt and at (C) read length of 25 nt, and (D) read length of 100 nt at a
sequencing depth of 25 M. Methods with the threshold variant are depicted in dotted lines. For all
methods the threshold was set to |DY|=0.1. In panels B, C, and D a zoom of the left and right up
corner of the ROC and PRC curves respectively is displayed.

4.3.3 EP provides versatile statistical modeling for simple and complex
experiments
To test how EP works with real data, we analyzed two independent
experiments. The first RNA-Seq data set, referred to as HVS, consists of an
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experiment of prostate cell lines split into two conditions (PC3E and GS689) with
three replicates each. This data was used to show the accuracy of rMATS [60].
The second RNA-Seq experiment, referred to as CX-4945, is depicted in [59]. In
this experiment, 3 different breast cancer cell lines (5 replicates each) were
exposed to CX-4945 (5 replicates) and control (DMSO). The experiment aims at
deciphering how CX-4945 affects splicing. CX-4945 is a known casein kinase 2
(CK2) inhibitor [117], which has been proposed as a potential cancer treatment
[118] and has been attested to regulate splicing in mammalian cells [119].
Supplementary Tables D.12 and D.15 show the number of events found and
reported as significant by each method in both experiments respectively.
We applied EventPointer (both new and previous versions), SUPPA2, rMATS
and MAJIQ methods to the HVS data set. In this experiment, 32 out of 34 cassette
exons were validated by PCR [60]. The new versions of EP (both ST and ML)
returned similar results as SUPPA2 (only one event was skipped by EP) in terms
of the number of events reported correctly as significant. Moreover, the new
version enhanced the results returned by EventPointer BAM, that missed 4
events and reported 5 incorrectly. rMATS and MAJIQ found all events. The
former failed reporting only two events while the later reported only 26 as
significant (with 1 false positive) and 7 as negative (with 6 false negatives).
Moreover, Y values corresponding to the PCR was available in [60] and
compared with the Y estimates of each method by a Pearson correlation. The
highest correlations correspond to the methods whose quantification step relies
on events rather than in transcripts (rMATS, EventPointer BAM and MAJIQ). As
expected, the correlations corresponding to EP and SUPPA2 are almost identical,
since both methods use the transcript expression to estimate the value of
Y(Table 4.1, Supplementary Figure D.18). Supplementary tables D.13 and D.14
show a further comparison between all the methods in terms of common events
found and reported as significant.
We also tested the methods with the CX-4945 data set. One of the main
advantages of EventPointer over other algorithms is the ability to describe the
experiment using design and contrast matrices. Most algorithms (including
SUPPA2, rMATS, etc.) only consider case-control experiments. In many cases, the
experiment requires a more flexible description of it. In this work, 27 out of 29
selected events were validated by PCR. The new versions of EP (both ST and ML
versions) were very sensitive as no positive events was missed. SUPPA2,
EventPointer BAM, rMATS and MAJIQ reported as no significant 7,3,1 and 5
events respectively (Table 4.1). Supplementary tables D.16 and D.17 show a
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further comparison between all the methods in terms of common events found
and reported as significant.
This experiment is not a simple case-control study and as SUPPA2, rMATS and
MAJIQ cannot accommodate a complex design matrix to study it. To make the
comparison, we considered the differences in AS regardless of the cell-type.
Other approaches are also possible, such as an independent study of the three
cell-lines followed by a side-by-side comparison of all of them, but in this case,
there are 3 different case-control tests and therefore, interpretation is more
difficult. This simple example illustrates the ability of EP to model a complex
experiment using the design and contrast matrices framework.
Despite being based on bootstrap statistics, the whole pipeline for the new
version of EP is reasonably fast (See additional file 1, Timing analysis of
EventPointer). The statistical analysis for the HVS experiment takes around 1
minute and memory requirements below 4Gb per used core.
Table 4.1. Summary of the PCR-validated events found by each method for both HVS and CX-4945
data sets. TP, FP, TN and FN columns depict True Positives, False Positive, True Negatives and False
Negative events respectively. For the HVS Data Set, it is also shown the correlation of the estimates
of the D Y values with the D Y values using PCR. Since EventPointer and SUPPA2 compute the
D Y values using Kallisto, its estimates are identical and therefore the correlation.
HVS Data Set

CX-4945 Data Set

Method

Events
found

TP

FP

TN

FN

EventPointer
ST
EventPointer
ML
SUPPA2
EventPointer
BAM
rMATS
MAJIQ

33/34

31

2

0

0

r
( D YPCR vs
D Y RNAseq)
0.82

33/34

31

2

0

0

34/34
30/34

32
25

2
1

0
0

34 /34
34/34

32
26

2
1

0
1

Events
found

TP

FP

TN

FN

20/29

18

2

0

0

0.82

20/29

18

2

0

0

0
4

0.82
0.95

17/29
25/29

8
20

0
0

2
2

7
3

0
6

0.96
0.92

23/29
28/29

20
21

2
2

0
0

1
5

4.3.4 Different analysis methods result in different classifications of events
All the compared methods use a splicing graph to detect and classify the
events. The splicing graph is built using the BAM files in the case of rMATS, EP
BAM, and MAJIQ. In turn, SUPPA2, EP ML, and EP ST build the splicing graph from
a reference transcriptome. Based on the topology of the splicing graph, the
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methods classify the events according to the canonical classes. Unfortunately,
the splicing graph of many genes is very complex and many splicing events do
not match perfectly into the canonical classes. The definition of canonical events
changes in the different methods to accommodate these complex events (for
example, MAJIQ divides the canonical events (including the cassette events) into
two different events – called Local Splice Variants– and provides the probabilities
of change and no change of each of the junctions involved in each local splice
variant).
In EventPointer, a splicing event is defined as a triplet of subgraphs {Reference
Path, Path 1 and Path 2} of the splicing graph. These subgraphs are composed of
sets of edges and nodes that share the following characteristics: 1) the flow
traversing any edge of each subgraph is identical, and 2) the flow traversing any
edge in Ref Path is the sum of the flows traversing Path 1 and Path 2. The
detection of the events can be automated using graph theory. In the case of the
splicing graph, the flow has a straightforward interpretation: the flow of an edge
is the sum of the concentrations of the isoforms that share that edge. As a result,
some isoforms share all the nodes and edges in Path 1, other different isoforms
share all the nodes and edges in Path 2, and all of them share the nodes and
edges in the reference path. An example of a cassette exon illustrates this
definition. Path 1 consists of the nodes and edges that correspond to the skipping
exon and its junctions. Path 2 is the edge that corresponds to the edge that skip
the exon. The Reference paths are, at least, the flanking exons of the skipping
exon. (Supplementary Figure D.25). This definition of splicing event is quite broad
and eases the location of PCR primers in the reference path.
However, the classification of the events detected by EventPointer and
SUPPA2 do not always match. The supplementary material illustrates examples
of some of these disparities. If EventPointer ST or ML are compared to rMATS, or
EventPointer BAM the disparities are even larger, since the splicing graph is
different as it depends on the expression of isoforms in the samples, not only on
the annotation.
We applied SUPPA2 and EP event detection approaches to the GRCH37.V74
reference transcriptome. EP detects a total of 130,957 events while SUPPA2
detects 179,108 events. EP and SUPPA2 share 90,769 common events. Table 4.2
shows how these events are classified by both methods. All the events classified
as canonical by EP share this classification with SUPPA2 (Supplementary Figure
D.21). Many of the events classified as canonical in SUPPA2 are classified as
complex in EP (see an example in supplementary Figure D.22). Supplementary
Figures D.22-D.24 show events whose classification is different or specific to one
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of the algorithms. For example, the event shown in Figure D.22, is classified as a
cassette exon by SUPPA2 and as two events (a complex event plus an alternative
5’ event by EventPointer). Using semiquantitative PCR for this event and placing
the primers in the flanking exons, would produce a counterintuitive result of
having 3 different bands in a cassette event.
Table 4.2. Number of events for each event type detected by EP and SUPPA2 in GRCH37.V74
reference transcriptome.

Type
event

of

SUPPA2

Type
event

Alternative
3’
splice 5326
Site

16910

Alternative
5’
splice 3728
Site

14146

Alternative
3916
First Exon

4651

Alternative
1947
Last Exon

2182

Cassette
Exon

8242

32268

Retained
Intron

3939

7644

Mutually
Exlusive
Exons

79

509

Complex
Event

51113

0

EP

of

EP

SUPPA2

MAJIQ uses a different approach to classify events: it evaluates the splicing by
studying Local Splice Variants (LSV). MAJIQ considers a source or a target
(somehow equivalent to the “common region” in EP) that lead to different
alternative 3’ splice sites or alternative 5’ splice sites respectively. The former is
referred to as Single Source LSV (SS-LSV) and the later as Single Target LSV (STLSV). For example, a cassette exon is depicted by a SS-LSV and a ST-LSV. MAJIQ
does not classify the events according to the standard categories [62].
4.3.5 EP analyses the domains disrupted by splicing, partially explaining its
downstream effects.
EP provides a function to identify which protein domains are affected by
alternative splicing and perform an enrichment study on them (see methods). In
a previous work, we studied the effect of the CX-4945 treatment on triplenegative-breast-cancer cell lines. This compound inhibits the Casein Kinase (CK)
domain. This domain is mapped to different Interpro [120] protein domains such
as IPR011009 (Kinase-like_dom_sf), IPR000719 (Prot_kinase_dom), IPR017441
(Protein_kinase_ATP_BS), and IPR008271 (Ser/Thr_kinase_AS) [121]. The result
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of the domain enrichment analysis reports that these domains have a lower
relative presence in samples treated with CX-4945 than in control samples
(negative value of the statistic) and that is statistically significant (Table 4.3,
shaded rows).
Table 4.3. Top-ranked enriched downregulated protein domains. The four specific protein domains
related to the CK kinase family (shaded in grey) are ranked among the top ones. The Statistic column
depicts the z-score of the enrichment analysis, the p-value column shows its corresponding p-value,
Description column includes a brief description of each protein domain, and the Ranking column
the position in the ranking of the most down-regulated protein domains.
PROTEIN

STATISTIC

P-VALUE

DESCRIPTION

RANKING

IPR016024

-14.18

1.51 e-45

Armadillo-type fold

1/5783

IPR027417

-12.95

2.80 e-38

P-loop containing nucleoside
triphosphate hydrolase

2/5783

IPR017986

-11.23

3.35 e-29

WD40-repeat-containing domain

3/5783

IPR011993

-11.12

1.08 e-28

PH domain-like

4/5783

IPR000719

-10.75

2.07 e-14

Protein kinase domain

5/5783

IPR011009

-10.03

2.63 e-13

Protein kinase-like domain

6/5783

···

···

···

···

···

IPR008271

-8.13

4.46 e-09

Serine/threonine-protein kinase,
active site

14/5783

···

···

···

···

···

IPR017441

-6.35

5.55 e-09

Protein kinase, ATP binding site

23/5783

DOMAIN

In addition to these CK-related domains, Table 4.3 reports also other
downregulated domains that were even more significant.¡Error! No se
encuentra el origen de la referencia. Interestingly, IPR016024 (Armadillo-type
fold) aims to bind large proteins and is known to be related with the regulation
pathways of CK2A [122]. IPR027417 (P-loop) which frequently appears in
multiple nucleoside-binding protein folds, appears in MBNL1 protein (breast
cancer metastasis suppressor) [123][124] and in pathways where CK2A is
involved [125]. IPR017986 (WD40-repeat) was found to act as protein-DNA
interaction. Besides, WD40-repeat-containing domain appears in several
oncoproteins from breast cancer cells [126] and it is altered in cells treated with
CK2 inhibitors [127]. Finally, IPR011993 is known to be related to lipid binding
[120] and it is included in AKT -oncogene related to breast cancer and part of the
CK2 signaling pathway [128][129]. On the contrary, in this case the upregulated
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protein domains are less significant than the downregulated ones, suggesting
that alternative splicing in this experiment is associated with the loss of protein
domains –and likely, the corresponding functions (Supplementary Table D.18).
4.3.6 Protein domains affected by alternative splicing in TCGA and TARGET are
related to cancer hallmarks
The domain enrichment functionality was also used to analyze the impact of
alternative splicing on protein domains for The Cancer Genome Atlas (TCGA) and
Therapeutically Applicable Research to Generate Effective Treatments (TARGET)
datasets. Specifically, for each type of cancer, we compared the pattern of
splicing between normal and cancer samples and applied our protein domain
enrichment analysis. We excluded cancer types with less than six normal samples
(Supplementary Table D.19). Only 3 TARGET cancer types (Acute myeloid
leukemia –AML–, Wilms Tumor –WT– and Rhabdoid Tumor –RT–) remained after
processing due to the absence of normal samples in the others.
In all, we analyzed 991 superfamilies [130] obtained from biomaRt [131]
ensuring at least one AS event is related to each of them. We selected a local
false discovery rate threshold of 0.5 was used to consider that a domain gained
or lost presence in the tumor samples. This threshold is equivalent to a FDR of
32%. This threshold was selected rather loose (the probability of having
modification in the domain is similar to not having them) to highlight the
similarities between the different cancers.
56 superfamilies did not change their presence between normal and tumor
samples across any type of cancer. All cancer types but THCA, WT, AML and RT
present more downregulated than upregulated superfamilies (Figure 4.3) which
may indicate that one of the main effects of alternative splicing is the loss of
functionality of the genes by transcribing isoforms that codify non-functional
proteins or, directly, do not codify proteins [40][132]. Conversely, the 4
remaining cancer types –THCA, WT, AML and RT– have more up-regulated
superfamily domains. Aging may be related to this difference: TARGET cancers
(WT, AML and RT) are pediatric and THCA appears most frequently before the
age of 30 [133]. These results suggest that cancer behavior is different in children
and adults [134]. Supplementary Figure D.19 shows boxplots that relate the ratio
between upregulated and downregulated domains number with the age of the
patients for each cancer type and shows that there is a trend that relates aging
and downregulation of protein domains.
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Figure 4.3. UpSet plot of the intersection of upregulated (panel A) and downregulated (panel B)
superfamilies in 19 cancer types. The dark bar plot on the left shows the number of upregulated
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and downregulated superfamilies for each type of cancer respectively. The dot-matrix represents
the different intersections. In A, sky blue: intersections of superfamilies upregulated in 1 or 2 cancer
types, dark blue: intersections of superfamilies upregulated in at least 3 cancer types and up to 12.
In B, green: intersection of superfamilies downregulated in 1 or 2 cancer types, orange: intersection
of superfamilies downregulated in at least 3 cancer types and up to 12, pink: superfamilies
downregulated in 12 or more cancer types. In both panels A and B, the colored bar chart at the top
represents the number of superfamilies that each intersection contains. KICH: Kidney Chromophobe,
BLCA: Bladder Urothelial Carcinoma, LUSC: Lung squamous cell carcinoma, READ: Rectum
adenocarcinoma, KIRC: Kidney renal papillary cell carcinoma, COAD: Colon adenocarcinoma, HNSC:
Head and Neck squamous cell carcinoma, KIRP: Kidney renal papillary cell carcinoma, LUAD: Lung
adenocarcinoma, LIHC: Liver hepatocellular carcinoma, UCEC: Uterine Corpus Endometrial
Carcinoma, PRAD: Prostate adenocarcinoma, STAD: Stomach adenocarcinoma, ESCA: Esophageal
carcinoma, BRCA: Breast invasive carcinoma, THCA: Thyroid carcinoma, WT: Wilms Tumor, RT:
Rhabdoid Tumor, AML: Acute Myeloid Leukemia.

We distinguished two cohorts: the adult cohort that includes all the TCGA
samples but THCA, and the young cohort that includes the TARGET samples and
THCA. The adult cohort, share several downregulated superfamilies. These
findings are coherent with previous work done in [132] where they studied
alternative splicing in several cancer sites and noticed the highly recurrent effect
of protein domain losses. Their work compares these losses produced by
alternative splicing to similar effects produced by somatic mutations.
In many superfamilies, the description is not sufficiently informative to
hypothesize the functional implications of gaining or losing a domain. To guess
the functional implications, we run a GO enrichment analysis (using a
hypergeometric test) using the genes with any isoform annotated to each family.
The predicted functions are the GO categories with the top 5 most significant pvalues if they are smaller than 10-3. 28 different superfamilies were
downregulated for all cancer types in this cohort (Additional File 2). The main
functions altered were referred to extra cellular organization, cell movement,
membrane signaling, specifically the RAS pathway and glycolipid metabolism
alteration, all of them can be associated with at least one of cancer hallmarks
[135–141].
On the contrary, the young cohort only shared 11 upregulated superfamilies
(Additional File 3). It seems that upregulated superfamilies are cancer-specific
(Additional file 4). From these families, the most commonly altered functions are
associated with gene expression including epigenetic and transcriptomic
alteration of chromatin accessibility and protein alterations due to
phosphorylation. These alterations occur in the benefit of cell growth and
internal organization for cell movement and can also be associated with cancer
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hallmarks [142–146], suggesting a different focus for cancer development if
compared to the adult cohort.
We run the same enrichment analysis with Interpro domains and, as expected,
the results were coherent with the previous findings (Supplementary Figure
D.20).
4.3.7 EventPointer provides primers and TaqMan probe sequences for the
detection and validation of Alternative Splicing Events.
EP provides primers and TaqMan probes for PCR validation. The selection of
the regions to place primers and TaqMan probes for validation is not
straightforward. The primers on these regions must amplify only the transcripts
involved in the event under study and this task may be quite involved in complex
events. Similarly, one of the Taqman probes must be designed so that it
interrogates only the transcripts in one of the paths (either Path 1 or Path 2) and
the other probe is selected to interrogate all the isoforms in the event (usually in
the reference path). With this selection of probes and primers, Y is the quotient
of the expression between the signal of these two probes.
The definition of a splicing event in EP includes a “common region” of the
genome that shares the set of transcripts that form the event. This reference
path makes it possible, at least theoretically, to validate all the events detected
by EP using PCR as primers and probes can be placed in either path1, path 2, or
the reference.
EP ranks the regions to place the primers according to their suitability. Once
the regions are selected, Primer3 [147] is used to compute the primers and
probes. In some cases, the algorithm does not provide a result since no region
meets the requirement of both EP and Primer3.
We have applied our primer design algorithm to the events found by EP in the
GRCH37.V74 reference transcriptome. Primer3 provided design primers for
90,993 events (69%) out of the 130,957. In turn, the algorithm also found
Taqman probes in 80283 events (88%) of them.
We applied EP’s primers design method to the 34 events validated in [60]. EP
detected 33 out of the 34 events (Table 4.1) and was able to design primers for
31 out of the 33 events. The primers proposed by EP and the primers used in [60]
are placed on the same exons. Supplementary data file 5 includes the table with
the primers used in [60] and the ones proposed by EP. It also includes an image
from IGV showing where the primers are located of both rMATS and EP.
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4.4 Discussion
Previous versions of EventPointer were focused either on microarray data to
find known events or RNA-seq to detect novel events (using as input the BAM
files and the reconstructed splicing graph). The new version, described here, fills
the gap to detect known events in RNA-seq using as input the concentrations
from pseudo-aligners such as Kallisto or Salmon.
It could be argued that focusing on known events is a step back. We think that
this is not the case: in many cases, the FASTQ or the BAM files from a study are
not available (or have restricted access) because of privacy reasons and the
previous EP version simply cannot be applied. Moreover, since the human
transcriptome is being profusely annotated, novel events occur less often, and
disease-specific events can also be included in the reference. Besides, the fact of
sharing a common transcriptome makes it possible to compare results from
different studies or to perform a meta-analysis. If this were not the case,
matching the events from different samples is not trivial and many of the events
would be lost in the translation. In an extreme case, the integration of different
experiments could require reanalyzing all of them.
EP describes the experiments using design and contrast matrices. In some
circumstances, case-control modeling can be adapted to study a more complex
experiment. However, this adaptation implies a lack of statistical power since the
number of samples for each sub-study is smaller than the initial one. The designcontrast matrix paradigm encompasses a larger number of experiments if
compared to case-control modeling. We have developed a novel bootstrap
statistical method to interrogate experiments described by design and contrast
matrices.
We have compared the new EP version with the old EP version, SUPPA2,
rMATS and MAJIQ algorithms using simulated data (generated by SUPPA2) and
PCR validated events (for rMATS and the previous version of EP). The results
show that, in the simulated data, both EP and SUPPA2 have high accuracy with
different depth and read length conditions with an edge for EP if the sequencing
depth is very shallow. Furthermore, although using bootstraps data from
pseudo-alignment (EP ST) is more computing-intensive, it is worth considering
this pipeline as the accuracy of predictions improves. EP includes the possibility
of setting a threshold in the null hypothesis (mimicking the “treat” function of
the limma package) and results improve both in sensitivity and specificity. This
threshold improves the behavior of other algorithms.
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Since EP performance for shallow sequencing is remarkable, it would be
interesting to study its application for single-cell sequencing in which the number
of reads per cell is very small. Although, the small number of reads per cell makes
it difficult to perform a transcriptome-wide study of splicing, using pseudo-bulk
techniques (for example using DESeq2 [148]) this analysis could be achieved
especially for well-expressed genes.
The correlation of PSI between the estimates of algorithms based on local
analysis (rMATS, EP BAM and MAJIQ) and the estimate using PCR is almost
perfect (above 0.9 for all the algorithms). Isoform-based algorithms (SUPPA2, EP
ST, and EP ML) also have a very good correlation (above 0.8) but not as good as
the previous ones. It seems, that the noise induced by other parts of the gene in
the isoform concentration estimate negatively affects the estimation of PSI for
local events. Nevertheless, the simulations show that isoform-based algorithms
detect splicing events with higher sensitivity and specificity.
EP studies splicing functional impact using a protein domain enrichment
analysis. It includes the PFAM, Interpro, or Superfamily categorizations, but could
also be extended to other transcript-annotated information. We have applied
this enrichment analysis to a previous experiment [59] and correctly identified
altered functions known by literature, reporting 4 treatment-related Interpro
domains as downregulated. We also analyzed the enrichment on TCGA and
TARGET using the Superfamily and Interpro annotations. Both datasets showed
striking differences: in TCGA –except THCA– protein domains tend to be depleted
in cancer conditions and in TARGET, the domains tend to be enriched. We
hypothesized that these differences are related to the age of the patients. The
downregulated superfamilies common to the studied TCGA cancer types –except
THCA– are related to cancer hallmarks such as extracellular organization, cell
movement, membrane signaling, among others. Upregulated families in TARGET
and THCA are also related with the hallmarks of cancer.
Lastly, RT-PCR and TaqMan assays still stand as the gold-standard approach
for validating alternative splicing events. EP eases this task by providing an
algorithm that designs primers and probes for them. EP uses a specific definition
of splicing events that makes it possible this automatic selection.
Summarizing, EventPointer analyzes AS both for case-control and complex
experiments and includes the option of finding novel events. EP exploits the
bootstrap estimates of isoform expression provided by pseudo-aligners. EP also
includes the option of a domain analysis of proteins affected by AS and an
algorithm for the design of primers for PCR validation. Thus, EP provides a one73
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step solution to perform the analysis of AS integrated into an R package and is
available via Bioconductor.
4.5 Material & methods
4.5.1 Data availability
The HVS dataset is available at the Sequence Read Archive (SRA) under the
accession number SRS354082. The CX-4945 dataset is available at Gene
Expression Omnibus with the accession number GSE104974.
All code to replicate the results of this work is available in GitHub
(https://github.com/JFerrer-B/EventPointer_3.0_replicate).
4.5.2 Identification of known events
EP identifies and categorizes the splicing events based on the splicing graph
of a gene. This splicing graph can be generated from the sequence reads (to find
events ex novo by EP BAM), or from the provided transcriptome (by EP ST or EP
ML) [3]. Given the splicing graph, EP defines a splicing event as a triplet of
subgraphs (Path 1, Path 2 and Reference Path). The events are classified into 7
main categories (cassette exons, alternative 3’ splice site, alternative 5’ splice site,
intron retention, alternative last exon, alternative first exon, and mutually
exclusive exons). EP classifies an event by checking the structure of its
corresponding subgraph of triplets. Since many splicing events are non-canonical,
events that do not match any of these categories are classified as “complex
events”. For more details of how events are detected and classified see [3]
(Additional file 1).
4.5.3 PSI (Y) computation
EventPointer uses the isoform expression obtained from pseudo-alignment
(either Kallisto or Salmon) to compute Y. Let us assume that there are N isoforms
included in Path 1 and that [𝑇&' ] is the expression of the isoform “n”. Similarly,
[𝑇() ] is the expression of the “m” isoform out of the M isoforms that include the
Path 2. By definition, the value of Y is the quotient of the concentrations of the
isoforms that include the Path 1 over the concentrations of the isoforms that
either include the Path 1 or the Path 2, i.e.
The expression to calculate the Y is defined by the following equations:
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(Eq. 4.1)

The denominator of equation 1 is the sum of the concentrations of the
isoforms that include Path 1 and Path 2, which in turn, are the isoforms that
include the reference path.
The computation of Y is extremely fast since it only requires matrix
multiplications: the expression matrix and a sparse indicial matrix whose
elements state whether an isoform belongs to a path or not. This efficiency in
the computation makes it possible to apply bootstrap statistics with a reasonable
computational burden.
4.5.4 Statistical analysis based on bootstrap resampling
Bootstrapping is a statistical technique that estimates the distribution of a
statistic by using random sampling with replacement. Bootstrapping Y values
make it possible to estimate the distribution desired contrasts of Y (usually DY).
Thus, the first step consists of the calculation of the expression of the isoforms
with Kallisto or Salmon. If the option of the bootstrap in these tools is selected,
the expression of the isoforms (maximum likelihood) and their corresponding
bootstraps are obtained. This bootstrap resampling [34] can be exploited to
model the distribution of DY. In some studies, only the maximum likelihood
estimate of the expression is available (for example, if the FASTQ files are not
available). Our recommended pipeline is to use EventPointer ML in this case, and
EventPointer ST if bootstrap data from pseudoalignment is available.
Once the isoform expression is provided, the value Y is computed as depicted
in equation 1. For EventPointer ML the result is a matrix with the estimated Y
values using maximum-likelihood (YML from now on, Figure 4.1B). For
EventPointer ST, the result is an array with the Y values using each of the
bootstrap estimates (Y* for now on, Figure 4.1B). Given these data, the last steps
consist of the estimation of the distribution of the desired contrasts with their
corresponding p-values:
Estimation of the distribution of DY. This process selects bootstrap samples
from either YML or Y* for each condition separately, i.e. all the samples that
share identical rows of the design matrix are sampled independently. For each
bootstrap sample, the value of the desired contrasts is computed. This process is
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repeated nb times. For two given design and contrast matrices (D and C) the
estimated value of the contrast is,
∆Ψ∗∗ = 𝐶(𝐷+ 𝐷),$ 𝐷+ 𝛹 ∗∗

(Eq. 4.2)

where 𝛹 ∗∗ is the estimated value of Ψ for each nb bootstraps and ∆Ψ∗∗ is the
estimated value of the desired contrast.
The distribution of the contrast is modeled by using a generalized lambda
distribution [149]. The estimation of the four parameters of this distribution
(location 𝜇`, dispersion 𝜎`, and shape parameters 𝜒, 𝜉) is done using the method
of the moments to decrease the computational requirements. As a result, the
algorithm provides an approximate density function for the contrast under study
∆Ψ∗∗ ~𝑓-./ (𝑥, 𝜇u, 𝜎u, 𝜒, 𝜉).

(Eq. 4.3)

This parametric approach makes it possible to estimate low p-values without
the burden of using a large number of tens of or even hundreds of thousands of
bootstrap samples (Figure 4.1C).
P-value calculation: As we are estimating the distribution of the desired
contrast and not the null distribution, we compute the p-value harnessing the
duality between the confidence intervals and the hypothesis tests [150]. Thus,
once the distribution of the contrast is estimated, the p-value can be obtained
by focusing on the area of the tails of the distribution. Specifically, the p-value is
two times one minus the maximum area of the tails of the density function, i.e.,
0

1

p-value = 2 y1 − max y| 𝑓-./ (𝑥, µu, σ
€, χ, ξ)𝑑𝑥 , | 𝑓-./ (𝑥, µu, σ
€, χ, ξ)𝑑𝑥„„
,1

(Eq. 4.4)

0

In the case of using a composite hypothesis, i.e. the null hypothesis is defined
by |DY| < q, where q is a threshold, the p-value is estimated focusing on the tails
considering absolute values larger than the threshold. In this case,
,2

1

p-value = 2 y1 − max y| 𝑓-./ (𝑥, 𝜇u, 𝜎u, 𝜒, 𝜉)𝑑𝑥 , | 𝑓-./ (𝑥, 𝜇u, 𝜎u, 𝜒, 𝜉)𝑑𝑥 „„
,1

(Eq. 4.5)

2

If 𝜃 is large and the distribution of the contrast is close to the origin, the
integrands are nulls, and the p-value could be larger than 1 (at most 2). The p-
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value should be clamped to one in these cases, or, as we have implemented, be
modified by including a correction factor depending on the area of the null
hypothesis. The formula for this correction is:
,2

1

p-value = (2 − 𝛾) y1 − max y| 𝑓-./ (𝑥, 𝜇u, 𝜎u, 𝜒, 𝜉)𝑑𝑥 , | 𝑓-./ (𝑥, 𝜇u, 𝜎u, 𝜒, 𝜉)𝑑𝑥„„,
,1

(Eq. 4.6)

2

where
2

𝛾 = | 𝑓-./ (𝑥, 𝜇u, 𝜎u, 𝜒, 𝜉)𝑑𝑥

(Eq. 4.7)

,2

With this correction, the p-value is bounded between zero and one.
For this computation, EP uses the estimate of the distribution of DY. This
approach is different (but equivalent) to the estimation of the p-values using the
null distribution. This approach is equivalent to computing the confidence
interval DY with different a levels and selecting the minimum value a to reject
the null hypothesis.
4.5.5 Protein Domain Enrichment
This analysis aims to evaluate if alternative splicing changes the proportion of
events expressing a specific protein domain and state its statistical significance.
The approach is similar (but not identical) to a GO enrichment analysis. A
DY increases the expression of a protein domain if it is included in the isoforms
in Path 1. If DY is positive, and the domain is included in isoforms of path 2, the
domain will be depleted and also the path where the protein domain is mapped.
Using the isoforms that build each path of the events and the protein domains
by each transcript, EP builds an ExD matrix. The dimension of ExD is the number
of events times the number of domains. Each entry ExDij is 1 if domain j is
encoded by path 1 of the event i and not by path 2 and is -1 if it is encoded by
path 2 and not by path 1. ExDij is 0 if domain j is encoded by both path 1 and path
2 or by neither of them.
If the DY is positive, and the domain is included in Path 1 (the corresponding
entry of the ExD matrix is a one), the relative usage of the domain increases. If
the entry is -1 the relative usage of the domain decreases. Intuitively, if the
relative presence of a domain increases the DY will be positive for the +1 entries
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of the ExD matrix and negative for the -1 entries (Figure 4.4). This will correspond
to a positive correlation between the DY and the group of each event.

Protein Domainn

Protein Domainp

A

Protein Domainm

The relative presence of the protein domain will decrease if the DY is positive
for domains whose ExD is -1 and negative if ExD is +1. This will correspond to a
negative correlation between DY and the group of each event (Figure 4.4). The
statistical p-values of the enrichment are provided by computing a Spearman
correlation test between DY and each of the columns of the ExD matrix.
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Figure 4.4. Overview of the protein domain enrichment analysis. A) Example of how the matrix ExD
is built. Protein domain m is encoded only by path 1 of the event x corresponding to a 1 in the matrix
ExD. In the second event, protein domain n is only encoded by path 2 resulting in a -1 in the matrix
ExD and finally, protein domain p is encoded by both path 1 and path 2 of event z, and therefore,
the ExD is 0. B) Given the matrix ExD, for each protein domain, events can be split into 3 groups,
namely: events where the protein domain is only encoded by the path 2 (-1), only by the path 1 (1),
and by both paths or none of them. Then, a correlation between the DY and the group of each
event is performed. A positive correlation implies a gain of the protein domain while a negative
implies a loss of it. SSF48371 in AML cancer (gain) and SSF50729 in LUAD cancer (loss)
corresponding example boxplots are displayed.
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4.5.6 Primers Design
EP implements an algorithm that designs both primers and TaqMan probes to
make a quantitative validation of alternative splicing events. The algorithm takes
as input the splicing graph created by EP and the specific splicing event. It
provides a set of possible groups of primers and TaqMan probes ranked
according to a score.
EP creates a directed splicing graph (SG) using the gene structure. In this
splicing graph, nodes are the genomic coordinates of the start and the end
position of subexons (contiguous regions of the genome that belong to the same
transcript). The beginning of the subexons forms the “a” nodes and the end of
the subexons forms the “b” nodes. The edges of the graph represent exons if
they join an “a” node with a “b” node or junctions if they connect a “b” node with
an “a” node (Figure 4.5). Since “a” nodes are connected by “b” nodes and vice
versa, this graph is bipartite. Internally, two additional nodes start and end are
included in the graph but not shown in the figure for the sake of simplicity.

Figure 4.5. Representation of a direct splicing graph from the structure of a gene. Nodes represent
the start and end of subexons (contiguous regions of the genome that belong to the same set of
transcripts). Edges that connect “a” nodes with “b” nodes represent subexons while edges that join
“b” nodes with “a” nodes denote junctions (or contiguous regions in the exon as in alternative 3’
and 5’ sites). Black, red, and green specify the reference path, path 1 and path 2 respectively of the
cassette exon located in exon 2. The numbers above each edge of the splicing graph are equivalent
to optimal flux obtained from solving equation 11. The Flux of edge 1b-3a is fixed to 1 to obtain
which combination of exons upstream and downstream fulfill the Full Flux Condition. Exons whose
flux estimated from equation 11 is equal to the flux imposed in our path of interest are our
candidate exons placing the primers. In this example, exon 1 for the upstream primer location, and
exons 3 and 6 for the downstream primer location.
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The splicing graph can be described with its corresponding incidence matrix.
The incidence matrix B is a n x m matrix where n and m are the numbers of
vertices and edges respectively, such that bi,j = −1 if the edge ej leaves vertex vi,
1 if it enters vertex vi and 0 otherwise.
The problem of detecting the primers can be split into two subproblems: i)
identify the genomic regions to place the primers (described below), and ii)
identify the actual primers that meet certain characteristics (for which we use
primer3). The subproblem of finding suitable regions can be solved for each path
of the event independently.
For each path, the (sub)exons where the primers are to be placed must have
a minimal length (otherwise the primer cannot be placed). The primers must be
placed upstream and downstream of the event. Besides, the candidate exons
must fulfill the “Full Flux Condition”, i.e. the primer must amplify all the
transcripts that traverse the path. It is also desirable that the primers are close
enough to the event under study.
The Full Flux Condition problem is solved with a quadratic optimization
problem (equation 8) that minimizes the sum of the squared fluxes subject to: 1)
all the fluxes are positive, 2) follow the graph structure, and 3) the studied path
has a flux value of one.
𝑚𝑖𝑛 ‰|𝑒|(

(Eq. 4.8)

𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜
𝐵 · 𝑒 = 0 𝑤𝑖𝑡ℎ 𝑒+ ≥ 0 𝑓𝑜𝑟 𝑖 𝑖𝑛 1,2, … , 𝑛
𝑒,-./ = 1
Figure 4.5 exemplifies solving the full flux condition problem for a given
splicing graph. In this case, the edge between nodes 1b and 3a is imposed to be
one. This is equivalent to stating that the concentration of the transcripts that
include this edge must be one. After running the optimization problem, some
edges have flux equal to one and, other edges have flux smaller than one. Only
the exons whose fluxes are 1 are potential candidates to interrogate the selected
path. In this case, exons 1, 3, and 6.
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Finally, it is also desirable to have the primers as close as possible to the
studied event (it is better to place the primer in exon 3 than in exon 6) and the
solutions are ranked accordingly.
After filtering out the valid exons to place the primers and solving for the
alternate paths, EP sets a figure of merit to rank all the possible exon
combinations. This score depends on the number of primers required (two or
three) to measure the event, the length of the expected bands (if longer than a
certain value will be penalized), the number of expected bands (in some cases,
there can be more than two bands in semiquantitative RT-PCR), and the
difference in the length of the bands. Taqman probes must be set on the exons
of one of the paths and the exons of the reference.
Once the exons are known, primer3 [147] is called to calculate primer
sequences and the TaqMan probes (one is placed on the reference and another
probe in one of the paths of the event).
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5.1 Abstract
Motivation: Discover is an algorithm developed to identify mutually exclusive
genomic events. Its main contribution is a statistical analysis based on the
Poisson-Binomial (PB) distribution to take into account the mutation rate of
genes and samples. Discover is very effective for identifying mutually exclusive
mutations at the expense of speed in large datasets: the Poisson-Binomial is
computationally costly to estimate, and checking all the potential mutually
exclusive alterations requires millions of tests.
Results: We have implemented a new version of the package called
Rediscover that implements exact and approximate computations of the PB.
Rediscover exact implementation is slightly faster than Discover for large and
medium-sized datasets. The approximation is 100 to 1,000 times faster for them
making it possible to get results in less than a minute with a standard desktop.
The memory footprint is also smaller in Rediscover. The new package is available
at CRAN and provides some functions to integrate its usage with other R
packages such as maftools and TCGAbiolinks.
Availability: Rediscover is available at
project.org/web/packages/Rediscover/index.html).

CRAN

(https://cran.r-

5.2 Introduction
Discover [22] is an algorithm to detect mutual exclusivity and co-occurrence
of somatic alterations in cancer. It estimates the joint probability of a gene being
mutated on a sample assuming independence between the mutation rate of
samples and the mutation rate of genes. Further assuming the independence
between the alterations of different genes, these probabilities are multiplied to
state the statistical significance of their co-occurrence (or mutual exclusivity) by
using a PB distribution. The authors of Discover state that most of the cooccurring alterations using the standard approach of a Fisher test are artifacts.
Discover is available both in R and Python.
In this work, we propose a new R package –Rediscover– that enhances
Discover in several aspects. Rediscover is available at CRAN (the standard
repository for R-packages). This fact ensures that the package has passed all the
quality controls required to be included in this repository. Rediscover estimates
the exact p-values using the ShiftConvolvePoibin R package [151] and different
approximations to the PB distribution. When applied to COSMIC, Rediscover is
2.5 times faster to analyze the top-100 mutated genes (500s vs 200s in Discover
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and Rediscover respectively). Using the approximation method –less accurate–,
Rediscover lasts only 5s. The memory requirement is 100 times smaller in this
dataset. The difference increases if more genes are studied: for the top-1000
genes, the exact version is almost 4 times faster and the approximation is 2,700
times faster (Discover: 4h45m, Rediscover exact: 1h20m, Rediscover approx.:
6.3s). Rediscover also implements a statistical analysis to combine events of
different types of alterations, e.g. mutual exclusivity of mutations and deletions
and some convenience functions to integrate it with other R packages such as
maftools [152].
The availability and speed of Rediscover can be very helpful to state the
significance of mutual exclusivity of thousands of genes in cancer studies.
5.3 Methods
The Discover algorithm can be split into two parts: the estimation of the
probabilities 𝑝+0 of the gene i being mutated in the sample j –assuming
independence between genes and samples–, and the estimation of the p-values
using these probabilities and the number of samples where two genes are coaltered. The corresponding null hypothesis H0 is that the mutational status of
both genes is independent of each other.
In the Discover paper, the authors find the solutions to the first problem by
solving a constrained optimization problem. In the additional material (appendix
E), we show an alternative formulation of this problem, with identical H0, that
reduces the problem to solving for a logistic regression where the design matrix
is sparse. This problem can be quickly solved using, for example, the speed.glm
package [153]. To make the package more memory efficient, we created an S4
class object PMatrix that includes the values of the unknowns and provides
accessors to get the values of the probability matrix (elements, rows, columns,
etc.) without storing the whole matrix in memory. The memory savings for the
COSMIC dataset are 100-fold (Additional Material, Table E.8).
Rediscover also implements three different approximations of the PoisonBinomial distribution function: a Refined Normal Approximation [154], a
Binomial with two parameters [155], and a shifted Binomial with three
parameters [156]. These approximations are very fast and amenable to be used
on very large datasets (Table E.1). In the additional material, we have compared
the accuracy of these approximations. The shifted Binomial is the most accurate
one in all the tested datasets. For all the approximations, the relative error
worsens for lower p-values and for data sets with small number of tumors.
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Nevertheless, the user can compute the exact formula using the
ShiftConvolvePoibin R package [151] for low p-values (the default threshold is
0.05) –called “Mixed” mode. Thus, Rediscover can be run in three different
modes: “Approx” that computes an approximation of the Poisson Binomial for all
tests, “Mixed” that refines this approximation with an exact re-estimation for low
p-values, and “Exact” that compute exact p-values for all tests.
Rediscover includes a function to infer groups of mutually exclusive genes
based on coverage, impurity, and exclusivity as suggested in the Discover paper.
Finally, Rediscover identifies mutually exclusive or co-occurrent alterations of
different types, e.g. genes whose mutation is mutually exclusive with the
deletion of a different gene.
5.4 Results
We have applied both algorithms (Discover 0.9.4 and Rediscover 0.3.0) to
several datasets: COSMIC v87 [157] (19,135 genes and 26,707 samples) and three
datasets downloaded from TCGA: BRCA (14,964 x 979), COAD (17,616 x 399), and
LAML (1,807 x 103) on an Intel Core I7, 10700 with 32 Gb RAM. Both the 𝑝+0 and
the p-values (for the exact method) were identical (Figure E.1) –the maximum
error was close to the computer precision.
Figure 5.1 (left panel) shows the time required to estimate the probabilities
𝑝+0 using Discover and Rediscover for these datasets. The right panel shows the
time to compute the p-values for mutual exclusivity for top-100 mutated genes
(i.e. 4,950 comparisons) using the shifted Binomial approximation in the four
datasets in three different modes (Exact, Mixed and Approx). Both Discover and
Rediscover return the results in few seconds for all datasets but COSMIC and
Rediscover outperforms Discover in terms of speed for large datasets, both
computing the 𝑝+0 and the p-values. Additional Material (Figures E.4-E.6 and
Tables E.5-E.7) shows that these differences are even more apparent if the
interactions for a larger number of genes are required (top-300, top-1,000, etc.).
Discover includes two algorithms to estimate the q-values: the standard
Benjamini-Hochberg FDR methods and another one especially tailored for
discrete distributions. Rediscover borrows the qvalue library to compute the FDR.
Figure 5.1 compares the time to compute the standard FDR for both Rediscover
and Discover (the exact times are shown in Tables E.2-E.4 of the additional
material). The approximation is more than 1,000 times faster for large datasets.
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Figure 5.1. Time (seconds in log scale) required by Discover and Rediscover to estimate the
probability matrix (left) and to compute the p-values for mutual exclusion for the top-100 mutated
genes (right) for different datasets using exact, mixed and approximation methods. X-labels of both
right and left panels depict the dimension of the datasets.

The maftools package [152], widely used to study mutations in cancer study,
includes a function (somaticInteraction) that provides the statistical significance
of the mutations of two genes being mutually exclusive or co-ocurrent.
Rediscover reimplements this function using the Poisson-Binomial test instead of
the Fisher test. Using the package TCGABiolinks [158] we tested this function on
the COAD dataset. The time to execute both functions was similar (8s for
maftools and 15s for Rediscover).
5.5 Conclusion
Rediscover is publicly available at CRAN and can be efficiently used to identify
mutually exclusive gene alterations. Its speed eases its integration with other
pipelines to study synthetic lethality or other interactions between genes. It is
especially advisable its use in very large datasets or if it is required to compute
the mutual exclusivity of all the genes in a dataset.
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6.1 Conclusion
This chapter briefly summarizes the results obtained in this thesis, which
covered the objectives depicted in the introduction. Besides, this chapter also
includes the future lines of this work.
In chapter 2 we have described a statistical framework to state whether or
not a gene can be perfectly identified for RNA-Seq using paired-end reads. This
methodology exploits the idea of the bin-graph, which extends the concept of
the splicing graph. The bin-graph introduces the information of the read length
as its nodes represent a sorted sequence of subexons that can be interrogated
by a read of a given length. Hence, the bin-graph is more informative than the
splicing graph as the number of potential transcripts is smaller or equal. We
applied this methodology to the Gencode 38 and we found that both fragment
and read length play a key role. The read length changes the bin graph and thus
the number of potential transcripts. On the other hand, the effects of the
fragment length depend on the complexity of the gene: large fragment lengths
perform better for complex genes with the counterpart that shorter transcripts
might be missed. However, this approach does not consider the loss of base
quality produced by long fragment length in pair-end sequencing [73]. We have
discussed the optimal fragment length for long non-coding RNA. Nevertheless,
its annotation remains incomplete and other methods such as Capture Long Seq
[74] should be considered. Finally, in chapter 2 we have also discussed the
benefits of combining different libraries sizes in terms of the ability to deconvolve
transcripts getting that –at least theoretically– the best results are obtained if
the two libraries of extremely different fragment length sizes are combined.
In chapter 3 we have depicted ISOGO, a web application to predict GO
functions at isoform level by combining structural information –protein
domains– and expression data. The main drawback of performing isoform
function prediction is the lack of ground truth. We have used indirect methods
to state the quality of the predictions, namely, we have checked the performance
with genes and with specific isoforms well-annotated by the literature. We
believe that ISOGO is useful for researchers in deciphering specific functions of
isoforms.
In chapter 4 we have introduced the EventPointer algorithm, an R package
that analyses alternative splicing events for both microarray and RNA-Seq data.
We have enhanced EventPointer with a novel method that detects splicing
events from a reference transcriptome and leverage isoform abundance
estimation from pseudo-aligners. The performance of this new version of EP is
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outstanding for shallow sequencing conditions compared with other state-ofthe-art algorithms. The advantage of using a reference transcriptome is the
possibility to reanalyze and combine different datasets. Moreover, we have
integrated into EP an enrichment analysis to predict the biological impact of
splicing. We have applied this analysis to TCGA and TARGET. Results show that in
adult cancers the protein domains tend to be depleted and that in young cancers
the domains tend to be enriched. These outcomes were consistent with another
analysis done in [132]. Finally, we have developed within EP a method to
automatically design primers for PCR validation.
Chapter 5 has shown a novel algorithm called Rediscover that aims to
efficiently apply an enrichment analysis with the Poisson-Binomial distribution.
We have shown that its speed eases its integration with other pipelines.
6.2 Future lines
The methodology depicted in chapter 2 describes theoretically whether a
gene can be perfectly identified for RNA-Seq using paired-end reads. The
equations stated in chapter 2 make it possible to implement a method that
assembles the transcriptome and estimates the abundance of the isoforms.
The predictions made by ISOGO, make it is possible to implement an Isoform
set enrichment analysis that aims at predicting the functional impact of aberrant
splicing. This method would mimic the gene set enrichment analysis (GSEA) [159].
Further, in chapter 4 we have described a method to predict the biological impact
of alternative splicing events using structural data. This analysis can be enhanced
by harnessing the results of ISOGO.
In Chapter 4 we have described EventPointer, a method to analyse alternative
splicing events. It returns splicing events differentially spliced between
conditions and can provide a prediction of the biological impact caused by
aberrant alternative splicing events. However, a prediction of which RNA binding
protein is regulating splicing is above the scope of EventPointer. We think that
the integration of the previous work depicted in [17] to predict RBP into
EventPointer will improve the value of this algorithm. Thus, EP will be a tool that
provides a comprehensive analysis of splicing providing an upstream and
downstream analysis. Further, the prediction method of [17] can also be
enhanced with the addition of the enrichment analysis based on the PoissonBinomial distribution depicted in chapter 5.
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As mentioned above, EventPointer allows the integration of different and
huge data. The analysis done of TCGA and TARGET depicted in chapter 4 can be
completed by applying the RBP prediction method. We think that this analysis
will insight into the behavior of splicing in different cancer types.
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This appendix was published as Supplementary material in:
Ferrer-Bonsoms, J. A., Morales, X., Afshar, P. T., Wong, W. H., & Rubio, A.
(2022). On the identifiability of the isoform deconvolution problem: application
to select the proper fragment length in an RNAseq library. Bioinformatics.
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A.1 Extension to several libraries
In the case we are solving the deconvolution problem using two libraries,
since the depth of the sequencing process is different in both libraries, equation
(A.1) of the main manuscript can be rewritten as follows:
𝒚𝟏
𝑴𝟏
Œ
Ž 𝜽~ • •,
𝒚𝟐
𝜶𝑴𝟐

(Eq. A.1)

to account for the different number of reads of the libraries. The parameter 𝛼
is the proportion between the number of reads in library two and library one.
To find proper estimates for 𝜽, we consider that the reads follow a Poisson
distribution (a Negative-Binomial distribution is also widely used) and that the
estimates must be non-negative. This problem can be solved by imposing in a
generalized linear model for a Poisson distribution with identity link the
restriction of being non-negative (this solving problem is implemented, for
example in [1]. The likelihood of the Poisson distribution is:
𝐿(𝛩0 , 𝛼) = ∏'+3& 𝑒 123

4
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43 !

with 𝜆+ = ∑0 𝑚+0 𝛩0 ,

(Eq. A.2)

,

where 𝜆+ is the expected number of reads for a given bin (or bin pair), 𝑦+ are
the actual number of reads in the bin (or bin pair), 𝑚+0 is the equivalent length
of the bin (or bin-pair) -that includes the 𝜶 factor for the second library-, and 𝛩0
is the estimated concentration for transcript j. Taking logarithms, the loglikelihood is
𝑙𝑙(𝛩, 𝛼) = ∑%8'$ log “𝑒 ,5!

"

5! !
6! !

” = ∑%8'$[ − 𝜆8 + 𝑦8 (𝑙𝑜𝑔(𝜆8 ) − 𝑙𝑜𝑔(𝑦8 !))],

(Eq. A.3)

The value of 𝜆+ that optimizes the log-likelihood does not change if a constant
term is added to the function and thus, the term 𝑙𝑜𝑔(𝑦+ !) can be dropped.
Assuming that the k first rows of M correspond to the first library and the k+1 to
n rows corresponds to the second library, we get:
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𝑙𝑙(𝛩, 𝛼) = ‰[ − ‰ ( 𝑚8: 𝛩: ) + 𝑦8 (log (‰ ( 𝑚8: 𝛩: ))] +
8'$

:

:

%

+ ‰ [ − 𝛼 ‰ ( 𝑚8: 𝛩: ) + 𝑦8 (𝑙𝑜𝑔(𝛼 ‰ ( 𝑚8: 𝛩: ))]
8'9;$

:

(Eq. A.4)

:

If 𝛼 is provided, the minimization of log-likelihood the maximum likelihood
solution coincides with a generalized linear model with Poisson distribution
(assuming an identity link function) with the additional restriction of the
estimates being non-negative. In [1] there is an implementation based on EM
algorithms to do this optimization.
Besides, 𝛼 can be estimated on a gene by gene basis from the reads and
computed independently for each gene. Taking derivatives of the log-likelihood,
the first term in the second member vanishes and we get
%

∂(𝑙𝑙)
1
= 0 + ‰ [ − ‰ ( 𝑚8: 𝛩: ) + 𝑦8 ] = 0.
∂(𝛼)
𝛼
8'9;$

(Eq. A.5)

:

Then:
%

1
‰ [ − 𝜆8 + 𝑦8 ] = 0,
𝛼

(Eq. A.6)

8'9;$
%

‰ 𝑦8
8'9;$

𝛼=

%

1
= ‰ 𝜆8 ,
𝛼

(Eq. A.7)

8'9;$

∑%8'9;$ 𝑦8
∑%8'9;$ 𝑦8
= %
.
%
∑8'9;$ 𝜆8 ∑8'9;$ ∑: ( 𝑚8: 𝛩: )
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(Eq. A.8)

A.2 Case study

The maximum likelihood estimator of 𝛼 is, in this case, the quotient between
the sum of the reads of the gene for each bin (or pin pair) over the expected
number of reads.

A.2 Case study
We have simulated reads from two different libraries with different fragment
lengths to the gene whose structure is shown in Figure A.1 (Panel A). Its
corresponding splicing and bin graphs for a read length of 100 nt are shown in
Panels B and C. The fragment length of the libraries is 200 and 800nt respectively.
The standard deviation of the fragment length is 50nt. This gene has four
different transcripts, one start site, two stop sites and, given the simulated
fragment length, the number of potential transcripts is 6.
We computed the rank of the M matrices for both libraries. The ranks were 3
for both libraries with a fragment length of 200 and 800 nt respectively. Using
either of the libraries, the gene is non-identifiable since the possible transcripts
are six. In the case of the library with 800 nt, the reason is that one of the
transcripts is too small for the given fragment length. In the case of the 200 nt
the reason is that there are related transcripts that are far apart in the gene. This
is a specific case where using two libraries shows its full potential if compared
with using single libraries.
Using the simulated reads, the concentrations were estimated using the MLE
optimization. The value of alpha was also estimated from the reads. The total
number of reads in this gene using both libraries was 2769 and 50 respectively.
We have selected a much smaller sequencing depth for the second library to
illustrate that, even a shallow sequencing improves dramatically the estimation
of the concentrations of the transcripts. To have a confidence interval of the
estimates, we run a bootstrap simulation with the data (sampling with
replacement the reads used to do the estimates). This methodology has been
used in Kallisto [2] or in [3].
The results of the bootstrap simulations are shown in Figure A.1 panel D. All
the transcripts were simulated to have identical expressions. As expected,
neither of the single libraries can properly estimate the concentrations of the
transcripts. The two additional potential transcripts that are compatible with the
bin graph are also given concentrations different from zero (data not shown). On
the contrary, using both libraries estimate -with very little dispersion- the true
concentrations of the transcripts (all of them are identical to one).
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Using a single library, the dispersion of the estimates is very large. It is a
consequence of having a dimension of the null space of the M matrix different
from zero. Combining both libraries, the rank of the augmented matrix is 6, the
dimension of the null-space is zero and, therefore, the gene is identifiable and
estimates are reasonably accurate.
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A.2 Case study

Figure A.1. Panel A shows the simulated gene. The size of the exons but the central one is 200 nt.
The size of the central one is 500 nt. Panel B and C shows the splicing and the bin graph for this
gene (assuming a read length of 100 nt). The number of potential transcripts is 6 for both the
splicing and the bin graph.
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4005 (28.58%)

7225 (51.56%)

6389 (45.59%)

30 (0.21%)

6411 (45.75%)

4010 (28.62%)

1740 (12.42%)

3936 (28.09%)

31 (0.22%)

0 (0%)

8388 (59.86%)

150|300

150|600

200|200*

200|400

200|500

300|300*

300|600

300|900

100|200-800

100|200

100|400

8388 (59.86%)

100|100*

150|150*

10452
(74.59%)

3547 (55.47%)

6172 (96.53%)

13590
(98.06%)

4945 (77.34%)

5966 (93.31%)

5509 (86.16%)

5905 (92.35%)

6138 (96%)

4907 (76.74%)

6127 (95.82%)

6167 (96.45%)

5889 (92.1%)

6172 (96.53%)

6170 (96.5%)

5877 (91.91%)

6170 (96.5%)

6168 (96.47%)

(3000,14000]

Simple

6523 (47.07%)

11378 (82.1%)

13589
(98.05%)
13590
(98.06%)
13108
(94.58%)
13590
(98.06%)
13588
(98.04%)
13122
(94.68%)
13573
(97.94%)
13491
(97.34%)
11349
(81.89%)
13515
(97.52%)
13142
(94.83%)
12367
(89.23%)
13199
(95.24%)

11998
(85.62%)
11713
(83.59%)

4003 (28.57%)

(500,3000]

(0,500]

75|400

75|150

75|75*

Read - Fragment
length

4044
(96.54%)

3938
(94.01%)
3739
(89.26%)
3975
(94.89%)
3426
(81.79%)
2372
(56.62%)

4030 (96.2%)

3389 (80.9%)

4043
(96.51%)
4046
(96.59%)
3910
(93.34%)
4043
(96.51%)
4043
(96.51%)
3914
(93.44%)
4042
(96.49%)
4011
(95.75%)

>14000

32194 (83.72%)

12442 (32.35%)

19780 (51.44%)

27076 (70.41%)

23355 (60.73%)

26995 (70.2%)

30094 (78.26%)

19675 (51.16%)

30018 (78.06%)

31007 (80.63%)

26930 (70.03%)

32191 (83.71%)

34255 (89.08%)

26898 (69.95%)

35519 (92.37%)

35798 (93.09%)

Total Simple

31
(38.27%)

1 (1.23%)

978 (49.49%)

358 (18.12%)

771 (39.02%)

782 (39.57%)

28
(34.57%)
4 (4.94%)

748 (37.85%)

839 (42.46%)

533 (26.97%)

498 (25.2%)

719 (36.39%)

389 (19.69%)

546 (27.63%)

557 (28.19%)

223 (11.29%)

483 (24.44%)

7 (8.64%)

19
(23.46%)

26 (32.1%)

1 (1.23%)

24
(29.63%)
32
(39.51%)

9 (11.11%)

15
(18.52%)
31
(38.27%)

7 (8.64%)

139 (7.03%)
478 (24.19%)

30
(37.04%)

2645 (35.16%)

1143 (15.19%)

2242 (29.8%)

2050 (27.25%)

2095 (27.85%)

2295 (30.51%)

1313 (17.45%)

1500 (19.94%)

1948 (25.89%)

937 (12.46%)

1655 (22%)

1422 (18.9%)

535 (7.11%)

1491 (19.82%)

1131 (15.03%)

376 (5%)

(500,3000] (3000,14000]

8 (9.88%)

(0,500]

Complex

3539
(28.12%)

2805
(22.29%)
2652
(21.07%)
2507
(19.92%)
2835
(22.53%)
1417
(11.26%)

1561 (12.4%)

2287
(18.17%)
1905
(15.14%)

1096 (8.71%)

1722
(13.68%)
2028
(16.12%)

615 (4.89%)

1369
(10.88%)
1813
(14.41%)

414 (3.29%)

>14000

7193 (32.45%)

2919 (13.17%)

5852 (26.4%)

5367 (24.21%)

5502 (24.82%)

5958 (26.88%)

3433 (15.49%)

3904 (17.61%)

4986 (22.5%)

2446 (11.04%)

4238 (19.12%)

3732 (16.84%)

1388 (6.26%)

3794 (17.12%)

3008 (13.57%)

937 (4.23%)

Total Complex

65%

25%

42%

54%

48%

54%

55%

39%

58%

55%

51%

59%

59%

51%

64%

61%

i.g

Table B.1. Whole-genome analysis. Summarized percentage of simple genes (number of paths in the splicing graph equal or below four) and complex
genes (number of paths in the splicing graph above four) that are identifiable using different read and average fragment lengths. The standard
deviation of the fragment lengths is 50 nt for all the libraries. The last row corresponds to the combination of short and long libraries. (*) corresponds
to single-end reads. “i.g.%” stands for the percentage of identifiable genes. Both simple and complex genes are split into 4 categories relying the
average of the length of the transcripts.
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(0,150]
9609 (97.1%)

(150,300]

8759 (97.7%)

(300,600]

10323 (97.72%)

> 600

35798 (93.09%)

Total Simple

84 (6.46%)

(0,150]

10324 (97.73%)

10273 (97.25%)

10324 (97.73%)

34255 (89.08%)

26898 (69.95%)

35519 (92.37%)

31007 (80.63%)

32191 (83.71%)

30018 (78.06%)

10322 (97.71%)

10324 (97.73%)

19675 (51.16%)

26930 (70.03%)

10314 (97.63%)

10282 (97.33%)

10257 (97.09%)

30094 (78.26%)
26995 (70.2%)

10324 (97.73%)
10305 (97.55%)

27076 (70.41%)

23355 (60.73%)

19780 (51.44%)

10286 (97.37%)

10289 (97.4%)

10327 (97.76%)

309 (3.84%)

(300,600]

628 (17.37%)

214 (5.92%)

> 600

3008 (13.57%)

937 (4.23%)

Total Complex

51%

64%

61%

i.g

330 (3.59%)

(150,300]

1030 (12.8%)

59%

59%

1388 (6.26%)

51%

3794 (17.12%)

3732 (16.84%)

55%

310 (8.57%)

4238 (19.12%)

58%

768 (21.24%)

2446 (11.04%)

39%

1424
(17.69%)

753 (20.82%)

4986 (22.5%)

55%

465 (5.78%)

855 (23.64%)

3904 (17.61%)

54%

1081
(11.75%)
1356
(14.74%)

499 (13.8%)

3433 (15.49%)

48%

477 (5.19%)

965 (26.69%)

5958 (26.88%)

54%

1305
(16.21%)
1585
(19.69%)

923 (25.53%)

5502 (24.82%)

42%

839 (10.42%)

665 (18.39%)

5852 (26.4%)

5367 (24.21%)

25%

1350
(37.33%)

975 (26.96%)

7193 (32.45%)

65%

1135
(31.39%)
1120
(30.97%)

992 (27.43%)

2919 (13.17%)

1355
(14.73%)
1515
(16.47%)

2206 (27.4%)

2146
(26.66%)
1906
(23.68%)
2372
(29.47%)
1241
(15.42%)

2639
(32.78%)

1209
(33.43%)

883 (9.6%)

Complex

Table B.2. Whole-genome analysis. Summarized percentage of simple genes (number of paths in the splicing graph equal or below four) and complex
genes (number of paths in the splicing graph above four) that are identifiable using different read and average fragment lengths. The standard
deviation of the fragment lengths is 50 nt for all the libraries. The last row corresponds to the combination of short and long libraries. (*) corresponds
to single-end reads. “i.g.%” stands for the percentage of identifiable genes. Both simple and complex genes are split into 4 categories relying on the
average of the length of the exons.

7107 (78.7%)

Simple

75|75*

Read Fragment
length

75|150
75|400

100|200

100|100*

2312 (25.6%)

100|400
150|150*

745 (8.25%)

2158 (23.9%)

2202
(23.94%)
1956
(21.27%)
2035
(22.12%)
2025
(22.02%)

1855
(20.17%)
1256
(13.66%)

269
(20.69%)
246
(18.92%)
136
(10.46%)
319
(24.54%)
283
(21.77%)
225
(17.31%)
412
(31.69%)
153
(11.77%)
315
(24.23%)
415
(31.92%)
280
(21.54%)
434
(33.38%)
246
(18.92%)

642 (6.98%)

1269 (13.8%)

61 (4.69%)

1754
(21.79%)
1572
(19.53%)
1184
(14.71%)

12442 (32.35%)

6826
(75.59%)
1482
(16.41%)
5561
(61.58%)
3497
(38.73%)
1496
(16.57%)

150|300

759 (8.41%)

2186
(24.21%)
1500
(16.61%)
1125
(12.46%)
1552
(17.19%)

150|600
200|200*
200|400
200|500

300|600

300|300*

8507 (80.53%)

2716
(29.53%)

8761
(97.72%)
8717
(97.23%)
8760
(97.71%)
8760
(97.71%)
8719
(97.26%)
8760
(97.71%)
8751
(97.61%)
5040
(56.22%)
8761
(97.72%)
8736
(97.45%)
6764
(75.45%)
8761
(97.72%)
5058
(56.42%)
2597
(28.97%)
264 (2.92%)

488
(37.54%)

9608
(97.09%)
6426
(64.94%)
9610
(97.11%)
9612
(97.13%)
6433
(65.01%)
9611
(97.12%)
8795
(88.87%)
3633
(36.71%)
8823
(89.16%)
6454
(65.22%)
5180
(52.34%)
6436
(65.04%)
3674
(37.13%)
1074
(10.85%)

300|900

32194 (83.72%)

8761
(97.72%)

3497
(38.73%)

10324 (97.73%)

9612
(97.13%)

100|200-800

108

109
7796 (93.23%)

12136 (56.02%)

10103 (46.63%)

12047 (55.61%)

8421 (38.87%)

5392 (24.89%)

16313 (75.3%)

200|200*

200|400

200|500

300|300*

300|600

300|900

100|200-800
7966 (95.26%)

2654 (31.74%)

4850 (58%)

7215 (86.28%)

6038 (72.21%)

7163 (85.66%)

4818 (57.62%)

8421 (38.87%)

7762 (92.82%)

7924 (94.76%)

7143 (85.42%)

7964 (95.24%)

7996 (95.62%)

7128 (85.24%)

8013 (95.83%)

14393 (66.44%)

14393 (66.44%)

150|300

(1,2]
8025 (95.97%)

150|600

15171 (70.03%)

150|150*

100|100*

16313 (75.3%)

18349 (84.7%)

75|400

12136 (56.02%)

12136 (56.02%)

75|150

100|400

19588 (90.42%)

75|75*

100|200

(0,1]

19861 (91.68%)

Read Fragment
length

2960 (96.26%)

1295 (42.11%)

2152 (69.98%)

2867 (93.24%)

2549 (82.89%)

2838 (92.29%)

2949 (95.9%)

2138 (69.53%)

2938 (95.54%)

2960 (96.26%)

2830 (92.03%)

2960 (96.26%)

2962 (96.33%)

2821 (91.74%)

2964 (96.39%)

2967 (96.49%)

(2,3]

Simple

3279 (93.61%)

1785 (50.96%)

2766 (78.96%)

3270 (93.35%)

3028 (86.44%)

3199 (91.32%)

3280 (93.63%)

2724 (77.76%)

3253 (92.86%)

3279 (93.61%)

3170 (90.49%)

3278 (93.58%)

3275 (93.49%)

3162 (90.27%)

3278 (93.58%)

3274 (93.46%)

(3,6]

1604 (90.26%)

1250 (70.34%)

1521 (85.59%)

1605 (90.32%)

1565 (88.07%)

1587 (89.31%)

1604 (90.26%)

1504 (84.64%)

1600 (90.04%)

1601 (90.1%)

1580 (88.91%)

1604 (90.26%)

1601 (90.1%)

1580 (88.91%)

1604 (90.26%)

1599 (89.98%)

(6,20]

72 (97.3%)

66 (89.19%)

70 (94.59%)

72 (97.3%)

72 (97.3%)

72 (97.3%)

72 (97.3%)

70 (94.59%)

72 (97.3%)

72 (97.3%)

71 (95.95%)

72 (97.3%)

72 (97.3%)

71 (95.95%)

72 (97.3%)

72 (97.3%)

> 20

32194 (83.72%)

12442 (32.35%)

19780 (51.44%)

27076 (70.41%)

23355 (60.73%)

26995 (70.2%)

30094 (78.26%)

19675 (51.16%)

30018 (78.06%)

31007 (80.63%)

26930 (70.03%)

32191 (83.71%)

34255 (89.08%)

26898 (69.95%)

35519 (92.37%)

35798 (93.09%)

Total Simple

Table B.3. Whole-genome analysis. Summarized percentage of simple genes (number of paths in the splicing graph equal or below four) and complex
genes (number of paths in the splicing graph above four) that are identifiable using different read and average fragment lengths. The standard
deviation of the fragment lengths is 50 nt for all the libraries. The last row corresponds to the combination of short and long libraries. (*) corresponds
to single-end reads. Genes are split into 6 categories relying on the number of subexons.
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0
(0%)

0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)

0
(0%)

0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)
0
(0%)

(0,1] (1,2]

132 (42.17%)

61 (19.49%)

83 (26.52%)

119 (38.02%)

29 (9.27%)

(2,3]

595 (42.53%)

683 (48.82%)

281 (20.09%)

538 (38.46%)

623 (44.53%)

192 (13.72%)

(3,6]

3200 (36.58%)

2716 (31.05%)

996 (11.39%)

2921 (33.39%)

2153 (24.61%)

683 (7.81%)

(6,20]

337 (2.88%)

201 (1.72%)

50 (0.43%)

252 (2.15%)

113 (0.97%)

33 (0.28%)

> 20

2446 (11.04%)

4238 (19.12%)

3732 (16.84%)

1388 (6.26%)

3794 (17.12%)

3008 (13.57%)

937 (4.23%)

Total Complex

55%

51%

59%

59%

51%

64%

61%

i.g

106 (33.87%)

114 (0.97%)

55%

1769 (20.22%)

54%

470 (33.6%)

3433 (15.49%)

48%

93 (29.71%)

226 (1.93%)

5958 (26.88%)

54%

58%

767 (6.55%)

5502 (24.82%)

42%

39%
2493 (28.5%)

738 (6.31%)

5852 (26.4%)

5367 (24.21%)

4986 (22.5%)

604 (43.17%)

4259 (48.69%)

615 (5.25%)

3904 (17.61%)

779 (55.68%)

3947 (45.12%)

967 (8.26%)

398 (3.4%)
110 (35.14%)

699 (49.96%)

4103 (46.9%)

3856 (44.08%)

25%

437 (3.73%)

153 (48.88%)

756 (54.04%)

2919 (13.17%)

65%

3638 (41.59%)

118 (37.7%)

649 (46.39%)

355 (3.03%)

7193 (32.45%)

2905 (33.21%)

140 (44.73%)

2049 (23.42%)

925 (7.9%)

754 (53.9%)

133 (42.49%)

426 (30.45%)

5118 (58.5%)

507 (36.24%)

89 (28.43%)

933 (66.69%)

94 (30.03%)

217 (69.33%)

157 (50.16%)

Complex

Table B.4. Whole-genome analysis. Summarized percentage of simple genes (number of paths in the splicing graph equal or below four) and complex
genes (number of paths in the splicing graph above four) that are identifiable using different read and average fragment lengths. The standard
deviation of the fragment lengths is 50 nt for all the libraries. The last row corresponds to the combination of short and long libraries. (*) corresponds
to single-end reads. Genes are split into 6 categories relying on the number of subexons. “i.g.%” stands for the percentage of identifiable genes taking
into account both simple and complex genes.

75|75*

Read Fragment
length

75|150
75|400

100|200

100|100*

100|400
150|150*
150|300
150|600
200|200*
200|400
200|500

300|600

300|300*

300|900
100|200-800
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Figure C.1. Input: the isoforms-domains annotation (TxD), the isoforms-genes annotation (GxT), the genes-function annotation
(GenesGO) and the expression at isoform level of TCGA cell lines (TxS). Domain-based regression: From TxD and GxT we get the genesdomain annotation (GxD). Then an elastic-net regularized logistic regression model is built using the train set achieving the logit2
matrix and the domain train model. Correlation method: gene expression is calculated from TxS and GxT. We compute a spearman
correlation for each gene pair of the train set getting the matrix P. Then, in order to test if a gene “i” has a function “j” we applied a
Wilcoxon test with the corresponding row of the matrix P comparing genes annotated to function “j” with the remaining genes
achieving the z-scores matrix. Combination method: Previous scores –Logits2 and z-scores matrices– are combined by a logistic
regression achieving the final combination train model for train set.

C.1 Supplementary figures

C.1 Supplementary figures
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Figure C.2. Input: the isoforms-domains annotation (TxD), the isoforms-genes annotation (GxT), the genes-function annotation
(GenesGO) and the expression at isoform level of TCGA cell lines (TxS). Domain-based regression: From TxD and GxT we get the genes• ( . Correlation method:
domain annotation (GxD). Then we applied the Domain train model to the test set achieving the matrix 𝑙𝑜𝑔𝚤𝑡
gene expression is calculated from TxS and GxT. Then, we calculate the spearman correlation between each pair of the test and train
set achieving the matrix P (size 2,000 x 17,637). In order to test if a gene “I” of the test set has a function “j” we applied a Wilcoxon
test with the corresponding row of the matrix P comparing genes annotated to function “j” with the remaining genes achieving the
z-scores matrix (size 2,000 x 5,777). Combination method: We applied the combination train model for train set to previous scores –
• ( and Z matrices obtaining the final matrix 𝑙𝑜𝑔𝚤𝑡
• <.
𝑙𝑜𝑔𝚤𝑡
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Figure C.3. Input: the isoforms-domains annotation (TxD), the isoforms-genes annotation (GxT), the genes-function annotation
(GenesGO) and the expression at isoform level of TCGA cell lines (TxS). Domain-based regression: From TxD and GxT we get the genesdomain annotation (GxD). Then an elastic-net regularized logistic regression model is built using the complete set achieving the logit2
matrix and the domain complete model. Correlation method: gene expression is calculated from TxS and GxT. Then, we computed the
Spearman correlation coefficient of each gene pair resulting on a matrix of correlations P (size 19,637 x 19,637). In order to test if a
gene “i” have a particular function “j”, we computed a Wilcoxon test with corresponding row of the P comparing the genes annotated
to the “j” GO term with genes non-annotated to it -excluding the gene itself- achieving the z-scores matrix (size 2,000 x 5,777).
Combination method: Previous scores –Logits2 and z-socres matrices– are combined by a logistic regression achieving the final
combination complete model.

C.1 Supplementary figures
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Figure C.4. Input: the isoforms-domains annotation (TxD), the isoforms-genes annotation (GxT), and the expression at isoform level
of TCGA cell lines (TxS). Domain-based regression: We applied the Domain complete model to isoform-domains annotation achieving
• ( . Correlation method: gene expression is calculated from TxS and GxT. Then, we computed the Spearman correlation
the matrix 𝑙𝑜𝑔𝚤𝑡
coefficient of each isoform-gene pair resulting on a matrix of correlations P (size 79,864 x 19,637). In order to test if a isoform “i” have
a particular function “j”, we computed a Wilcoxon test with corresponding row of the P comparing the genes annotated to the “j” GO
term with genes non-annotated to it achieving the z-scores matrix (size 79,864 x 5,777). Combination method: We applied the
• ( and Z matrices– obtaining the final matrix 𝑙𝑜𝑔𝚤𝑡
• = –The ISOGO matrix–.
combination complete model to previous scores –𝑙𝑜𝑔𝚤𝑡
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C.2 Performance of GO predictions for genes

Figure C.5. Comparison of the average AUROC obtained in the Correlation method and in the
methodology proposed by Li et al. [78]. The picture shows the average AUROC depending on the
number of GO terms annotated and the ontology. We indicate each Gene Ontology branch with red
(Biological process), green (Cellular component) and blue (Molecular function). The Li et al. results
are indicated in those bars with lighter color. The number of genes for each bin is taken from [78]
to ease the comparison of both methods.
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Figure C.6. Comparison of the average AUROC obtained in the Combination method and in the
methodology proposed by Li et al. [78]. The picture shows the average AUROC depending on the
number of GO terms annotated and the ontology. We indicate each Gene Ontology branch with red
(Biological process), green (Cellular component) and blue (Molecular function). The Li et al. results
are indicated in those bars with lighter color. The number of genes for each bin is taken from [78]
to ease the comparison of both methods.
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Figure C.7. ROC (left) and PRC (right) curves when predicting the genes annotated to the function
GO:0007059(“chromosome segregation”) by applying the three methods: Combination (blue),
Correlation (yellow) and Domains (grey). The Correlation method (yellow) is more sensitive (AUROC
= 0.813 and AUPRC = 0.045) compared with the precise Domain-based regression method (grey,
AUROC = 0.650 and AUPRC = 0.154). The Combination method (blue) outperforms both the
Correlation and the Domain-based regression method in the two aspects (AUROC = 0.842 and
AUPRC = 0.164).
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Figure C.8. AUROCs comparison, depending on the ontology of each GO term. Blue boxplot
corresponds to Combination method, yellow to Correlation method and grey to Domain-based
regression. A dotted black line is included to show the baseline for a random classifier (AUROC =
0.5).

Figure C.9. AUPRC comparison, depending on the ontology of each GO term. Legend as for SF 5
(blue boxplots are combination method, yellow are Correlation method and grey are Domain-based
regression).
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DUF

Pfam

Table C.1. Pfam and InterPro description of the protein domains of unknown function (DUF) used in
ISOGO (first 4 columns) and the description of the top 5 GO terms with the most reliable predictions
in terms of AUROC for which the Pfam is been used as a predictor variable (last 3 columns). (*)
indicates GO terms with an AUROC less than 0.95.

Interpro

IPR001054

DUF1053

PF06327

IPR009398
IPR018297

DUF1899

PF08953

IPR029787

DUF3398

AUROC

GO:0004016

adenylate cyclase activity

0.9997

GO:0031683

G-protein beta/gamma-subunit complex
binding

0.9965

GO:0030145

manganese ion binding

0.8659*

GO:0005902

microvillus

0.8367*

GO:0016849

phosphorus-oxygen lyase activity

0.8332*

GO:0048521

negative regulation of behavior

1.0000

IPR015048

Domain
of
unknown
function DUF1899

GO:0050922

negative regulation of chemotaxis

1.0000

IPR015049

Trimerisation motif

GO:0035767

endothelial cell chemotaxis

0.9995

GO:1900027

regulation of ruffle assembly

0.9995

GO:0048365

Rac GTPase binding

0.9987

GO:0005089

Rho guanyl-nucleotide exchange factor
activity

1.0000

GO:0048365

Rac GTPase binding

0.9987

IPR017986

IPR010703

DUF3456

Nucleotide cyclase

GO description

WD40 repeat

IPR001849

PF11878

Adenylyl cyclase class3/4/guanylyl cyclase
Adenylate
cyclase,
conserved domain
Adenylyl cyclase class4/guanylyl
cyclase,
conserved site

GO term

IPR001680

IPR019775

PF11938

Interpro description

WD40-repeat-containing
domain
WD40 repeat, conserved
site
Pleckstrin
homology
domain
Dedicator of cytokinesis, Cterminal

IPR011993

PH domain-like

GO:0090630

activation of GTPase activity

0.9878

IPR016024

Armadillo-type fold

GO:0017048

Rho GTPase binding

0.9215*

IPR021816

Dedicator of cytokinesis
C/D, N-terminal

GO:0045165

cell fate commitment

0.8873*

IPR027007

DHR-1 domain

IPR027357

DHR-2 domain

IPR021852

Domain
of
unknown
function DUF3456

GO:0034663

IPR008139

Saposin B type domain

GO:2001273

IPR000742

EGF-like domain

GO:1900076

IPR002049

Laminin EGF domain

GO:0002377

immunoglobulin production

0.8033*

IPR009030

Growth factor receptor
cysteine-rich domain

GO:0003279

cardiac septum development

0.7700*

IPR013032

EGF-like, conserved site

IPR000152
IPR001881

EGF-type
aspartate/asparagine
hydroxylation site
EGF-like
calcium-binding
domain
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endoplasmic
reticulum
chaperone
complex
regulation of glucose import in response
to insulin stimulus
regulation of cellular response to insulin
stimulus

0.9950
0.9841
0.8661*

DUF3585

PF12130
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IPR006212

Furin-like repeat

IPR018097

EGF-like calcium-binding,
conserved site

IPR001715

Calponin homology domain

GO:0097320

plasma membrane tubulation

1.0000

IPR001781

Zinc finger, LIM-type

GO:0055038

recycling endosome membrane

0.9962

IPR002938

FAD-binding domain

GO:0030042

actin filament depolymerization

0.9921

GO:0042805

actinin binding

0.9905

GO:0005923

bicellular tight junction

0.9377*

IPR022735
IPR023753

DUF3669
DUF3694
DUF3715

PF12480

PF12473

PF12417

IPR019448

Domain
of
unknown
function DUF3585
FAD/NAD(P)-binding
domain
EEIG1/EHBP1
N-terminal
domain

IPR016103

ProQ/FinO domain

IPR001909

Krueppel-associated box

GO:0001227

IPR007087

Zinc finger, C2H2

GO:0001078

IPR015880

Zinc finger, C2H2-like

GO:0031625

ubiquitin protein ligase binding

0.7563*

IPR022137

Protein
of
unknown
function DUF3669, zinc
finger protein

GO:0044389

ubiquitin-like protein ligase binding

0.7157*

GO:1901214

regulation of neuron death

0.6289*

IPR000253

Forkhead-associated (FHA)
domain

GO:0007274

neuromuscular synaptic transmission

0.9995

IPR001752

Kinesin motor domain

GO:0047496

vesicle transport along microtubule

0.9847

IPR001849

Pleckstrin
domain

GO:0030695

GTPase regulator activity

0.9088*

IPR008984

SMAD/FHA domain

GO:0005875

microtubule associated complex

0.8776*

IPR011993

PH domain-like

GO:0072384

organelle transport along microtubule

0.8511*

IPR019821

Kinesin motor
conserved site

IPR022140

Kinesin-like KIF1-type

IPR022164

Kinesin-like

IPR027417

P-loop
nucleoside
hydrolase

IPR006020

PTB/PI domain

IPR000195

Rab-GTPase-TBC domain

IPR000938

CAP Gly-rich domain

-

-

-

-

-

homology

transcriptional repressor activity, RNA
polymerase II transcription regulatory
region sequence-specific DNA binding
transcriptional repressor activity, RNA
polymerase II proximal promoter
sequence-specific DNA binding

0.8910*
0.8579*

domain,

containing
triphosphate
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PF15371
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C.3 GO predictions for genes with known isoform specific functions
Table C.2. GO terms shown in Figure 3.4A, Figure 3.4C, and Figure 3.4E.
Origin

GO term
GO:0008625
GO:0008630
GO:0097191
GO:0097193

Figure 3.4A

GO:1902041
GO:1902042
GO:2001234
GO:2001236
GO:2001237
GO:1902043
GO:0008625

Figure 3.4C

GO:0097191
GO:0097194
GO:1902041

Figure 3.4E

GO:2001236
GO:0017156
GO:0017157
GO:0045055
GO:0045921
GO:0000149
GO:0031201
GO:0035493

GO description
Extrinsic apoptotic signaling pathway via death domain
receptors
Intrinsic apoptotic signaling pathway in response to DNA
damage
Extrinsic apoptotic signaling pathway
Intrinsic apoptotic signaling pathway
Regulation of extrinsic apoptotic signaling pathway via death
domain receptors
Negative regulation of extrinsic apoptotic signaling pathway via
death domain receptors
Negative regulation of apoptotic signaling pathway
Regulation of extrinsic apoptotic signaling pathway
Negative regulation of extrinsic apoptotic signaling pathway
Positive regulation of extrinsic apoptotic signaling pathway via
death domain receptors
Extrinsic apoptotic signaling pathway via death domain
receptors
Extrinsic apoptotic signaling pathway
Execution phase of apoptosis
Regulation of extrinsic apoptotic signaling pathway via death
domain receptors
Regulation of extrinsic apoptotic signaling pathway
Calcium ion regulated exocytosis
Regulation of exocytosis
Regulated exocytosis
Positive regulation of exocytosis
SNARE binding
SNARE complex
SNARE complex assembly

123

Appendix C

C.4 Indirect transcriptome-wide validation: APPRIS and CAFA3

Figure C.10. APPRIS [90] indirect transcriptome-wide validation. For each GO term: 1): we selected
its annotated genes. In 1) annotated genes are shaded in blue and non-annotated in red ; 2): we
selected for these genes its corresponding isoforms; 3):by using BiomaRt R package [102] we
distinguished the APPRIS isoforms and the non-APPRIS isoforms. In 2) the splice variants that belong
to the selected genes are marked in blue and the major isoforms are distinguished with red
diamonds; 4): we tested, among all the isoforms of the selected genes, whether the APPRIS isoforms
were the most likely to perform the function.

124

C.4 Indirect transcriptome-wide validation: APPRIS and CAFA3

Figure C.11. CAFA3 indirect transcriptome-wide validation. For each GO term: 1): we selected its
annotated genes. In 1) annotated genes are shaded in blue and non-annotated in red; 2): we
selected for these genes its corresponding isoforms; 3):by using BiomaRt R package [102] we related
the protein included in the CAFA3 challenge with isoforms, achieving a dataset were protein,
function and isoform are merged i.e. specific function are related with specific isoforms; 4): we
tested, among all the isoforms of the genes, whether the ‘CAFA3’ isoforms were the most likely to
perform the function.
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C.5 Discussion
Table C.3. Overall performance of each method using data from CCLE. AUROC column shows the
median of the AUROC; AUPRC displays the median of the AUPRC for each method; #terms column
indicates the number of total functions with perfect performance. Domain-based regression
displays the same results shown in Table 3.1 as it does not depend on the expression data. We
included Domain-based regression for sake of completeness.

Method

AUROC

AUPRC

#terms

Correlation method

0.706

0.0072

4

Domain-based
regression

0.657

0.0293

147

Combination
method

0.791

0.0385

186

Table C.4. Overall performance of each method using data from Normal tissues. AUROC column
shows the median of the AUROC; AUPRC displays the median of the AUPRC for each method; #terms
column indicates the number of total functions with perfect performance. Domain-based regression
desplays the same results shown in Table 3.1 as it does not depend on the expression data.

Method

AUROC

AUPRC

#terms

Correlation method

0.725

0.0082

5

Domain-based
regression

0.657

0.0293

147

Combination
method

0.811

0.0409
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Coherence technique
In some predictions, the probability assigned to an ancestor is not larger than
the ones assigned to any of its descendants. Several works tried to explicitly
consider the relationship between functional classes [160][161][162]. These
works propose different methods or heuristics to ensure the coherence
[78][88][109][89] of the ontology, so that, the predicted probability of any given
GO term is equal or smaller than that of its parents.
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C.6 Isoforms of the same gene with opposite functions

Our method to ensure coherence uses the variance of the estimate to decide
how to update the logits. If variance is low, then the algorithm is confident of the
estimated likelihood. Conversely, if variance is high, then the predicted estimate
is not as reliable. This intuition can be expressed mathematically in terms of
maximizing likelihood. As logistic regression logits can be considered to follow –
asymptotically– a normal distribution, the proposed minimization problem is:
%

min ‰
>!

8 '$

(𝑎8 − 𝑏8 )(
.
𝜎8(

(Eq. C.1)

Subject to 𝑎+ ≥ 𝑎0 for all 𝑎0 that are children of 𝑎+ in GO hierarchy.
In this formula, n is the number of GO terms. a is a nx1 vector, whose entries
are the logits after coherence (i.e. the unknown variables of the optimization
problem). b is a nx1 vector whose entries are the estimated logits before applying
coherence (i.e. the output of the combination method). σ is a nx1 vector with the
standard deviation of the b estimates. The restriction ensures that the logits of
the parents must be larger or equal to the logits of its children.
The system of equations contains 1,428 restrictions and 748 functions, for
Cellular Component; 13,633 restrictions and 6,074 functions, for Biological
Process and 1,474 restrictions and 1,107 functions for Molecular Function. In
turn, these three optimizations must be solved for each gene or isoform. This is
a convex quadratic programming problem that can be solved by using Rcplex
[163], an R package that interface to Cplex [164].

C.6 Isoforms of the same gene with opposite functions
ITSN1 is a gene with the annotations to two opposite functions, namely, GO:
0043065 (“positive regulation of apoptosis”) and GO:0043066 (“negative
regulation of apoptosis”). ITSN1 short isoform has shown to be a negative
regulator of apoptosis whereas its long isoform has the opposite function
[43,100]. ISOGO predicted this phenomenon assigning an increased likelihood of
positive regulation of apoptosis to the long isoform. Similarly, an increased
likelihood of negative regulation of apoptosis was assigned to the short isoform
(Figure C.12).
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Figure C.12. Panel A) shows heatmaps of the difference between the ISOGO and the expected logits
of an isoform having a function, where larger values are represented in blue and smaller values in
red. Panel B) shows the isoform structure and position of protein domains for the short and long
isoform of ITSN1.
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Figure D.1. Accuracy of EventPointer from simulated data without using the threshold option. A:
True Positive Rate (TPR) reported from 277 positive simulated cassette (SE) events and 318 positive
simulated alternative splice site (A5/A3) events at different sequencing depth (x-axis) with a read
length of 100 nt. B: False Positive Rate (FPR) reported from 277 negative simulated SE events and
318 negative simulated A5/A3 events at different sequencing depth (x-axis) with a read length of
100 nt. C: the same as in A but for different read length (x-axis) with the same sequencing depth
(25M). D: the same as in B but for different read length (x-axis) with the same sequencing depth
(25M). For all cases, positives are considered if the p-value is lower than 0.05 for all method but
MAJIQ. It is considered to be positive by MAJIQ if the probability of change is higher than 0.95 and
the probability of no change is lower than 0.5.
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Figure D.2. Accuracy of EventPointer from simulated data using the threshold option (A threshold
of |DY| = 0.1 was set). A: True Positive Rate (TPR) reported from 277 positive simulated cassette
(SE) events and 318 positive simulated alternative splice site (A5/A3) events at different sequencing
depth (x-axis) with a read length of 100 nt. B: False Positive Rate (FPR) reported from 277 negative
simulated SE events and 318 negative simulated A5/A3 events at different sequencing depth (x-axis)
with a read length of 100 nt. C: the same as in A but for different read length (x-axis) with the same
sequencing depth (25M). D: the same as in B but for different read length (x-axis) with the same
sequencing depth (25M). For all cases, positives are considered if the p-value is lower than 0.05 for
all method but MAJIQ. It is considered to be positive by MAJIQ if the probability of change is higher
than 0.95 and the probability of no change is lower than 0.5.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.
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Figure D.3. Receiver operating characteristic curves and Precision recall curves from both cassette
exon and simulated alternative splice site events at depth of 1M with reads length of 100 nt
corresponding to each method. Dotted lines depict methods with a threshold (th) option of |∆Y| >
0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.1. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 1M with reads length of 100 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.8858

0.9101

0.8615

0.9023

Event Pointer ML

0.8703

0.894

0.8655

0.8961

SUPPA2

0.8307

0.8863

0.8036

0.8657

SUPPA2 (th)

0.8156

0.8821

0.7921

0.8619

Event Pointer ST (th)

0.8951

0.9198

0.8722

0.9098

Event Pointer ML (th)

0.9006

0.9151

0.8946

0.9159

Event Pointer BAM

0.8052

0.867

0.7335

0.8184

Event Pointer BAM (th) 0.8299

0.8803

0.7728

0.8371

rMATS

0.6841

0.7692

0.6287

0.7217

rMATS (th)

0.7131

0.789

0.6708

0.7503

MAJIQ

0.5246

0.5687

0.5057

0.5475

MAJIQ (th)

0.5683

0.6071

0.5657

0.5982

135

Appendix D

Depth 2M (100 nt)
Cassete Exon
Receiver operating characteristic curve

Precision Recall Curve

1.00

1.0
0.9
Precision

Sensitivity

0.75

0.50

0.25

0.8
0.7
0.6
0.5

0.00
0.00

0.25

0.50
0.75
1 − Specificity

1.00

0.00

0.25

0.50
Recall

0.75

1.00

0.75

1.00

A5/A3
Receiver operating characteristic curve

Precision Recall Curve

1.00

1.0
0.9
Precision

Sensitivity

0.75

0.50

0.25

0.8
0.7
0.6
0.5

0.00
0.00

0.25

0.50
0.75
1 − Specificity

Event Pointer ST
Event Pointer ML
SUPPA2

1.00

0.00

SUPPA2 (th)
Event Pointer ST (th)
Event Pointer ML (th)

0.25

0.50
Recall

Event Pointer BAM
Event Pointer BAM (th)
rMATS

rMATS (th)
MAJIQ
MAJIQ (th)

Figure D.4. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC) from
both cassette exon and simulated alternative splice site events at depth of 2M with reads length of
100 nt corresponding to each method. Dotted lines depict methods with a threshold (th) option of
|∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.2. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 2M with reads length of 100 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9091

0.9346

0.8842

0.9185

Event Pointer ML

0.8995

0.9255

0.8834

0.9128

SUPPA2

0.8895

0.9272

0.8639

0.9094

SUPPA2 (th)

0.872

0.921

0.8528

0.906

Event Pointer ST (th)

0.9268

0.9458

0.9028

0.9299

Event Pointer ML (th)

0.932

0.9472

0.9188

0.9359

Event Pointer BAM

0.8438

0.8969

0.7895

0.8636

Event Pointer BAM (th) 0.8783

0.9151

0.8285

0.8803

rMATS

0.7404

0.8229

0.677

0.7721

rMATS (th)

0.7731

0.8418

0.7276

0.803

MAJIQ

0.53

0.5965

0.5459

0.6036

MAJIQ (th)

0.6326

0.673

0.5834

0.6363
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Figure D.5. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC) from
both cassette exon and simulated alternative splice site events at depth of 3M with reads length of
100 nt corresponding to each method. Dotted lines depict methods with a threshold (th) option of
|∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.3. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 3M with reads length of 100 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9177

0.9437

0.9216

0.9438

Event Pointer ML

0.8997

0.9275

0.9007

0.9266

SUPPA2

0.9049

0.9373

0.8781

0.9204

SUPPA2 (th)

0.8817

0.9288

0.8681

0.9173

Event Pointer ST (th)

0.9317

0.9531

0.9428

0.9573

Event Pointer ML (th)

0.9365

0.9532

0.93

0.9466

Event Pointer BAM

0.8231

0.886

0.7798

0.8606

Event Pointer BAM (th) 0.8569

0.904

0.8309

0.8847

rMATS

0.7696

0.8507

0.7153

0.8075

rMATS (th)

0.8153

0.8745

0.7678

0.8364

MAJIQ

0.5645

0.6458

0.5296

0.6085

MAJIQ (th)

0.6796

0.728

0.612

0.6672
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Figure D.6. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC) from
both cassette exon and simulated alternative splice site events at depth of 5M with reads length of
100 nt corresponding to each method. Dotted lines depict methods with a threshold (th) option of
|∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.4. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 5M with reads length of 100 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9399

0.9588

0.9286

0.9513

Event Pointer ML

0.9263

0.9467

0.9217

0.9466

SUPPA2

0.923

0.951

0.92

0.9463

SUPPA2 (th)

0.908

0.9458

0.904

0.9405

Event Pointer ST (th)

0.9556

0.9686

0.951

0.9661

Event Pointer ML (th)

0.9585

0.969

0.9554

0.9676

Event Pointer BAM

0.8498

0.9066

0.8301

0.8967

Event Pointer BAM (th) 0.8889

0.9266

0.8732

0.9153

rMATS

0.829

0.8934

0.7328

0.8288

rMATS (th)

0.8718

0.9155

0.7962

0.8584

MAJIQ

0.6103

0.7054

0.5511

0.653

MAJIQ (th)

0.7178

0.773

0.6716

0.7283
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Figure D.7. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC) from
both cassette exon and simulated alternative splice site events at depth of 10M with reads length
of 100 nt corresponding to each method. Dotted lines depict methods with a threshold (th) option
of |∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.5. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 10M with reads length of 100 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th)

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9801

0.9848

0.9596

0.9727

Event Pointer ML

0.9681

0.9749

0.9517

0.9669

SUPPA2

0.9729

0.9815

0.9543

0.9682

SUPPA2 (th)

0.9692

0.9802

0.9399

0.9627

Event Pointer ST (th)

0.9888

0.9912

0.9773

0.9841

Event Pointer ML (th)

0.9895

0.9919

0.9741

0.9821

Event Pointer BAM

0.8517

0.9083

0.8072

0.8833

Event Pointer BAM (th) 0.8903

0.9283

0.8619

0.9085

rMATS

0.8622

0.9174

0.7698

0.8594

rMATS (th)

0.9022

0.9361

0.8335

0.8887

MAJIQ

0.6501

0.7543

0.6054

0.7125

MAJIQ (th)

0.7778

0.8308

0.7113

0.7771
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Figure D.8. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC) from
both cassette exon and simulated alternative splice site events at depth of 25M with reads length
of 100 nt corresponding to each method. Dotted lines depict methods with a threshold (th) option
of |∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.6. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 25M with reads length of 100 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9883

0.9922

0.9759

0.9844

Event Pointer ML

0.9792

0.9808

0.9669

0.9771

SUPPA2

0.99

0.9899

0.9874

0.9902

SUPPA2 (th)

0.9818

0.9864

0.9763

0.9858

Event Pointer ST (th)

0.9932

0.9954

0.9864

0.9913

Event Pointer ML (th)

0.9911

0.9897

0.9872

0.9913

Event Pointer BAM

0.8459

0.9033

0.8079

0.883

Event Pointer BAM (th) 0.885

0.9248

0.8694

0.9138

rMATS

0.9265

0.958

0.8293

0.9009

rMATS (th)

0.9531

0.9703

0.8863

0.926

MAJIQ

0.7306

0.8283

0.6579

0.7701

MAJIQ (th)

0.8337

0.8879

0.7556

0.8297
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Figure D.9. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC)
from both cassette exon and simulated alternative splice site events at depth of 60M with reads
length of 100 nt corresponding to each method. Dotted lines depict methods with a threshold (th)
option of |∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.7. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 60M with reads length of 100 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9968

0.9973

0.9913

0.9934

Event Pointer ML

0.9929

0.9943

0.9854

0.9889

SUPPA2

0.9993

0.9993

0.9962

0.9966

SUPPA2 (th)

0.9993

0.9993

0.9939

0.9957

Event Pointer ST (th)

0.9998

0.9998

0.9972

0.9981

Event Pointer ML (th)

0.9996

0.9996

0.997

0.998

Event Pointer BAM

0.8529

0.9076

0.8116

0.8854

Event Pointer BAM (th) 0.8899

0.9282

0.8734

0.9166

rMATS

0.9665

0.9812

0.863

0.9226

rMATS (th)

0.9809

0.988

0.9115

0.9433

MAJIQ

0.7716

0.8566

0.7034

0.8111

MAJIQ (th)

0.8455

0.9024

0.7802

0.8576
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Figure D.10. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC)
from both cassette exon and simulated alternative splice site events at depth of 120M with reads
length of 100 nt corresponding to each method. Dotted lines depict methods with a threshold (th)
option of |∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.8. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 120M with reads length of 100 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9974

0.9978

0.9932

0.9948

Event Pointer ML

0.9957

0.9963

0.9928

0.9935

SUPPA2

0.9999

0.9999

0.9986

0.9987

SUPPA2 (th)

0.9999

0.9999

0.9986

0.9987

Event Pointer ST (th)

0.9999

0.9999

0.9976

0.9984

Event Pointer ML (th)

0.9999

0.9999

0.9997

0.9997

Event Pointer BAM

0.8549

0.9085

0.8125

0.8859

Event Pointer BAM (th) 0.8899

0.9282

0.8758

0.9183

rMATS

0.985

0.9913

0.8856

0.9361

rMATS (th)

0.9924

0.9953

0.9266

0.9533

MAJIQ

0.8017

0.8779

0.7234

0.8274

MAJIQ (th)

0.8505

0.91

0.7898

0.8679

149

Appendix D

Depth 25M (25 nt)
Cassete Exon
Receiver operating characteristic curve

Precision Recall Curve

1.00

1.0
0.9
Precision

Sensitivity

0.75

0.50

0.25

0.8
0.7
0.6
0.5

0.00
0.00

0.25

0.50
0.75
1 − Specificity

1.00

0.00

0.25

0.50
Recall

0.75

1.00

0.75

1.00

A5/A3
Receiver operating characteristic curve

Precision Recall Curve

1.00

1.0
0.9
Precision

Sensitivity

0.75

0.50

0.25

0.8
0.7
0.6
0.5

0.00
0.00

0.25

0.50
0.75
1 − Specificity

Event Pointer ST
Event Pointer ML
SUPPA2

1.00

0.00

SUPPA2 (th)
Event Pointer ST (th)
Event Pointer ML (th)

0.25

0.50
Recall

Event Pointer BAM
Event Pointer BAM (th)
rMATS

rMATS (th)
MAJIQ
MAJIQ (th)

Figure D.11. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC)
from both cassette exon and simulated alternative splice site events at depth of 25M with reads
length of 25 nt corresponding to each method. Dotted lines depict methods with a threshold (th)
option of |∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.9. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 25M with reads length of 25 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9856

0.9899

0.956

0.972

Event Pointer ML

0.9716

0.9737

0.9518

0.9674

SUPPA2

0.9856

0.9859

0.9715

0.9759

SUPPA2 (th)

0.9789

0.9834

0.9536

0.9692

Event Pointer ST (th)

0.992

0.9944

0.9709

0.9808

Event Pointer ML (th)

0.9903

0.9879

0.9719

0.9804

Event Pointer BAM

0.8633

0.9178

0.8198

0.8916

Event Pointer BAM (th) 0.9024

0.9367

0.8701

0.9141

rMATS

0.8478

0.9065

0.7612

0.8489

rMATS (th)

0.8871

0.9261

0.8174

0.8753

MAJIQ

0.5476

0.6207

0.5237

0.598

MAJIQ (th)

0.6409

0.6871

0.624

0.6709
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Figure D.12. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC)
from both cassette exon and simulated alternative splice site events at depth of 25M with reads
length of 50 nt corresponding to each method. Dotted lines depict methods with a threshold (th)
option of |∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.10. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 25M with reads length of 50 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9905

0.9929

0.9693

0.9807

Event Pointer ML

0.979

0.9788

0.961

0.9731

SUPPA2

0.9894

0.9892

0.982

0.9855

SUPPA2 (th)

0.9845

0.9873

0.9671

0.9798

Event Pointer ST (th)

0.9953

0.9965

0.9803

0.9878

Event Pointer ML (th)

0.9935

0.9902

0.9819

0.9881

Event Pointer BAM

0.8606

0.9141

0.8232

0.8949

Event Pointer BAM (th) 0.8975

0.9333

0.8802

0.9214

rMATS

0.8929

0.9371

0.8

0.8798

rMATS (th)

0.9264

0.9526

0.8623

0.9083

MAJIQ

0.647

0.7509

0.5883

0.7033

MAJIQ (th)

0.7789

0.8311

0.7284

0.7901
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Depth 25M (75 nt)
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Precision Recall Curve
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Figure D.13. Receiver operating characteristic curve (ROC curve) and Precision recall curve (PRC)
from both cassette exon and simulated alternative splice site events at depth of 25M with reads
length of 75 nt corresponding to each method. Dotted lines depict methods with a threshold (th)
option of |∆Y| > 0.1.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.

Table D.11. Area under the Receiver Operating characteristic curve and area under the Precision
Recall curve for all methods at depth of 25M with reads length of 75 nt. Methods with a threshold
option of |∆Y| > 0.1 are described with a (th).

Method

SE

A5/A3

AUROC

AUPRC

AUROC

AUPRC

Event Pointer ST

0.9865

0.9906

0.9719

0.9826

Event Pointer ML

0.9755

0.978

0.9648

0.9759

SUPPA2

0.9893

0.9894

0.9868

0.9899

SUPPA2 (th)

0.9814

0.9861

0.9761

0.9858

Event Pointer ST (th)

0.9909

0.994

0.9823

0.9892

Event Pointer ML (th)

0.9905

0.9891

0.9848

0.9901

Event Pointer BAM

0.8638

0.916

0.8237

0.8943

Event Pointer BAM (th) 0.9011

0.9358

0.8825

0.923

rMATS

0.9113

0.9494

0.8051

0.885

rMATS (th)

0.9438

0.9643

0.8719

0.9156

MAJIQ

0.6919

0.7949

0.6469

0.7573

MAJIQ (th)

0.8146

0.8669

0.7506

0.8218
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Performance for different Depth (Cassete Exon)
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Figure D.14. Area under the Receiver Operating characteristic curve (left) and area under the
Precision Recall curve (right) from cassette exon events at depths of 1M to 120 M with reads
length of 100 nt.
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Figure D.15. Area under the Receiver Operating characteristic curve (left) and area under the
Precision Recall curve (right) from alternative splice site events at depths of 1M to 120 M with
reads length of 100 nt.
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D.1 EP’s accuracy is high at different states of sequencing depth and reads’ length.
Performance for different read length (Cassete Exon)
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Figure D.16. Area under the Receiver Operating characteristic curve (left) and area under the
Precision Recall curve (right) from cassette exon events at depths of 25 M with reads length of 25
nt to 100 nt.
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Figure D.17. Area under the Receiver Operating characteristic curve (left) and area under the
Precision Recall curve (right) from alternative splice site events at depths of 25 M with reads
length of 25 nt to 100 nt.

157

1M

Appendix D

D.2 EP provides versatile statistical modelling for simple and
complex experiments.
HVS data set
Table D.12. Number of events detected and reported as significant by each method in the HVS data
set. Events are reported as significant if p-value is lower than 0.05 for all method but MAJIQ. The
number of events detected (using the default threshold) by EventPointer BAM is much smaller than
using other methods. The relative proportion of significant events is, however, similar. For MAJIQ,
an event is considered to be significant if the probability of change is higher than 0.95 and the
probability of no change is lower than 0.5.

Method

Events detected

Events significant

EventPointer ST

115984

18027

EventPointer ML

115984

36725

SUPPA2

145903

12049

rMATS

115769

11528

EventPointer BAM

15472

2403

MAJIQ

84847

15712

Table D.13. Number of events detected in common among the different method in the HVS dataset.

EventPointer ST
EventPointer ML
SUPPA2

EP ST

EP ML

SUPPA2

115984

115984

76687

115984

EP BAM

MAJIQ

31520

8455

46287

76687

31520

8455

46287

145903

39448

13940

43365

115769

8820

53687

15472

12101

rMATS
EventPointer BAM
MAJIQ

rMATS

84847
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D.2 EP provides versatile statistical modelling for simple and complex experiments.
Table D.14. The number of significant shared events between the top 1000 common events reported
as positive (rows) and the events reported as positive (columns) in the HVS dataset.

top 1000 common events
reported as positive

Reported as positive
EP ST EP ML SUPPA2 rMATS EP BAM MAJIQ

EventPointer ST

1000

1000

664

261

412

158

EventPointer ML

905

1000

569

228

403

142

SUPPA2

883

927

1000

168

425

151

rMATS

723

837

353

1000

251

173

EventPointer BAM

837

924

643

166

1000

211

MAJIQ

566

699

376

656

442

1000

ΔΨRNAseq vs ΔΨPCR
1.0

ΔΨ in each method

0.5

0.0

−0.5

−1.0
−1.0

−0.5
Event Pointer (0.82)
SUPPA2 (0.82)

0.0
ΔΨ in PCR

0.5

Event Pointer Old (0.95)
rMATS (0.96)

1.0
MAJIQ (0.92)

Figure D.18. Scatter plot of the estimated DY of each method (y-axis) and the DY (x-axis). Legend
shows the values the Pearson correlation between the DY reported by the PCR and the estimated
DY of each event.
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CX-4945 data set
Table D.15. Number of events detected and reported as significant by each method in the CX-4945
data set. Events are reported as significant if p-value is lower than 0.05 for all method but MAJIQ.
For MAJIQ, an event is considered to be significant if the probability of change is higher than 0.95
and the probability of no change is lower than 0.5.

Method

Events detected

Events significant

EventPointer ST

130957

36205

EventPointer ML

130957

44067

SUPPA2

179108

8630

rMATS

233777

60026

EventPointer BAM

61224

28526

MAJIQ

66394

30780

Table D.16. Number of events detected in common among the different method in the CX-4945
dataset.

EventPointer ST
EventPointer ML
SUPPA2
rMATS
EventPointer BAM
MAJIQ

EP ST

EP ML

SUPPA2

rMATS

130957

130957
130957

90769
90769
179108

41674
41674
50157
233777
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EP BAM

MAJIQ

21510
21510
31234
42642
61224

44476
44476
42233
65529
43710
66394

D.3 Altered domains by splicing
Table D.17. The number of significant shared events between the top 1000 common events reported
as positive (rows) and the events reported as positive (columns) in the CX-4945 dataset.

top 1000 common events

Reported as positive

reported as positive
EventPointer ST

EP ST EP ML SUPPA2 rMATS EP BAM MAJIQ
1000 1000
725
312
810
355

EventPointer ML

1000

1000

695

305

800

337

SUPPA2

967

971

1000

153

756

277

rMATS

908

934

298

1000

673

215

EventPointer BAM

976

978

690

178

1000

406

MAJIQ

818

845

230

671

748

1000

D.3 Altered domains by splicing
Table D.18. Protein domain enrichment analysis with the top 10 protein domains upregulated. The
Statistic column depicts the Statistic value of the enrichment analysis, the p-value column the
equivalent p-value, and Description column the description of each protein domain, and the
Ranking column the position in the ranking of the most up-regulated protein domains.

PROTEIN
DOMAIN
IPR018790

STATISTIC

P-VALUE

DESCRIPTION

RANKING

6.97

3.21e-12

1/5783

IPR004948

6.10

1.05e-09

IPR018022
IPR006888
IPR000799

5.83
5.43
5.39

5.48e-09
5.59e-08
7.03e-08

IPR020984

4.74

2.19e-06

IPR010711

4.73

2.25e-06

IPR012678

4.58

4.59e-06

IPR009772
IPR000808

4.45
4.34

8.60e-06
1.43e-05

Protein of unknown function
DUF2358
Nucleoside-triphosphatase,
THEP1 type
tRNA dimethylallyltransferase
XLR/SYCP3/FAM9 domain
Steroidogenic acute regulatory
protein-like
Cell cycle regulatory protein
Speedy
Phospholipase A2, group XII
secretory
Ribosomal protein L23/L15e
core domain
Cell division cycle protein 123
Mrp, conserved site
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2/5783
3/5783
4/5783
5/5783
6/5783
7/5783
8/5783
9/5783
10/5783
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D.4 TCGA protein domain analysis
Data and Cancer type description
Firstly, we collected from [165] and [114] the RNA-Seq expression of samples
of TCGA and TARGET. The TCGA and TARGET samples belonged to 33 and 7
different cancer types respectively. As not all the cancer types held both cancer
and normal samples, we filtered out those types where the number of healthy
samples was below 6. Table D.19 shows the type of cancer used and the number
of and cancer samples.
Table D.19. Number of Tumor and normal samples for each cancer type.

Type Of Cancer

Tumor

Normal

BLCA (Bladder Urothelial Carcinoma)

414

19

BRCA (Breast invasive carcinoma)

1112

113

COAD (Colon adenocarcinoma)

481

41

ESCA (Esophageal carcinoma)

184

13

HNSC (Head and Neck squamous cell carcinoma)

520

44

KICH (Kidney Chromophobe)

66

25

KIRC (Kidney renal papillary cell carcinoma)

541

72

KIRP (Kidney renal papillary cell carcinoma)

290

32

LIHC (Liver hepatocellular carcinoma)

371

50

LUAD (Lung adenocarcinoma)

539

59

LUSC (Lung squamous cell carcinoma)

502

51

PRAD (Prostate adenocarcinoma)

501

52

READ (Rectum adenocarcinoma)

166

10

STAD (Stomach adenocarcinoma)

416

37

THCA (Thyroid carcinoma)

505

59

UCEC (Uterine Corpus Endometrial Carcinoma)

553

35

WT (Wilms Tumor)

124

6

RT (Rhabdoid Tumor)

65

6

AML (Acute Myeloid Leukemia)

1378

62
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D.4 TCGA protein domain analysis

Then, we applied our methodology to find and classify alternative splicing
events. Thus, relying on the isoform expression and the events information, we
computed the PSI value for all the samples (methods).
Finally, before applying the protein domain enrichment, we got the required
isoform-protein domains annotations using Biomart R package [131]. We had
used superfamily annotation for the main manuscript. Here, we present the
results for Interpro annotation.
Interpro annotation analysis
In all, we analyzed 6607 Interpro domains. A local false discovery rate
threshold of 0.5 was used to consider that a domain gained or lost presence in
the tumor samples. 307 Interpro domains do not change their presence between
normal and tumor samples across any type of cancer. The study revealed several
interesting results. Firstly, all cancer types but 4 present more downregulated
than upregulated interpro domains (¡Error! No se encuentra el origen de la
referencia., panel A) which may indicate that one of the main effects of
alternative splicing is the loss of functionality of the genes by transcribing
isoforms that codify non-functional proteins or, directly, do not codify proteins
[40][132]. Conversely, the 4 remaining cancer types -THCA, WT, AML and RTtend to have more upregulated interpro domains. Knowing that TARGET cancers
are pediatric and that THCA appears most frequently before the age of 30. These
results suggest that cancer behavior is completely different between children
and adults. (¡Error! No se encuentra el origen de la referencia.)[40].
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AGE DISTRIBUTION FOR TCGA AND TARGET TUMOR TYPES

Figure D.19. Age distribution for TARGET (WT, AML, and RT) and TCGA tumor types (rest of them).
These boxplots relate the ratio between upregulated and downregulated domains number with the
age of the patients for each cancer type and shows that there is a trend that relates aging and
downregulation of protein domains.
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D.4 TCGA protein domain analysis
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Figure D.20. UpSet plot of the intersection of upregulated (panel A) and downregulated (panel B)
superfamilies in 19 cancer types. The dark bar plot on the left shows the number of upregulated
and downregulated superfamilies for each type of cancer respectively. The dot-matrix represents
the different intersections. In A, sky blue: intersections of superfamilies upregulated in 1 or 2 cancer
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types, dark blue: intersections of superfamilies upregulated in at least 3 cancer types and up to 12.
In B, green: intersection of superfamilies downregulated in 1 or 2 cancer types, orange: intersection
of superfamilies downregulated in at least 3 cancer types and up to 12, pink: superfamilies
downregulated in 12 or more cancer types. In both panels A and B, the colored bar chart at the top
represents the number of superfamilies that each intersection contains. KICH: Kidney Chromophobe,
BLCA: Bladder Urothelial Carcinoma, LUSC: Lung squamous cell carcinoma, READ: Rectum
adenocarcinoma, KIRC: Kidney renal papillary cell carcinoma, COAD: Colon adenocarcinoma, HNSC:
Head and Neck squamous cell carcinoma, KIRP: Kidney renal papillary cell carcinoma, LUAD: Lung
adenocarcinoma, LIHC: Liver hepatocellular carcinoma, UCEC: Uterine Corpus Endometrial
Carcinoma, PRAD: Prostate adenocarcinoma, STAD: Stomach adenocarcinoma, ESCA: Esophageal
carcinoma, BRCA: Breast invasive carcinoma, THCA: Thyroid carcinoma, WT: Wilms Tumor, RT:
Rhabdoid Tumor, AML: Acute Myeloid Leukemia.
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D.5 Timing analysis of EventPointer.

D.5 Timing analysis of EventPointer.
We have evaluated the computational resources required by EventPointer ST,
EventPointer ML and EventPointer BAM to analyze the HVS experiment (Table
D.20). The analysis was performed on 16 cores (AMD Ryzen Threadripper 1950x
16-Core Processor) with 128 GB of RAM. EventPointer BAM requires more
computational resources than either EventPointer ST and ML as shown in Table
D.20. On the other hand, EventPointer ST and ML use a reference transcriptome
to build the splicing graph and find the corresponding splicing events (30 min and
3 GB per core). This process is common for all the experiments that share the
same reference transcriptome and is independent of the samples. Thus, this step
only needs to be run once for each reference transcriptome. In addition, isoform
concentration estimated using pseudo aligners also requires fewer computing
resources than aligners.
Table D.20. Resources required by EventPointer ST (EP ST), EventPointer ML (EP ML), and
EventPointer BAM (EP BAM) to analyze the HVS experiment. Analysis was performed on 16 cores
(AMD Ryzen Threadripper 1950x 16-Core Processor) with 126 GB of RAM. The resources not
inherent to the experiment are shaded in grey. Splicing graph generation and event detection steps
are performed in a unique and common function for EP ST and SP ML. These steps are not inherent
to the experiment as they depend on the reference transcriptome and, therefore, are independent
of the sample.
Computing Time
EP ST EP ML

Mapping
to
transcriptome
(STAR)
Pseudoalignment
to transcriptome
(Kallisto)
Splicing
graph
generation
(SGSeq)

-

4h

30 min

Memory requirement

EP BAM

EP ST

EP ML

EP BAM

8h

-

-

32 Gb

-

3 Gb per sample

30 h
(2 cores)

3 Gb per core

10 min
40 s

2.5 s

70 s

60 s

3 Gb
40 s

20 Gb per
core
3 Gb per
core

Event Detection
Event
quantification
Statistical
analysis

-

300 Mb

3.5 Gb per core 3 Gb per core
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D.6 Comparison between SUPPA2 and EP events classification

TypeEvent
Alternative 3' Splice Site
Alternative 5' Splice Site
Alternative First Exon
Alternative Last Exon
Cassette Exon
Retained Intron
Mutually Exclusive Exons
Complex Event

SUPPA

EventPointer

Figure D.21. Correspondence between SUPPA2 and EventPointer events classification. Many of the
events within a canonical class in SUPPA2 are considered to be complex in EP. No event in a
canonical class is assigned to a different class (except complex events) in both packages.

Figure D.22. Events detected by SUPPA2 labeled both as independent “Cassette exon”. On the
contrary EP labeled it as a complex event plus an alternative 5’ event. Possible PCR validation will
show (theoretically) more bands than expected when validating a cassette exon: one depicting the
isoforms that do not hold the two skipping exons, a second band corresponding to the first isoform,
and a third one for the last isoform.
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D.6 Comparison between SUPPA2 and EP events classification

Figure D.23. AS event detected by both EP and SUPPA2. SUPPA2 classify this event as “cassette exon”
while EP as “Complex Event”. EP cannot classify it as “cassette exon” as the third exon of the first
transcript belongs also to transcripts that are not involved in the splicing event.

Figure D.24. Multiple exons skipping event detected by EP and not by SUPPA2. As this event is not
a canonical one, EP classify it as “Complex Event”.

169

Appendix D

D.7 Additional Methods
Identification and classification of known events
EventPointer uses a pipeline to identify and categorize the splicing events
based on the splicing graph (SG) of a gene. EventPointer(EP) BAM generates the
SG from the sequence reads (to find events ex novo). EP ST and EP ML generate
the SG from a reference transcriptome. The SG is a directed graph used to
represent the structure of a gene. Each subexon (contiguous regions of the
genome that belong to the same set of transcripts) is depicted by a pair of nodes
(‘a’ and ‘b’ nodes, that represent the start and end of the subexon respectively).
A ‘b’ node is connected to a ‘a’ node by an edge if both corresponding subexons
are contiguous in at least on transcript (Figure D.25).

Figure D.25. A) example of a structure of a gene. Exons are depicted in blue and junctions in grey
arrows. Vertical dotted lines depict limits of the sub-exons. B) Corresponding Splicing graph (SG) to
the gene structure. Each sub-exon is depicted by a by a pair of nodes (‘a’ and ‘b’ nodes, that
represent the start and end of the subexon respectively). A start (‘S’) and end (‘E’) nodes are added
to the SG. ‘S’ is connected to each alternative first exon and ‘E’ to each alternative last exon. A
cassette exon is depicted by subexons 1-3. Path 1 of the cassette exon is depicted in red, path 2 in
green and reference path in black.

In EventPointer, a splicing event is defined as a triplet of subgraphs {Reference
Path, Path 1 and Path 2} of the splicing graph. These subgraphs are composed of
sets of edges and nodes that share the following characteristics: 1) the flow
traversing any of the edges of each subgraph is identical, and 2) the flow
traversing any edge in Ref Path is the sum of the flows traversing Path 1 and Path
2. The detection of the events can be automated using graph theory. In the case
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of the splicing graph, the flow has a straightforward interpretation: the flow of
an edge is the sum of the concentrations of the isoforms that share that edge. As
a result, some isoforms share all the nodes and edges in Path 1, other different
isoforms share all the nodes and edges in Path 2, and all of them share the nodes
and edges in the reference path.
An example in a cassette exon illustrates this definition. Path 1 consists of the
nodes and edges that correspond to the skipping exon and its junctions. Path 2
is the edge that corresponds to the edge that skip the exon. The Reference paths
are, at least, the flanking exons of the skipping exon. (¡Error! No se encuentra el
origen de la referencia.). For more detailed information of how the subgraph of
triplets are detected see [3].
Then, EP classifies an event by checking the structure of its corresponding
subgraph of triplets (Figure D.26). Moreover, not all the events can be classified
into the canonical ones (cassette exons, alternative 3ʹ splice site, alternative 5ʹ
splice site, intron retention, alternative last exon, alternative first exon, and
mutually exclusive exons).

Figure D.26. EventPointer classifies alternative splicing events relying on the structure of its
corresponding subgraph of triplets. A total of four main structures can be found, namely: A) path 1
keeps the sub-exon and path 2 skip it. Checking the distances between the subexons, this structure
can represent a Cassette exon (if skipped sub-exon is separated from previous and next subexon), a
Retained intron (if skipped sub-exon is not separated from previous and next sub-exons), an
Alternative 5’ Splice Site (if skipped sub-exon is not separated from previous sub-exon and separated
from next sub-exon and an Alternative 3’ Splice Site (if skipped sub-exon is separated from previous
sub-exon and not separated from next sub-exon). B) represents Alternative Last Exon, C) represents
Alternative First Exon and D) represents mutually exclusive events.
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Supplementary material for
Chapter 5

This appendix is published in:
Ferrer-Bonsoms, J. A., Jareno, L., & Rubio, A. (2022). Rediscover: an R package
to identify mutually exclusive mutations. Bioinformatics, 38(3), 844-845.
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E.1 Simplification of the Discover optimization problem

E.1 Simplification of the Discover optimization problem
The main manuscript states that the first step of the algorithm is “the
estimation of the probabilities 𝑝+0 of the gene i being mutated in the sample j –
assuming independence between genes and samples”. The authors of Discover
provided the solution to this problem by solving a constrained optimization. We
found an alternative optimization approach that does not require including
restrictions.
Firstly, we demonstrate that the logits of the probability of a gene i being
mutated in sample j can be depicted by the sum of a value that only depends on
the gene under study and another value that only depends on the sample under
study (equation E.1 in Lemma 1). Then, we proposed a logistic regression to solve
this optimization problem and demonstrate that solving this logistic regression
(equation E.13) is equivalent to minimize the cross-entropy between 𝑦+0 and 𝑝+0
(lemma 2). Finally, we show that this minimization fulfils the constraints depicted
in the Discovery paper (lemma 3).
Lemma 1: if the gene and sample are conditionally independent events given
the mutational status, the probability 𝑝+0 of having an alteration of the gene G (i)
in the sample S (j) has the following form:
𝑙𝑜𝑔𝑖𝑡 𝑝8: ¢ = 𝜇8 + 𝜆:

(Eq. E.1)

Demonstration:
Let’s assume that 𝑝+0 is the probability of having an alteration of gene i (this
event is called G) in sample j (this event is called S).
𝑃( 𝑀 ∣ 𝐺, 𝑆 ) =

𝑃(𝑀 ∩ 𝐺 ∩ 𝑆) 𝑃(𝐺 ∩ 𝑆 ∣ 𝑀)𝑃(𝑀)
=
𝑃(𝐺 ∩ 𝑆)
𝑃(𝐺 ∩ 𝑆)

(Eq. E.2)

Since G and S are independent,
𝑃(𝐺 ∩ 𝑆) = 𝑃(𝐺)𝑃(𝑆)

As they are conditionally independent given M,
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𝑃( 𝐺 ∩ 𝑆 ∣ 𝑀 ) = 𝑃( 𝐺 ∣ 𝑀 )𝑃( 𝑆 ∣ 𝑀 )

(Eq. E.4)

Therefore,
𝑃( 𝑀 ∣ 𝐺, 𝑆 ) =

𝑃(𝐺 ∣ 𝑀)𝑃(𝑆 ∣ 𝑀)𝑃(𝑀)
𝑃(𝐺)𝑃(𝑆)

(Eq. E.5)

By applying conditional probability properties,
𝑃( 𝑀 ∣ 𝐺, 𝑆 ) =

𝑃(𝑀 ∣ 𝐺)𝑃(𝑀 ∣ 𝑆)
𝑃(𝑀)

(Eq. E.6)

• . Therefore,
Since this fact occurs for any event M, it also occurs for 𝑀
© ∣ 𝐺, 𝑆 ) =
𝑃( 𝑀

© ∣ 𝐺)𝑃(𝑀
© ∣ 𝑆)
𝑃(𝑀
©
𝑃(𝑀)

(Eq. E.7)

Dividing the previous equations we get,
©)
𝑃( 𝑀 ∣ 𝐺, 𝑆 ) 𝑃( 𝑀 ∣ 𝐺 )𝑃( 𝑀 ∣ 𝑆 )𝑃(𝑀
=
© ∣ 𝐺, 𝑆 )
© ∣ 𝐺)𝑃(𝑀
© ∣ 𝑆)𝑃(𝑀)
𝑃( 𝑀
𝑃(𝑀

(Eq. E.8)

Taking logs,
𝑝!"
𝑃( 𝑀 ∣ 𝐺, 𝑆 )
𝑃( 𝑀 ∣ 𝐺 )
𝑙𝑜𝑔 Y
a = 𝑙𝑜𝑔 Y
a = 𝑙𝑜𝑔 Y `
a +
`
1 − 𝑝!"
𝑃( 𝑀 ∣ 𝐺, 𝑆 )
𝑃( 𝑀 ∣ 𝐺 )

•)
𝑃( 𝑀 ∣ 𝑆 )
𝑃(𝑀
+𝑙𝑜𝑔 • •
“ + 𝑙𝑜𝑔 •
“
𝑃(𝑀)
𝑃(𝑀 ∣ 𝑆)

(Eq. E.9)

Or,
©)
𝑃( 𝑀 ∣ 𝐺 )
𝑃( 𝑀 ∣ 𝑆 )
𝑃(𝑀
𝑙𝑜𝑔𝑖𝑡 𝑝8: ¢ = 𝑙𝑜𝑔 y
„ + 𝑙𝑜𝑔 y
„ + 𝑙𝑜𝑔 y
„
©
©
𝑃(𝑀)
𝑃(𝑀 ∣ 𝐺)
𝑃(𝑀 ∣ 𝑆)
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67 𝑀∣∣𝐺 9
The first term of the equation 10, 𝑙𝑜𝑔 ” 6(;<∣=)
– only depends on the gene,
∣
67 𝑀 ∣𝑆 9
while the second term 𝑙𝑜𝑔 ” 6(;<∣?) – only depends on the sample. The term
<)
6(;

𝑙𝑜𝑔 ”6(;)– is a constant and does not depend on either of the gene or the sample.
This constant can be absorbed by either of the other terms. As a result, if the
gene and the sample are conditionally independent given the mutational status,
the logits of the probability of having an alteration of gene i in sample j is
𝑙𝑜𝑔𝑖𝑡 𝑝8: ¢ = 𝜇8 + 𝜆: ∎

(Eq. E.11)

This lemma is implicitly used in the Discover package.
A possible solution for equation E.1, is to estimate the values for each 𝜇+ , 𝜆0
using a logistic regression. In this case, the logistic regression solved by
Rediscover is defined by a sparse design matrix whose rows have only two values
different from zero (and equal to 1). These values are the gene and the sample
of the mutation under study. The number of variables to estimate are the
number of genes plus the number of samples. Once these values are obtained,
the probability of a gene i being mutated in a sample j is defined as follows:
𝑝8: =

𝑒 @!;5#
1 + 𝑒 @!;5#

(Eq. E.12)

First of all, we include a known lemma from logistic regression analysis.
Lemma 2: solving this logistic regression is equivalent to minimizing the crossentropy between 𝑦+0 and 𝑃+0 .
Demonstration.
The coefficients of the logistic regression can be obtained by maximizing the
following likelihood function:
𝐿(𝜇, 𝜆) = ¬
8:

𝑛8: !
6
𝑝 !# (1 − 𝑝8: )(%!#,6!#)
𝑦8: (𝑛8: − 𝑦8: )! 8:

(Eq. E.13)

where the number of cases 𝑛+0 is equal to 1 and the number of successes 𝑦+0
are 0 or 1:
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𝑛8: = 1

(Eq. E.14)

𝑦8: = {0,1}

(Eq. E.15)

Taking into account equations E.14 and E.15, we can rewrite equation E.13 as
follows:
6

𝐿(𝜇, 𝜆) = ¬ 𝑝8:!# (1 − 𝑝8: )($,6!#)
8:

(Eq. E.16)

Taking Logarithms we can rewrite the equation E.16 as follows:
6

𝑙𝑙(𝜇, 𝜆) = ‰ 𝑙 𝑜𝑔(𝑝8:!# (1 − 𝑝8: )($,6!#) )
8:

6

𝑙𝑙(𝜇, 𝜆) = ‰ 𝑙 𝑜𝑔(𝑝8:!# ) + 𝑙𝑜𝑔((1 − 𝑝8: )($,6!#) )

(Eq. E.17)

(Eq. E.18)

8:

𝑙𝑙(𝜇, 𝜆) = ‰ 𝑦8: 𝑙𝑜𝑔(𝑝8: ) + (1 − 𝑦8: )𝑙𝑜𝑔((1 − 𝑝8: )) ∎

(Eq. E.19)

8:

Therefore, the log likelihood is the cross-entropy between 𝑦+0 and 𝑝+0 .
The main result of our research is the following lemma.
Lemma 3: Solving the minimization of equation E.19 fulfils the restrictions
depicted in the Discovery paper.
*

*

‰ 𝑝8: = ‰ 𝑦8: , 1 ≤ 𝑖 ≤ 𝑛
:'$

:'$

%

%

‰ 𝑝8: = ‰ 𝑦8: , 1 ≤ 𝑗 ≤ 𝑚
8'$

(Eq. E.20)

(Eq. E.21)

8'$

Demonstration.
We rewrite equation E.19 replacing the values of 𝑝+0 from equation E.12:
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𝑒 @!;5#
1
𝑙𝑙(𝜇, 𝜆) = ‰ 𝑦8: 𝑙𝑜𝑔(
) + (1 − 𝑦8: )𝑙𝑜𝑔(
)
@! ;5#
@! ;5#
1
+
𝑒
1
+
𝑒
8:

(Eq. E.22)

𝑙𝑙(𝜇, 𝜆) = ‰ 𝑦8: ±𝑙𝑜𝑔 𝑒 @!;5# ¢ − 𝑙𝑜𝑔 1 + 𝑒 @!;5# ¢² +
8:

+ (1 − 𝑦8: ) · (−𝑙𝑜𝑔(1 + 𝑒 @!;5# ))

(Eq. E.23)

𝑙𝑙(𝜇, 𝜆) = ‰ 𝑦8: (𝜇8 + 𝜆: ) − 𝑙𝑜𝑔(1 + 𝑒 @!;5# )

(Eq. E.24)

8:

If we derive equation 24 with respect to 𝜇+ and set it equal to 0 we obtain
∂(𝑙𝑙)
1
= ‰ 𝑦8: −
𝑒 @!;5# = 0
∂𝜇8
1 + 𝑒 @!;5#

(Eq. E.25)

:

And therefore,
‰ 𝑦8: = ‰
:

:

𝑒 @!;5#
1 + 𝑒 @!;5#

∎

(Eq. E.26)

Similarly, differentiating equation E.13 with respect to 𝜆0 and setting it equal
to 0, we get:
∂(𝐿)
1
= ‰ 𝑦8: −
𝑒 @!;5# = 0
∂𝜆:
1 + 𝑒 @!;5#

(Eq. E.27)

8

‰ 𝑦8: = ‰
8

8

𝑒 @!;5#
∎
1 + 𝑒 @!;5#

(Eq. E.28)

Equations E.26 and E.28 are equivalent to equations E.20 and E.21.
As a result, solving the optimization problem in Discover is equivalent to
solving equation E.19, that is solving a logistic regression with a sparse coefficient
matrix. There are very efficient methods to do it.
We have applied both Discover and Rediscover to the COSMIC (v87) dataset
[157] to compute the background probabilities of a gene to be mutated in a
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sample. This dataset includes 19,135 genes and 26,707 samples. Results were
identical: the maximum error was close to the machine precision (<1e-12). Figure
E.1 shows the log10 of the p-values. As expected, they follow a straight line and
the correlation is 1.

Figure E.1. Correlation between the probabilities of genes being mutated in samples obtained using
discover and rediscover. Both x and y axes show the log10 of the probabilities. Results were identical
up to the computer precision.

E.2 Approximation to the Poisson-Binomial
The Poisson-Binomial is a costly function to compute. In some cases, for
example if the p-values of all the possible pairs of genes in a big dataset are
required, the required computation can take days, if not weeks. We have
implemented three different approximations to the Poison-Binomial distribution
function: a refined normal approximation (Normal Approx) [154], an
approximation based on the binomial distribution (Binomial) [155], and an
approximation based on the binomial distribution with an additional shifting
parameter (Shifted Binomial) [156]. The three approximations require similar
computation time.
We tested these approximations on several datasets to state its accuracy for
this particular application. This comparison is especially challenging since low pvalues (the most interesting ones) usually have larger relative errors.
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The Normal approximation computes the mean and the standard deviations
of the probabilities and correct for the skewness. This approximation does not
perform well if the probabilities of the Binomial trials are very small or very large.
Another potential problem of this approximation is that p-values can be negative
or larger than one. To circumvent this problem, the approximate p-values are
clipped to fit in the [0,1] interval.
The Binomial approximation estimates n and p using the method of the
moments so that the expected mean and variance of the Binomial approximation
is identical to the Poisson Binomial distribution. It can be shown that, in this case,
the estimates using the method of the moments are also maximum likelihood
estimates.
Finally, Rediscover also implements a shifted Binomial approximation with 3
parameters: “n”, “p” and a shifting parameter “s”. In this case, n, p, and s are also
estimated using the method of the moments. Henceforth, the mean, variance
and skewness of the shifted Binomial are identical to those of the Poisson
Binomial Distribution.
The implementation of R of the binomial distribution requires n and the
number of successes to be integer values. Instead of using the R implementation,
we used a reparametrization of the beta distribution that does not require the
parameters to be integer but results in identical values for integer n and s. In fact,
internally R does use the same approach but ensures –as a part of its error
checking procedure– that n and the number of successes are integer values.
We compared these three approximations to the exact method in four
datasets: COSMIC (v87) dataset [157], TCGA_BRCA, TCGA_COAD and
TCGA_LAML. Usually, the most interesting comparisons occur between genes
that are highly mutated. maftools for example, provides the p-values of the
mutually exclusivity or co-occurrence of mutations for top-mutated genes. We
have selected the top-100 mutated genes and compared the approximate pvalues with the exact p-values. Figure E.2 shows the increment of the logits
against the p-values (in a logit scale).
We have selected this y-axis since the increment of the logits is very close to
the relative error of the p-value for low p-values (left part of the plots) and close
to the relative error of 1- p-value for p-values close to one (right part of the plots),
that is precisely the errors we want to focus on. The proof of this approximation
is given in the appendix of this document. For example, the Binomial
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approximation in the BRCA dataset shows an increment of logits of 0.10 and,
therefore, a relative error of around 10% if the p-value is 0.05.
The ShiftedBinomial outperforms the other approximations in all the datasets.
The RefinedNormal approximation is better than the Binomial for COSMIC and
COAD datasets. In the BRCA dataset, in the cases where the number of comutated samples is small, the relative error is clearly larger.

Figure E.2. Increment of the logits between the exact and the approximate p-values for Rediscover
using the top-100 genes with largest mutation rate. The Increment of the logits is very close to the
relative error of the p-values for low p-values and to the relative error of 1-p-values for p-values
close to one.

Instead of using the most mutated genes, we also compared the
approximations using randomly selected genes. Since the mutation rate of genes
is usually very small, the probabilities are also small and the RefinedNormal
approximation will not provide p-values with good relative error. We confirmed
that this is the case. The results are shown in Figure E.3.
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Figure E.3. Increment of the logits between the exact and the approximate p-values for Rediscover
in four datasets using 100 random genes. The Refined Normal approximation is not as accurate as
the Binomial or the Shifted Binomial approximations. The Shifted Binomial approximation
provides accurate approximations for a wide range of p-values in all the datasets.

The curved patterns that appear in the Refined Normal approximation (and
to a lesser extent in the other approximations) correspond to pairs of genes that
appear co-mutated in no samples (relative error close to 40% for p-value = 0.01
in the COSMIC dataset), one sample (relative error close to 20% for p-value = 0.01
in COSMIC dataset) and so on.
According to both Figure E.2 and Figure E.3, the Shifted Binomial
approximation is quite accurate for p-values between 0.05 and 0.95. Results are
good for both highly mutated genes and randomly selected genes.
In order to improve the relative error for low p-values –especially important
to state the statistical significance and to compute the false discovery rate–,
Rediscover includes a “mixed” method that computes approximate p-value for
all the gene pairs and, afterwards, the low p-values are corrected using an exact
method. The default values set for Rediscover are using the Shifted Binomial
approximation and compute the exact p-values if the approximation is below
0.05 (method = “ShiftedBinomial”, th = 0.05).
The three methods are very similar regarding time computing. The following
table shows the time needed by each method to compute its corresponding
approximation of the Poisson Binomial for different data bases and for different
number of genes:
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Table E.1. Time to compute the p-values using the different alternatives methods of Rediscover in
different datasets.

Number
of genes

Data set

Binomial

Refined Normal Shifted Binomial

100

COSMIC
TCGA_BRCA
TCGA_COAD
TCGA_LAML

0.07
0.008
0.007
0.006

0.08
0.009
0.009
0.008

0.08
0.009
0.008
0.006

300

COSMIC
TCGA_BRCA
TCGA_COAD
TCGA_LAML

0.21
0.03
0.05
0.03

0.23
0.03
0.03
0.03

0.31
0.05
0.05
0.03

1000

COSMIC
TCGA_BRCA
TCGA_COAD
TCGA_LAML

1.13
0.36
0.39
0.25

1.30
0.36
0.36
0.35

1.38
0.37
0.41
0.28

3000

COSMIC
TCGA_BRCA
TCGA_COAD
TCGA_LAML

7.33
3.09
3.41
0.78

8.71
3.19
3.26
1.08

9.03
3.40
3.71
0.89

E.3 Exact vs approximation computation times
Working with the top-100 mutated genes
Regarding the performance, the time (in seconds) that corresponds to Figure
5.1 in the manuscript is shown in Table E.2 and Table E.3.

184

E.3 Exact vs approximation computation times
Table E.2. Time (in seconds) to compute the background probabilities using Discover and Rediscover
in 4 different datasets: COSMIC (19,135 genes and 26,707 samples) and three datasets downloaded
from TCGA: BRCA (14,964 x 979), COAD (17,616 x 399), and LAML (1,807 x 103).

Discover Rediscover
COSMIC

9.562

5.227

TCGA_BRCA

0.18

0.050

TCGA_COAD 0.12

0.056

TCGA_LAML

0.009

0.002

Table E.3. Time (in seconds) to compute the p-values for the top-100 mutated genes using Discover
and the different alternatives modes of Rediscover –Exact, Mixed and approximation– in 4 different
datasets: COSMIC (19,135 genes and 26,707 samples) and three datasets downloaded from TCGA:
BRCA (14,964 x 979), COAD (17,616 x 399), and LAML (1,807 x 103). (Approx) corresponds to the
shifted Binomial approximation for all the p-values while (Mixed) compute the exact p-value for pvalues lower than 0.05. (Exact) corresponds to the exact p-value.

Discover Rediscover
(Exact)

Rediscover
(Mixed)

Rediscover
(Approx)

COSMIC

500.14

195.14

35.09

0.080

TCGA_BRCA

0.25

0.36

0.07

0.009

TCGA_COAD 0.25

0.14

0.08

0.008

TCGA_LAML

0.02

0.01

0.006

0. 01
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Table E.4. Total time (in seconds) to compute the background probabilities and the p-values for the
top-100 mutated using Discover and the different alternatives modes of Rediscover –Exact, Mixed
and approximation– in 4 different datasets: COSMIC (19,135 genes and 26,707 samples) and three
datasets downloaded from TCGA: BRCA (14,964 x 979), COAD (17,616 x 399), and LAML (1,807 x
103). (Approx) corresponds to the shifted Binomial approximation for all the p-values while (Mixed)
compute the exact p-value for p-values lower than 0.05. (Exact) corresponds to the exact p-value.

Discover

Rediscover
(Exact)

Rediscover
(Mixed)

Rediscover
(Approx)

COSMIC

509.70

200.36

40.31

5.30

TCGA_BRCA

0.43

0.41

0.12

0.059

TCGA_COAD 0.372

0.196

0.136

0.064

TCGA_LAML

0.029

0.019

0.015

0. 012

Working with the top-300, top-1,000, and top-3,000 mutated genes
The following figures show the time required to estimate the probabilities 𝑝+0
using Discover and Rediscover for the above mentioned 4 datasets (left panels).
The right panels show the time to compute the p-values for mutual exclusivity
for top-300, top-1,000, and top-3,000 mutated genes (i.e a total of 44,700,
499,000, and 4,497,000 comparisons respectively) using the shifted Binomial
approximation in the four datasets in three different modes (Exact, Mixed and
Approx).
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Top-300 mutated genes

Figure E.4. Time (seconds in log scale) required by Discover and Rediscover to compute the p-values
for mutual exclusion for the top-300 mutated genes for different datasets. (Approx) corresponds
to the shifted Binomial approximation for all tests while (Mixed) computes firstly the shifted
Binomial approximation for all tests followed by an exact re-estimation for p-values lower than 0.05.
(Exact) corresponds to the exact p-value. X-labels depict the dimension of the obtained results.

Table E.5. Time (in seconds) to compute the p-values for the top-300 mutated genes using Discover
and the different alternatives modes of Rediscover –Exact, Mixed and approximation– in 4 different
datasets: COSMIC (19,135 genes and 26,707 samples) and three datasets downloaded from TCGA:
BRCA (14,964 x 979), COAD (17,616 x 399), and LAML (1,807 x 103). (Approx) corresponds to the
shifted Binomial approximation for all the p-values while (Mixed) compute the exact p-value for pvalues lower than 0.05. (Exact) corresponds to the exact p-value.

Discover

Rediscover
(Exact)

Rediscover
(Mixed)

Rediscover
(Approx)

COSMIC

2561.61

1236.49

189.70

0.25

TCGA_BRCA

1.10

0.58

0.11

0.05

TCGA_COAD 1.59

0.35

0.18

0.03

TCGA_LAML

0.09

0.03

0.03

0. 03
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Top-1,000 mutated genes

Figure E.5. Time (seconds in log scale) required by Discover and Rediscover to compute the p-values
for mutual exclusion for the top-1,000 mutated genes for different datasets. (Approx) corresponds
to the shifted Binomial approximation for all tests while (Mixed) computes firstly the shifted
Binomial approximation for all tests followed by an exact re-estimation for p-values lower than 0.05.
(Exact) corresponds to the exact p-value. X-labels depict the dimension of the obtained results.

Table E.6. Time (in seconds) to compute the p-values for the top-1,000 mutated genes using
Discover and the different alternatives modes of Rediscover –Exact, Mixed and approximation– in
4 different datasets: COSMIC (19,135 genes and 26,707 samples) and three datasets downloaded
from TCGA: BRCA (14,964 x 979), COAD (17,616 x 399), and LAML (1,807 x 103). (Approx)
corresponds to the shifted Binomial approximation for all the p-values while (Mixed) compute the
exact p-value for p-values lower than 0.05. (Exact) corresponds to the exact p-value.

Discover

Rediscover
(Exact)

Rediscover
(Mixed)

Rediscover
(Approx)

COSMIC

17,090.16

4,794.86

1,230.59

1.36

TCGA_BRCA

1.10

0.58

0.11

0.05

TCGA_COAD 1.59

0.35

0.18

0.03

TCGA_LAML

0.09

0.03

0.03

0. 03
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Top-3,000 mutated genes

Figure E.6. Time (seconds in log scale) required by Discover and Rediscover to compute the pvalues for mutual exclusion for the top-3,000 mutated genes for different datasets. (Approx)
corresponds to the shifted Binomial approximation for all tests while (Mixed) computes firstly the
shifted Binomial approximation for all tests followed by an exact re-estimation for p-values lower
than 0.05. (Exact) corresponds to the exact p-value. X-labels depict the dimension of the obtained
results. The dataset corresponding to TCGA_LAML has only 1,807 genes. Therefore, the times
correspond to compute the corresponding p-value for all the genes.
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Table E.7. Time (in seconds) to compute the p-values for the top-3,000 mutated genes using
Discover and the different alternatives modes of Rediscover –Exact, Mixed and approximation– in
4 different datasets: COSMIC (19,135 genes and 26,707 samples) and three datasets downloaded
from TCGA: BRCA (14,964 x 979), COAD (17,616 x 399), and LAML (1,807 x 103). (Approx)
corresponds to the shifted Binomial approximation for all the p-values while (Mixed) compute the
exact p-value for p-values lower than 0.05. (Exact) corresponds to the exact p-value. The dataset
corresponding to TCGA_LAML has only 1,807 genes. Therefore, the times correspond to compute
the corresponding p-value for all the genes.

Discover

Rediscover
(Exact)

Rediscover
(Mixed)

Rediscover
(Approx)

COSMIC

86,286.27

9,201.04

4,613.58

8.70

TCGA_BRCA

52.17

10.96

3.89

3.34

TCGA_COAD 67.69

11.69

4.87

3.66

TCGA_LAML

4.70

1.00

0.89

0. 99

E.4 Memory savings
The following table shows a comparison between the memory saving of the
background probability matrix returned by Rediscover which is a PMmatrix
object with a matrix object that stores the same information for all the databases.
Table E.8. Memory saving in Megabytes of the background probabilities matrices of different
datasets. The first column corresponds to the PMatrix class used by Rediscover and the second
column shows the memory usage of the matrix class used by Discover.

PMatrix

matrix

COSMIC

0.4

4,088.3

TCGA_BRCA

0.1

117.2

TCGA_COAD 0.1

56.2

TCGA_LAML

0.252

0.016
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E.5 Availability
Rediscover is available at:
https://cran.r-project.org/web/packages/Rediscover/index.html.
Its corresponding vignette can be accessed at:
https://cran.rproject.org/web/packages/Rediscover/vignettes/Rediscover.html.

E.6 Data Availability
We have used 4 different data set in this analysis: COSMIC (v87) dataset,
TCGA_BRCA, TCGA_COAD and TCGA_LAML. From the COSMIC database, we
downloaded the file corresponding to the “COSMIC Mutation Data (Genome
Screens)”: CosmicGenomeScreensMutantExport.tsv.gz. This is a “tab separated
table of coding point mutations from genome wide screens (including whole
exome sequencing)”. This file has information of 5,932,500 mutations. The file
contains several features of each mutation: the sample id, the primary site, the
Mutation the Somatic status, etc. We curated this file, removing mutations
reported as benign (FATHMM SCORE) and building the final matrix, used as input
in the main manuscript.
TCGA_BRCA , TCGA_COAD, and TCGA_LAML were obtained using the
TCGAbiolinks (v. 2.18.0) R package.

E.7 The increment of the logits is similar to the relative error
The increment of the logits is similar to the relative error of the approximation
for low p-values and p-values close to one.
Δ𝑙𝑜𝑔𝑖𝑡 𝑝>CCDEF , 𝑝GF>=H ¢ = 𝑙𝑜𝑔𝑖𝑡 𝑝>CCDEF ¢ − 𝑙𝑜𝑔𝑖𝑡( 𝑝GF>=H ) =
𝑝>CCDEF
𝑝GF>=H
= 𝑙𝑜𝑔 y
„ − 𝑙𝑜𝑔 “
”
1 − 𝑝>CCDEF
1 − 𝑝GF>=H
𝑝>CCDEF
1 − 𝑝>CCDEF
= 𝑙𝑜𝑔 “
” − 𝑙𝑜𝑔 “
”
𝑝GF>=H
1 − 𝑝GF>=H

Let us define the absolute error as
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𝑒 = 𝑝>CCDEF − 𝑝GF>=H

(Eq. E.30)

and the relative error (for low p-values) as
𝑒DGI,C =

𝑝>CCDEF − 𝑝GF>=H
𝑒
=
𝑝GF>=H
𝑝GF>=H

(Eq. E.31)

Conversely, we define the relative error for p-values close to one as
𝑒DGI,$,C =

𝑝>CCDEF − 𝑝GF>=H
𝑒
=
1 − 𝑝GF>=H
1 − 𝑝GF>=H

(Eq. E.32)

In turn, if 𝑝@A-B. ≈ 0 and 𝑝@A-B. ≈ 𝑝-,,CDA then
1 − 𝑝>CCDEF
𝑝>CCDEF − 𝑝GF>=H
𝑙𝑜𝑔 “
” = 𝑙𝑜𝑔 “1 +
”≈
1 − 𝑝GF>=H
1 − 𝑝GF>=H
≈

𝑝>CCDEF − 𝑝GF>=H
≈𝑒
1 − 𝑝GF>=H

(Eq. E.33)

And
𝑝>CCDEF
𝑝>CCDEF − 𝑝GF>=H
𝑝>CCDEF − 𝑝GF>=H
𝑙𝑜𝑔 “
” = 𝑙𝑜𝑔 “1 −
”≈
≈ 𝑒DGI,C
𝑝GF>=H
𝑝GF>=H
𝑝GF>=H

(Eq. E.34)

Therefore, if 𝑝@A-B. ≈ 0 and 𝑝@A-B. ≈ 𝑝-,,CDA then
Δ𝑙𝑜𝑔𝑖𝑡 𝑝>CCDEF , 𝑝GF>=H ¢ ≈ 𝑒DGI,C + 𝑒

(Eq. E.35)

Since 𝑒 = 𝑒C@E,, · 𝑝@A-B. , the absolute error is much smaller than the relative
error. Henceforth,
Δ𝑙𝑜𝑔𝑖𝑡 𝑝>CCDEF , 𝑝GF>=H ¢ ≈ 𝑒DGI,C ∎

(Eq. E.36)

Conversely, In turn, if 𝑝@A-B. ≈ 1 and 𝑝@A-B. ≈ 𝑝-,,CDA then
Δ𝑙𝑜𝑔𝑖𝑡 𝑝>CCDEF , 𝑝GF>=H ¢ ≈ 𝑒DGI,$,C ∎
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(Eq. E.37)
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